
Adaptive Optimistic Simulation
of Multi-Agent Systems

by Michael Harold Lees, BSc(Hons)

Thesis submitted to The University of Nottingham
for the degree of Doctor of Philosophy, June 12, 2006



Abstract

Simulation is an important tool for designers of multi-agent systems allowing them to

learn more about the behaviour of a system or to investigate the implications of alternative agent

architectures. A key issue for agent simulation is that of scalability, as agents are themselves often

complex systems (e.g., with sensing, planning, inference etc. capabilities), requiring considerable

computational resources. One way to address scalability issues is the application of Parallel Discrete

Event Simulation (PDES) techniques to multi-agent systems (MAS). Synchronisation of parallel

discrete event simulations has long been established as a difficult problem and despite many years

of research no one synchronisation method has been shown to work for all types of application. The

goal of synchronisation is to ensure the events of a parallel discrete event simulation are processed

so as the result of the simulation is the same as the equivalent sequential simulation. This thesis

presents a series of synchronisation mechanisms for optimistic simulation of multi-agent systems

and in particular for the PDES-MAS framework. The thesis develops a model of accesses to the

shared state of an optimistic PDES of MAS which exploits the read/write pattern of agent behaviour

to reduce rollback and provide efficient state saving. Two adaptive synchronisation algorithms are

then presented. The first of these algorithms uses the notion of critical accesses and a window

based throttling mechanism to constrain execution of LPs. The second uses a decision theoretic

approach to delay incoming read events which are likely to be rolled back. The effectiveness of

these algorithms is then investigated experimentally using the ASSK kernel with a range of different

multi-agent simulations. The algorithms are shown to provide significant reduction in rollbacks for

a variety of different cases.
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CHAPTER 1

INTRODUCTION

An autonomous situated agent can be viewed as a system which is situated in an environment and

which interacts with its environment through sensing and actions. The agent’s actions are per-

formed in pursuit of its own agenda so as to affect what it senses in the future. The environment

of an agent is that part of the world or computational system ‘inhabited’ by the agent. The en-

vironment may contain other agents whose environments are disjoint with or only partially over-

lap with the environment of a given agent. While this view of an agent is valid it should be

noted that other views and definitions exist [Franklin and Graesser, 1996]. Wooldridge and Jennings

[Wooldridge and Jennings, 1995] offer two different definitions of an agent, a weak and strong no-

tion of agency. A weak agent is defined as having the following properties autonomy, social ability,

reactivity and pro-activeness. The stronger notion of agency is a system with all the properties of

a weak agent but one which is conceptualised or implemented using concepts usually applied to

humans. The authors do point out that a universal definition of an agent still eludes the agent com-

munity. The definition used here is perhaps most similar to that given in [Russell and Norvig, 2003],

an agent is anything that can perceive its environment through sensors and act upon the environment

through actuators. There are other terms which are often used when referring to agents, the term

situated agent applies when the agent’s environment is a metric space which the agents can per-

ceive [Ferber, 1999]. A mobile agent can be thought of as a situated agent which can also move

within its environment. An embodied agent is one which has some physical representation within

the environment in which it is situated.

A Multi-agent system refers to a system which contains more than one agent within a
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single shared environment. In [Ferber, 1999] the term multi-agent system is defined as any system

which comprises: an environment, objects, agents, an assembly of relations which link objects,

an assembly of operations, and operators. The environment is a central component of any multi-

agent system. In [Russell and Norvig, 2003, 41-43] an agent’s environment is classified with the

following properties,

Accessibility: if an agent can obtain complete, accurate and up-to-date information about the

state of the environment it is considered accessible.

Determinism: an environment in which actions have a single predictable effect is determinis-

tic.

Static/Dynamic: a dynamic environment is operated upon by processes other than the agents.

Discrete/Continuous: a discrete environment is one in which there are a fixed number of

actions and percepts.

For the purposes of this work we are particularly interested in embodied, mobile, situated

agents which operate in large dynamic, non-deterministic environments.

There are a wide variety of applications [Jennings and Wooldridge, 1998] for

which agent-based systems have been used including telecommunications [Albayrak, 1999,

Appleby and Steward, 2000], business process modelling [Jennings et al., 2000], computer

games [van Lent et al., 1999], control of mobile robots [Figueiredo et al., 2002] and military sim-

ulations [Baxter and Hepplewhite, 1999]. Multi-Agent systems are also used in a wide variety

of research areas including: sociology [Conte et al., 1998], economics [Ragan and Slagle, 1996],

robotics [Kitano et al., 1997], simulation [Desic and Huljenic, 2002].

1.1 The problem

An important aspect of agent design and development is their verification. When designing Multi-

Agent systems designers have two options when trying to determine if the agent or agent system

they have designed performs as expected. The first option is through verification using an ap-

propriate logic or language [Fisher and Wooldridge, 1993]. This option, while desirable, becomes
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extremely complex and infeasible when very large numbers of agents are considered. The sec-

ond option is to design a simulation of the agent system and use experiments to test the perfor-

mance [Pollack and Ringuette, 1990]. Testing agents in this manner is standard practice in the agent

community and the technique has led to the development of two types of research tools, benchmarks

and testbeds. Testbeds are usually adaptable environments in which agents can perform tasks, e.g.,

a laboratory floor or a simulated world such as SIM WORLD [Scheutz and Schermerhorn, 2002].

Benchmarks are more precisely defined. They are standardised tasks which the agent performs,

e.g., how many pieces of rubbish an agent collects in a set time. Benchmarks are used to asses

an agent’s performance at a particular task. They are often used to compare and contrast differ-

ent groups of agents. Testbeds and benchmarks are not necessarily disjoint however, Tileworld

[Pollack and Ringuette, 1990] is a good example. Tileworld can be considered a benchmark and a

testbed (environment) with the testbed forming part of the benchmark. Simulation is often used to

test the agents within the benchmark or testbed. The strength of conclusions drawn from a success-

ful benchmark/testbed performance are limited by various issues [Hanks et al., 1993]. Nonetheless,

simulation still plays an important role in the design and testing of agent-based systems.

The study and development of multi-agent systems (MAS) relies upon the development

of appropriate simulation tools and testbeds. Various different testbeds have been developed, but

none to date meet in a comprehensive way criteria laid out by many analysts for general, scientific,

experimental study of MAS [Gasser and Kakugawa, 2002]. Gasser [Gasser, 2001] gives a detailed

analysis of the requirements in terms of testbeds and simulation tools for the MAS community. He

identifies scalability as a problem for MAS simulation tools, and suggests that at present none of the

available tools scale well for large MAS. Typically each agent is itself a complex system which can

be made up of multiple independent components, i.e., sensing, planning, motor etc.. Therefore even

single agents can have high computation requirements, systems with large numbers of these agents

can take too long to simulate. The AgentLink road-map [Luck et al., 2003] also cites scalability

as one of the key current issues for agent simulation. The road-map predicts full scalability by

2010 and GRID enabled agent simulation by 2008. One obvious way to improve the scalability of

simulation tools is to distribute them and at present few tools do this effectively. The central aim of

this work concentrates on improving scalability for simulation of multi-agent systems.

Simulation is an important tool for the agent community and simulation for agents has



1. INTRODUCTION 4

a clear need for techniques to improve scalability. Agents are also a useful tool for the simulation

community and agents for simulation, for the same reasons, can benefit from the same improve-

ments in scalability. The work in the thesis and the PDES-MAS project in general addresses issues

for both types of agent simulation. The PDES-MAS approach uses techniques from parallel discrete

event simulation and attempts to apply them to simulating multi-agent systems.

The PDES-MAS framework [Logan and Theodoropoulos, 2001] models simulations using

two types of LP, the communication logical process (CLP) and the agent logical process (ALP). The

CLPs are responsible for maintaining and processing disjoint portions of the simulation’s shared

state. The ALPs contain the user’s agent simulation1 and an interface between the user simulation

and the rest of the framework. A more detailed description of the PDES-MAS framework can be

found in chapter 3.

1.2 Contribution

This thesis addresses the problem of scalability in multi-agent simulation by presenting synchro-

nisation mechanism for parallel discrete event simulation of multi-agent systems. In particular

this thesis investigates the applicability of optimistic synchronisation techniques to the PDES-MAS

framework. These techniques exploit the parallelism of agent simulation at the event level which

is the most permissive way of performing a simulation in parallel. The key contributions therefore

include,

1. A new technique for state saving which exploits the read/write characteristics of agent simu-

lation.

2. An optimistic synchronisation mechanism for the PDES-MAS framework with a relaxed

causality constraint to reduce rollback.

3. Two optimistic synchronisation algorithms which exploit aspects of the kernel and agent sim-

ulation in general.

The state saving technique presented uses the causality relationship between read and

write events by only storing those events which record information that may need to be restored.
1Only one agent is allowed per ALP, but multiple ALPs can be assigned to a single processor. This is one agent in

terms of the simulation model, for example a single agent may be used to model a swarm of bees
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The need for the new state saving algorithm is as a consequence of the new relaxed causality con-

straint. To enable the relaxed causality constraint the system needs to retain information to allow it

determine when causality violations have occurred. More specifically the system records those read

events which indicate if a rollback is required. The relaxed causality constraint, while requiring a

small amount of extra state saving, reduces the frequency and overhead of rollback. This because

rollback or straggler message to a particular virtual time t does not necessarily result in all events

subsequent to t being rolled back. Instead only the events from agents which read an incorrect

value are rolled back. This approach is similar to lazy re-evaluation[West, 1988] in that the system

attempts to determine the existence of a causality error before rollback. However, in this case the

existence of causality errors can be determined efficiently by considering the event types (read or

write).

The more substantial and important contribution of the thesis is the two adaptive synchro-

nisation algorithms. The first of these uses the patterns of access made by the agents to the shared

state to determine the level parallelism in the system. This value is then used to calculate and adapt

the amount of optimism that should be applied to each agent. The second algorithm uses a deci-

sion theoretic approach to calculate an optimal real time delay that should be applied to any read

to prevent it from later rolling back. The decision theory equation uses previous real and virtual

inter-arrival times of writes to calculate the probability of a particular read being rolled back. An

approximation of rollback cost is used to determine the expected cost of each decision. Using this

information the algorithm can determine a utility (or cost) for various delay times. The optimal

delay time is then the one with the lowest calculated expected cost.

While previous work has looked at conservative models of distributed multi-agent simula-

tion this work looks at the task of designing an optimistic model. Although previous work has used

conservative synchronisation mechanisms one could argue that agents are in fact better suited to

optimistic simulation. The performance of conservative protocols in general depend on lookahead

(defined in section 2.2.1), simulations with large lookahead values are well suited to the conservative

model. Those with smaller, or even zero lookahead reduce the possibility of exploiting parallelism

with a conservative approach. With most agent simulations lookahead is very difficult to establish a

priori and in most cases is zero. This is due to the autonomy of agents and their ability to generate

events at any point in real and virtual time during the simulation. Previous work does discuss opti-
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mistic synchronisation, but it is either not implemented as it is too complex [Riley and Riley, 2003],

or implemented in a restricted form [Uhrmacher and Krahmer, 2001].

Optimistic simulation of multi-agent systems poses some significant challenges. While

agent simulations can have zero lookahead they can also have a high degree of coupling between

agents which results in a high numbers of rollback. The state in agent simulation is often large and

complex so state saving and rollback can often be costly, both in terms of memory and CPU usage.

This highlights two key aspects of any effective optimistic agent simulation:

1. Efficient state saving and restoration

2. Algorithms to reduce rollback frequency and overhead

The algorithms and techniques presented in this thesis are designed in an attempt to ad-

dress both issues. The work addresses the problem of state saving with a new approach which

exploits the read/write properties of agent simulation. This idea uses write periods to efficiently

record the event history of all the state variables, the system allows reads to be processed out of

time stamp order reducing rollbacks. The write periods only store a subset of all events at each state

variable so reducing the memory overhead associated with state storage.

Each simulation has an ideal balance between allowing optimistic progression and pre-

venting rollbacks. If progression is constrained too much the simulation takes longer to execute,

where as with too little constraint the rollbacks affect the execution time. Synchronisation algo-

rithms therefore need to adapt to specific simulation characteristics so as to run with the ideal degree

of optimism. The problem is then translated into:

1. Determining which characteristics of the simulation to measure

2. Using this information to determine an appropriate degree of optimism

3. Applying the determined degree of optimism with an appropriate optimism limiting scheme

Two different adaptive synchronisation algorithms are presented, both with different ways of ad-

dressing the above problems.
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1.3 Overview of thesis

This chapter has given a brief overview of the thesis topic and outlined the problem which it ad-

dresses. Motivation for the work was given, illustrating the difficulties of simulating large scale

multi-agent systems. An overview of the approach adopted in the thesis was given and this was

compared to previous work highlighting the contribution of the work presented in the thesis.

The remainder of the thesis is divided into a further seven chapters. Chapter two begins

by introducing simulation and gives general background material for synchronisation in parallel

discrete event simulation.The chapter then gives a detailed review of the literature related to the

area of parallel discrete event simulation of multi-agent systems. Chapter three introduces the prob-

lem of state in agent simulation. In [Logan and Theodoropoulos, 2001] distribution of the large

shared state in agent simulation was identified as a key problem of parallel simulation of multi-

agent systems. The chapter begins by introducing the concept of shared state and discusses how

the PDES-MAS framework models shared state. It goes on to describe how operations by the agents

on the shared state are modelled as events, and how the state history is stored in the form of write

periods. The chapter then presents methods used for conflict resolution, agent communication and

rollback. Chapter four describes the first of the two synchronisation algorithms, the critical access

synchronisation mechanism. The chapter starts with a description of spheres of influence and shows

how these can be used to determine the level of optimism in a simulation. It presents an equation

which can be used to determine the appropriate degree of optimism and shows how this can be

adapted for use with a Moving Time Windows throttling scheme. Finally a detailed description of

the implementation used for the experiments is given. Chapter five presents the decision theoretic

synchronisation algorithm. The idea of receiver side throttling of read message is introduced as a

means of preventing rollbacks. The algorithm uses a decision theoretic equation to determine an

optimal delay time for read messages. The chapter goes on to show how the components of this

equation, rollback probability and rollback cost, are calculated. The following section discusses the

possible problem of positive feedback and how it could affect performance of the algorithm. Finally

an overview of the algorithm implementation is given. Chapter six gives a high level description of

the PDES-MAS and ASSK kernels. It describes the relationship between the ASSK and the PDES-MAS

kernels and how the former offers a subset of the functionality of the PDES-MAS kernel. The chapter
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also gives an overview of existing kernels and message passing systems and justifies the need for

implementation of a completely new kernel. It concludes by presenting the structure, components

and algorithms used in the ASSK and PDES-MAS kernels. Chapters seven and eight present exper-

imental results of the synchronisation algorithms, discuss their performance and suggest areas of

future work.
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CHAPTER 2

BACKGROUND AND LITERATURE REVIEW

This chapter gives an introduction to simulation in general and goes on to present previous and

current work in the areas of Parallel Discrete Event Simulation and parallel Multi-Agent Simulation.

The work presented here has an emphasis on synchronisation and optimistic synchronisation in

particular. The review of work in the multi-agent simulation field focuses on parallel simulation in

general, and specifically on those systems which adopt a PDES solution to the problem.

2.1 Simulation

Simulation is the technique of imitating the behaviour of some situation or process by means of

a suitably analogous situation or apparatus. Simulation allows testing of ideas and theories which

might either be too expensive, too complex or too dangerous to attempt in the real physical system.

Simulation has a wide variety of applications and is used to train pilots, to model complex systems,

and in many modern computer games. A computer simulation consists of a computer program

emulating either a real or hypothetical physical system. A simulation model specifies the physical

system in terms of events and states. Executing a simulation therefore consists of ‘processing’

events, which correspond to real events in the physical system. The result of an event typically

entails the state being updated and new events being scheduled for processing.

There are two types of simulation defined in terms of the way events are processed and

state updates occur, these are discrete and continuous. In continuous simulation state changes occur

continuously, whereas in discrete simulation events occur at fixed points in time and happen in-

stantaneously. The two however are not disjoint, and any continuous simulation can quite easily be
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converted into a discrete simulation by simply modelling the start instant as well as the end instant

of continuous events and modelling these instants as events themselves[Ferscha, 1995a].

There are two common forms of discrete simulation, time-stepped and event-driven.

Time-stepped simulation works by forcing the execution to advance from one time step to the next.

At each time step the simulation computes a new state by updating variables. If two actions occur

in the same time step they are considered to occur simultaneously. Hence the result of one action

cannot affect the result of another if they occur at the same time step. This obviously places an em-

phasis on the size of a time step, which should be small enough to obtain a suitable precision. Event

driven simulation is different in that the state variables are updated only when something interesting

occurs, i.e., an event. Each event occurs at a particular instant in simulation time and the event has

this time associated with it, this is known as the time-stamp of the event.

A single processor (sequential) discrete event simulation consists of the following:

• State Variables – collectively describe the state of the system

• Event list – list of events to be processed

• Global clock – denote the simulation time

An event is scheduled by first allocating space for the appropriate data structure and then filling in

the fields of the data structure, which usually consist of a time stamp, event type and some other

parameters. The event is then added to the event list and it is considered scheduled. The simulation

proceeds by taking the head of the event list and processing it, more events may be scheduled as a

result. The simulation terminates at some predefined global clock value.

An important issue in any simulation is how to represent time. There are generally differ-

ent notions of time,

• Real(or Physical) Time, the time in the real/physical system.

• Simulation(or virtual time), the abstraction of time used in the simulation which models the

physical system.

• Wall-clock time(or execution time), the real time which passes during the simulation execu-

tion.
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Suppose we consider a simulation which simulates the flight of an aircraft. The real flight departed

on the 18th October 2002 at 13:45 and arrived at its destination on the 19th October 00:45. The

simulation time is a computer value which is supposed to reflect the real time in some way and,

depending on the accuracy of the simulation, the mapping from real time to simulation time will

be of different granularity. In the flight simulation, simulation time might go down to the level of

minutes or seconds. However, one might imagine an evolution simulation which lasts for millions of

years in real time, simulating this at the level of minutes wouldn’t be sensible. The wall-clock time

would depend on the speed of the computer executing the simulation and the type of simulation. A

man-in-loop (where a human takes part) simulation will usually be real-time, that is, the mapping

from wall-clock time to real time will be one-to-one. Other types of simulation where data collection

is the aim are usually run as fast as possible, i.e., the mapping isn’t important, the simulation should

finish as quickly as possible. The virtual time in this case will have some relation to the real time

of the system, the events may be modelled at the level of seconds. However the granularity doesn’t

necessarily affect the number of events, there may be only two events, takeoff and landing.

It is possible to split up a simulation into a collection of sequential simulations, with each

simulation executing on a different processor and modelling a different part of the physical system.

This has the advantage that the different parts of the simulation can execute concurrently which

should result in speedup of the overall system. Parallelism and Distribution can be exploited at

various different levels [Ferscha and Tripathi, 1994]:

• Application level - Uses the same simulation with different input parameters, requires no

coordination. Limited when using large simulations as each node requires enough memory

to run whole simulation. This is the most basic form of distribution and is only applicable if

more than one run of a simulation is needed.

• Subroutine level - Usually distributes iterations of a loop, the number of processors that can

be employed is limited and so is speedup.

• Component level - Based on the natural parallelism inherent in the physical system. Each

processor corresponds to a component of the physical system.

• Event level (centralised event list) - A centralised master processor distributes small numbers

of events onto slave processors. Appropriate for shared memory multiprocessors.
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• Event level (distributed event list) - The most permissive way of performing a simulation in

parallel. Schemes exploiting this type of parallelism require local synchronisation mecha-

nisms.

The term logical process (LP) refers to each individual sequential simulation. Thus the physical

system can be viewed as consisting of a series of physical processes. Using component level distri-

bution each physical process is modelled by a logical process and each logical process is mapped to

a single processor. In event level parallelism with a distributed event list the state of the simulation

is partitioned into state vectors and each LP has its own state vector. It may be the case that the

result of an event on one LP might be relevant to another LP situated on a different processor. When

an event whose outcome may be relevant to other LPs is executed, messages are generated and sent

to the other relevant LPs.

If a discrete event simulation is split into multiple logical processes and spread across

multiple machines it becomes a Parallel Discrete Event Simulation (PDES). A sequential discrete

event simulation can easily ensure that events are processed in time stamp order as it processes

the event with the smallest time stamp in the event list. Spreading the simulation over multiple

processors (PDES, which simulates at the event level) requires multiple event lists, one for each

logical process. A consequence of this is that ensuring the events are processed in time stamp order

is less straightforward. With each LP processing its event list independently it may be the case

that events are processed out of time stamp order. Therefore a mechanism is required to ensure the

parallel simulation produces the same results as the equivalent sequential simulation. The goal of

synchronisation is to ensure the events of a parallel discrete event simulation are processed in such

a way so as not to change the results of the simulation. This is not to say that the synchronisation

algorithm must process the events in precise time stamp order, just in a way that the end result does

not change (i.e., to the outside world it looks as though the events were processed in time stamp

order). To ensure the same results from a parallel simulation each LP must adhere to the local

causality constraint. The local causality constraint states that each LP in a discrete-event simulation

must process dependent events in nondecreasing time stamp order. Put another way, an LP can

execute an event E if there will be no events executed on the same LP with a time stamp less than

E that may affect the result of E.
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2.2 Synchronisation

Synchronisation of parallel discrete event simulations (PDES) has long been established as a diffi-

cult problem and despite many years of research no one synchronisation method has been shown to

work for all types of application. Synchronisation is divided into two schools of thought, Conser-

vative [Chandy and Misra, 1979] and Optimistic [Jefferson, 1985]. This classification is based on

how the local causality constraint is satisfied. Conservative synchronisation, as the name suggests,

restricts the execution of the simulation so that events are only processed if they are guaranteed not

to violate the local causality constraint. Optimistic synchronisation does not restrict the execution

of the simulation, instead it provides mechanisms to undo (rollback) processed events which violate

the local causality constraint. In the most recent work the two schools of thought have become less

distinct and mechanisms which take aspects of both Optimistic and Conservative synchronisation

have been developed. In the remainder of this section we discuss conservative, optimistic and hybrid

synchronisation mechanisms.

2.2.1 Conservative Synchronisation

The early synchronisation mechanisms took a conservative approach where each Logical Process

(LP) in the simulation strictly avoids processing events out of time stamp order, i.e., conservative

synchronisation strictly adheres to the local causality constraint and never breaks it. To do this

the mechanism must be able to determine which events can be processed safely. An event E with

timestamp t is deemed safe to process if the following conditions hold,

1. The time stamp t of E is the lowest of all currently scheduled events on this LP.

2. Any future event scheduled on this LP by other LPs will have a time stamp greater that t

We now illustrate the operation of a conservative synchronisation mechanism with the aid

of an example. Suppose we have a simulation containing three logical processes, LP1, LP2, LP3.

Each of the LPs can communicate with one another and each can schedule events on the others

through sending messages. Each LP processes its events in increasing timestamp order. (see figure

2.1).
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LP

LP1 LP

3

2

FIGURE 2.1: An example simulation with three LPs

Each of the LPs maintains a first-in-first-out (FIFO) queue for each communication point

(link). So LP1 in 2.1 maintains two FIFO queues, one for LP2 and one for LP3. This is illustrated

in figure 2.2.

FIFOLP3

FIFOLP2
t=4 t=6 t=10t=3

t=5 t=7

LP1

FIGURE 2.2: How incoming events are queued

Events scheduled by LP1 on itself are held in a slightly modified1, separate FIFO queue.

Simulation now progresses by LP1 taking the event with the smallest time stamp from one of the

three FIFO queues (including the queue which contains events it itself scheduled). The time stamp

of the event at the head of each FIFO queue gives a lower bound on any future message scheduled

by the corresponding LP. This guarantees that the events are processed in time stamp order. A

problem arises when one of the FIFO queues becomes empty. As there is no head of the queue it is
1This is modified in the sense that when the queue becomes empty it does not block
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impossible to guarantee a lower bound on any future messages sent by that LP. If we consider the

example in 2.2, (assuming for now it doesn’t schedule any events itself) LP1 would execute the the

events in the following order. Firstly, execute the event at the head of LP2’s FIFO (t=3), followed

by the LP2 event (t=4). Then switch to LP3 (t=5), back to LP2 (t=6) and finally back to LP3 (t=7).

LP1’s FIFO queues are now shown in 2.3,

FIFOLP3

FIFOLP2
t=10

LP1

FIGURE 2.3: The queues after some event execution

The last event processed by LP1 was an event scheduled by LP3 with a time stamp of

seven. Therefore its not possible to execute the remaining event in the LP2 FIFO as there is no

guarantee that LP3 will not schedule a new event with a time stamp lower than 10 (i.e., 8 or 9). The

only option is for LP1 to block until it receives another message from LP3.

Deadlock and the Null Message Algorithm

The example above demonstrates a possible deadlock situation (see figure 2.4), where LP1 is wait-

ing on LP3, LP3 on LP2 and LP2 on LP1.

Deadlock is avoided in conservative systems with the use of the null message algorithm

[Chandy and Misra, 1979, Bryant, 1977], which uses the notion of lookahead to determine the min-

imum time stamp of any future scheduled event.

Lookahead is defined as the minimum amount of virtual time that one LP takes to schedule

an event on another LP. In our example(figure 2.4), LP1 is blocked at time 10. If the simulation has
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FIFOLP3

t=10

FIFOLP3

FIFOLP2

LP

LP
FIFOLP1

FIFOLP2

t=13 t=14

FIFOLP1

t=12

1

3

LP2

FIGURE 2.4: A typical deadlock situation

a lookahead of 1, then we can guarantee that the any event scheduled by LP1 on LP2 or LP3 will

have a time stamp of 11. This in turn means that LP2 will not schedule an event with a time stamp

less than 12 (lower bound on time plus lookahead) on LP2 or LP3, which in turn guarantees that

LP3 won’t schedule an event with time stamp less than 13 on LP1. Null messages are used to pass

information on the lower bound for a particular LP. A null message with time stamp t sent from

LPi to LPj makes a guarantee that LPi will only schedule future events on LPj with time stamp at

least t. Using this recursive strategy eventually a safe event is found and can be processed, breaking

the deadlock. Null messages are usually sent after an event is processed or on a when needed basis.

This way deadlock can be completely avoided.

Obviously lookahead is critical in conservative simulation. If we consider a simulation

where the smallest time stamp of all events is t and with lookahead l, the simulation can process

safely all events within the time period [t, t + l]. A smaller lookahead implies poorer performance;

fewer events can be executed simultaneously and more null messages are required to break deadlock.
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Determining an appropriate lookahead is therefore essential for good performance. Some examples

of how to derive lookahead are given in [Fujimoto, 2000, 59-60].

Although the null message algorithm avoids deadlock it incurs a great deal of communi-

cation overhead due to the sending of null messages, especially when lookahead is small. Another

technique is to allow deadlock to occur but provide a mechanism to detect and recover from it

[Chandy and Misra, 1981, Liu and Tropper, 1990]. These systems use a central controller LP and

a signalling protocol which indicates how many blocked LPs there are in the system. An LP can

be engaged (not blocked) or disengaged (blocked). Each LP can do two things upon receiving a

message:

1. An engaged LP returns a signal to the sender.

2. A disengaged LP becomes engaged and does not return a signal until it becomes disengaged.

Each LP also maintains two counting variables:

• C - the number of messages received which haven’t been signalled

• D - the number of messages sent which have not had a signal returned

The protocol proceeds as follows; an LP assumes that sending a message causes the receiver to

become engaged. A receiver will return a signal if it is already engaged or when it is disengaging. It

is then possible to say that an LP is engaged when C>0. The controller is the first to send messages

and is the root of a tree of computation. The simulation becomes deadlocked when C and D are

equal to zero in the controller (root) LP. To resolve deadlock the controller simply determines the

event with the smallest time stamp in the whole simulation (which is safe to process) and sends a

message to the containing LP.

Synchronous Execution

Another group of conservative synchronisation algorithms are the barrier synchronisation mecha-

nisms. A barrier is a primitive construct which is used to synchronise all the LPs in a simulation

at a certain point in time. This allows the simulation programmer to divide the simulation into par-

allel logical phases. This is similar to the deadlock recovery above in that it too performs phases
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(processing and deadlock recovery). The deadlock recovery algorithm however has no control over

when the phases occur. If an LP executes a barrier primitive and some of the other LPs in the sys-

tem have not, it blocks until all LPs have. Centralised barriers achieve this through the use of a

controller LP. When a processor reaches the barrier it sends a message to the controller informing

it that it has reached the barrier. When the controller has received a message from all the LPs it

responds by sending a release message to all the LPs. In shared-memory multiprocessor machines

this can be achieved through the use of global variables. Centralised barriers do have the bottle neck

of the centralised controller LP, therefore the system does not scale well. The tree barrier over

comes the bottleneck by organising the processors into a balanced tree with each node representing

a different processor. A child node sends a message to its parent when it has received messages from

its children and it itself has reached the barrier. When the root of the tree has received a message

the barrier has been achieved, it responds by sending a message to all the other processors. A third

barrier mechanism is the butterfly barrier [Nicol, 1995]. In this mechanism each processor executes

a sequence of log N pairwise barriers with a different processor at each step.

The conservative mechanisms which use the barrier construct are known as synchronous

execution protocols and have the following basic loop structure,

1. Determine the safe events

2. Execute barrier

3. Process safe events

4. Execute barrier

When using asynchronous sends these protocols however, suffer from errors caused by transient

messages (messages sent but not received). Consider the case in which, one LP sends a message

with time stamp t which gets delayed due to network traffic and all the other LPs send messages

with time stamp t + 2. Because asynchronous messages are allowed, the LPs can proceed to stage

(4) without waiting for responses. When the protocol comes round to stage (1), having not received

the message of time stamp t (as it is transient) the protocol incorrectly determines the messages with

time stamp t + 2 are safe to process. Counters are used to ensure that no transient messages exist



2. BACKGROUND AND LITERATURE REVIEW 19

prior to entering the barrier. More complex algorithms are required to ensure no transient messages

in tree and butterfly barrier mechanisms, these are given in [Fujimoto, 2000].

A basic synchronous protocol based on lookahead is fairly straightforward to implement.

In a sequential simulation with lookahead l if an event is scheduled at time t we have a guarantee that

any new events scheduled will have timestamp at least t + l (no events can be generated externally

as there is only one LP). This means any event with time stamp less than t + l is safe to process.

Extending this to a parallel simulation is relatively straightforward. Each LP has its own current

time ti and its own lookahead, li. The earliest any new event may be scheduled is tmin + lmin.

Therefore, any event in the simulation with timestamp less than tmin + lmin can be safely processed.

This global minimum can be calculated in the barrier algorithms. However, this simple algorithm

exploits no topology information. In [Ayani, 1989] the notion of distance between logical processes

is used to provide a lower bound on the time that must elapse for an event in one LP to schedule an

event on another LP. Having more information about the topology of the logical processes means a

greater number of safe events will be identified, allowing greater concurrency in the simulation. The

mechanism is further refined in the bounded lag approach [Lubachevsky, 1988], where a distinction

is made between near and far future events. A window mechanism is used such that, any event

with time t + tw, where t is the current simulation time and tw is the size (in simulation time) of

the window, is considered to be in the far future and consequently unsafe to process. This avoids

wasted computation used when checking the safety of events far in the future which are obviously

going to be unsafe.

Performance issues of Conservative Synchronisation

The crucial aspect of conservative simulation is lookahead [Fujimoto, 2000]. Simulations with large

lookahead values are more suited to conservative simulation, as larger lookahead allows for greater

concurrency when executing events. In the extreme case a lookahead of zero would imply the

event with the smallest time stamp could affect all other future events and hence force sequential

simulation. Such dependency on lookahead can lead to simulation designers trying to optimise the

simulation for improved lookahead. Writing simulations in this manner can often lead to complex,

’brittle’ code and such techniques at present have shown limited success.

The need for large lookahead limits the application of conservative protocols in multi-
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agent simulation. Agents are autonomous programs often with completely unpredictable behaviour.

Therefore trying to determine appropriate lookahead values for agent simulations a priori can be

difficult if not impossible. Even if a lookahead value can be determined any simulation containing

reactive agents will have a low lookahead, in the worst case this may even mean a zero lookahead.

Conservative protocols are therefore unlikely to achieve the best possible parallel performance for

multi-agent simulation.

2.2.2 Optimistic Synchronisation

Conservative synchronisation algorithms ensure that the local causality constraint isn’t violated by

only executing events which are deemed safe. Optimistic algorithms are different in that they allow

violations to occur but provide a mechanism to undo (rollback) incorrect events. The first optimistic

mechanism for parallel simulation was Jefferson’s Time Warp [Jefferson, 1985] and this still re-

mains the most widely used and well known optimistic mechanism. Optimistic synchronisation had

been used previously in database concurrency control [Kung and Robinson., 1981] and has been

used in computer architecture for many years [Rinard, 1997].

As with conservative synchronisation, a simulation consists of logical processes that pass

messages between one another. As with standard LPs, each Time Warp logical process (TWLP)

has an event list which contains all scheduled unprocessed events for that process. However, there

are two distinctions to be made between a TWLP and a standard sequential (Non-distributed) LP,

the first is that events in TWLPs may have resulted from messages passed by other TWLPs (this is

also the case for LPs in conservative synchronisation) . The second is that processed events are not

discarded as they may be required when a TWLP needs to undo (rollback) certain events (this isn’t

necessary in conservative methods). The example given in figure 2.5 shows the interaction of two

TWLPs resulting in rollback.

Here TWLP1 and TWLP2 are executing at different rates, TWLP1 is advancing in virtual

time at a slower rate than TWLP2. If the result of event t=9 is of interest to TWLP2, then when

TWLP1 executes event t=9 the result is passed to TWLP2 in the form of a message. Upon receiv-

ing this message TWLP2 will schedule a new event some time in its future, for example at t=13.

However, as TWLP2 is executing faster than TWLP1 it has already processed an event at t=15.

Therefore for TWLP2 to satisfy the local causality constraint it must rollback the event processed at
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TWLP1

TWLP2 t=4 t=10 t=15 t=23 t=30

t=2 t=9 t=22t=4 Processed event

Unprocessed event

Straggler message schedules new event for t=13t=13

FIGURE 2.5: Two Time Warp Logical Processes

t=15 and process the new event scheduled by TWLP1 at t=13 first. So TWLP2 rolls back to the last

event processed prior to the timestamp of the straggler message. After the rollback TWLP2 ends up

at the same state it was just after processing the event at t=10. The new event queue (post rollback)

is shown in figure 2.6.

t=4 t=10 t=13 t=23 t=30t=15TWLP2

FIGURE 2.6: The event queue of TWLP2 after rollback

2.2.3 Performing rollback

The problem of performing rollback becomes clearer when one considers the possible consequences

of processing an event:

1. update state variables

2. send messages to other logical processes

So to rollback an event two mechanisms are required: the state variables must be restored to reflect

their value prior to the event and any messages sent out after the event must be unsent. The two

mechanisms Time Warp provides for this are state saving and anti-messages.
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State saving

The first task of a rollback is to restore the state variables to the values they had prior to the time of

the straggler event. To do this each logical process must store an ‘old’ copy of the variable values.

In fact the LP must store all its state history as there is no guarantee of how far back the rollback

will occur2. There are three ways of saving state:

• Copy State Saving – Each TWLP makes a copy of all its state variables prior to processing an

event.

• Incremental State Saving – A log is kept of all individual variable changes for each event

computation.[Ronngren et al., 1996, West and Panesar, 1996]

• Periodic State Saving – This is the same as copy state saving but the state is saved less fre-

quently at periodic intervals.

There are advantages of both methods and neither is more appropriate in all situations. The obvious

disadvantage of copy state saving is the amount of space required. If the state space is very large

saving it prior to every event may also be time consuming. However, copy state saving is more

efficient if a high percentage of the state is updated at each event. This is due to the fact that the

address of each variable isn’t required and that most machines are optimised in copying large chunks

of memory. Incremental state saving is therefore more appropriate when small portions of the state

are changed by each event. The third option, which may be appropriate if little or none of the state

is changed, is to use copy state saving but less frequently. This may involve rolling back further

than necessary, but the extra overhead of rolling back further may be less than the overhead which

would have been incurred through the extra saving state. It is also possible to adaptively determine

appropriate frequency of state saving.

Anti-messages

Anti-messages are a mechanism in Time Warp used to ‘unsend’ incorrect messages. The idea is

that each normal message has a corresponding anti-message, when the two meet both are deleted.

Therefore, for an LP to unsend a message it simply sends the corresponding anti-message to the
2We can actually make some guarantees and reclaim some of the memory used, see section 2.2.4
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same LP as the original normal message. If the anti-message reaches the other LP before it pro-

cessed the incorrect event, all is well and the anti-message and original are removed. If, however,

the incorrect message has already been processed by the LP then the LP must rollback to before the

incorrect event was processed. This may in turn cause more anti-messages to be sent which may

cause more rollbacks, and so on until all incorrect messages have been removed.

2.2.4 Global Virtual Time (GVT)

It is clear that for simulations with a state of reasonable size a great deal of memory is required for

state saving. It is therefore necessary to have some method of reclaiming memory. The memory

used by a saved state can only be reclaimed if we can guarantee it is no longer needed (i.e., no

rollback will occur prior to this event). To do this the system computes a lower bound of the

time stamp for any future rollbacks. This lower bound is referred to as the Global Virtual Time

(GVT). If GVT is known, any saved state associated with events prior to GVT may be reclaimed.

The process of reclaiming state that is no longer required is known as fossil collection. There are

two approaches to fossil collection, Batch fossil collection, which reclaims memory at each GVT

computation and on-the-fly fossil collection, which only reclaims the memory as it is needed. A

GVT computation enables all memory relevant prior to the GVT to be fossil collected. Computation

of GVT needs to be performed efficiently and there are various different algorithms available (see

2.2.4). The general principle for computing GVT is to take a snapshot of all unprocessed (including

partially processed) events and anti-messages in the system at real time T . GV TT would then be the

minimum time stamp associated with any unprocessed event, message or anti-message. However,

to create this snapshot the algorithm must address two difficult problems, the transient message

problem (described in 2.2.1) and the simultaneous reporting problem (see below).

GVT computation

A basic synchronous GVT algorithm uses acknowledgements and a central GVT controller to ensure

no transient messages occur. The basic principle is that each message whether received or not

should be accounted for by at least one LP. This way every message (including transient messages)

are considered when computing GVT. When sending a message the sender remains responsible for

the message (in terms of GVT calculation) until it receives an acknowledgement from the receiver.
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There may be a point where both the receiver and sender are responsible for the same message (i.e.,

when the receiver has sent the acknowledgement but the sender has not received it) but this won’t

affect the GVT computation. The basic synchronous GVT algorithm [Fujimoto, 2000] is then:

1. Controller broadcasts “Start-GVT” to all LPs.

2. Each LP stops processing once it has received “Start-GVT” and it responds to controller with

“Received-Start”.

3. When controller has received all “Received-Start” messages it broadcasts “Compute-Local-

Minimum”.

4. Each LP receives “Compute-Local-Minimum” and computes minimum time stamp of any

unprocessed event or message. It then sends the value back to the controller.

5. Upon receiving the value from all LPs, the controller calculates GVT and broadcasts it to all

LPs. Each LP resumes processing upon receipt of the new GVT.

However, this simple algorithm does not allow for asynchronous GVT computation, in that all LPs

have to block while the computation is performed (global synchronisation). As GVT computation

can happen frequently, an asynchronous algorithm would improve performance greatly. A naive

approach may be to just have the controller send out the “Compute-Local-Minimum” and have each

LP respond asynchronously. This causes the simultaneous reporting problem, where LPs compute

their local minimum time at different points in real time. This problem is caused when late messages

arrive at an LP after its own local minimum calculation but before the senders local minimum cal-

culation. If we take a simple case with two LPs, LP1 and LP2, the controller broadcasts “Compute-

Local-Minimum” and waits for a response. At the time of receiving “Compute-Local-Minimum”

LP1 is in the middle of processing an event, whereas LP2 is free to compute its minimum, LP2

computes its own minimum as 20. The controller then receives LP2s minimum as 20. In the mean-

time LP1 finishes processing its event, as a result of which it schedules an event on LP2 with time

stamp 15. LP1 can then also compute its own minimum as 25. At this point the controller has

received all local minimum and so can compute GVT, which it does so as 20 (minimum of 20 and

25). Obviously something isn’t right, GVT has been calculated as 20 yet LP1 has an unprocessed

event with timestamp 15.
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There are various GVT algorithms which overcome both the problem of transient mes-

sages and the simultaneous reporting problem. Samadi’s GVT algorithm [Samadi, 1985] relies

on acknowledgements being sent in response to all messages. It tags acknowledgements appro-

priately so no messages go unaccounted for when calculating GVT. Mattern’s GVT algorithm

[Mattern et al., 1991] doesn’t rely on message acknowledgements, instead it divides the simula-

tion into past and future events. Two divides, known as “cuts”, are used to ensure the correct

value for GVT is computed. Other GVT algorithms can be found in: [Lin and Lazowska., 1990,

Bellenot, 1990, D’Souza et al., 1994]. Distributed GVT computation does not rely on shared mem-

ory, examples of such algorithms can be found in [Chandy and Lamport., 1985, Mattern, 1993].

2.2.5 Performance issues of Optimistic Synchronisation

Optimistic approaches are able to exploit more parallelism than conservative approaches. Conserva-

tive approaches block processing an event if there is a possibility of a causality relation with another

event. As a consequence some events which could in fact have been processed safely are blocked.

Optimistic schemes on the other hand would process the events regardless and so exploit the extra

parallelism. A second benefit of optimistic synchronisation is that it does not rely on simulation

specific information such as lookahead to determine safe events.

In [Das, 1996b] the degree of optimism of an LP is defined as the difference in local virtual

time (LVT) of the LP and the GVT. It becomes clear why this degree of optimism is important if we

consider the following example. We may have two LPs, LP1 and LP2, suppose LP2 is running at five

times the rate of LP1. So for every event processed by LP1, LP2 processes five. This also implies

that LP2 has to store the information for five events to every one for LP1. However, GVT will only

proceed at the rate of the slowest LP. Figure 2.7 illustrates the explosion in memory required for

LP2.

In Figure 2.7(i) one event has been processed on LP1 and five have been processed on

LP2. In (ii) LP1 has processed another two events and LP2 has processed another ten. However,

GVT has only progressed far enough to allow the memory of two events in each LP to be reclaimed.

As the simulation progresses the memory requirements for LP2 will become too great.

Another problem due to over optimistic (High degree of optimism) simulation is that

rollbacks become more and more frequent. If we again consider the example above where LP2
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FIGURE 2.7: Memory use for over optimistic simulation

proceeds five times as fast as LP1. When LP1 tries to schedule an event on LP2 it’s more than likely

that it will try to schedule an event in LP2’s past. It is clear that if the degree of optimism is too high

the simulation can actually slow down. The three major problems with optimistic synchronisation

are:

• CPU cost of periodic state saving;

• Memory cost due to state saving and aggressive processing; and

• CPU cost of rolling back incorrect computation.

Some synchronisation mechanisms try to counteract the problems associated with each approach by

combining aspects of conservative and optimistic synchronisation. They work by limiting (throt-

tling) the optimism of the simulation allowing different degrees of optimism. These mechanisms

are discussed in the following section.
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2.2.6 Hybrid Synchronisation

Both conservative and optimistic synchronisation have advantages and drawbacks. Deciding which

approach is most suitable is not possible in general and depends heavily on characteristics of the

simulation. The advantage of hybrid mechanisms is that the degree of optimism can be determined

on a per simulation run basis. The hybrid mechanisms do allow for rollback and so state saving is

still necessary, with the result that the memory overhead and CPU cost of state saving is not elim-

inated. However limiting optimism does reduce the likelihood of rollback which should allow for

more efficient state saving3. The effectiveness of all the hybrid approaches depends upon choosing

an appropriate degree of optimism. Protocols differ in the way they do this, some choose a static

degree of optimism prior to execution. Other adaptive protocols adaptively determine the degree of

optimism during execution of the simulation.

Moving time windows [Lubachevsky et al., 1989] and bounded Time Warp

[Turner and Xu, 1992] are both static hybrid protocols. LPs are semi-optimistic; each LP ex-

ecutes optimistically but has some restriction on how far ahead of the other LPs they’re allowed

to execute. The earliest of these bounded optimism protocols were window based. Window based

protocols restrict LPs so they can only execute events within a predefined window of virtual time.

The size of this window determines how optimistic the LP is. With a large window, the LP can

execute far ahead of the other LPs and indicates a more optimistic execution. A small window

restricts the faster LPs executing too far ahead of the slower LPs and results in more conservative

execution. The main problem with such an approach is choosing an appropriate window size. The

original moving time windows used a static window size predefined-defined at simulation startup.

The algorithm was later developed to use an adaptive window size[Palaniswamy and Wilsey, 1993].

Window based algorithms do have the drawback that they require frequent GVT computation.

Another disadvantage is that the window does not guarantee that events within it are safe to process.

Similarly it makes no guarantee that events outside the window are unsafe. Another blocking based

algorithm is filtered rollbacks [Lubachevsky et al., 1989, Lubachevsky et al., 1991]. This is an

extension of the conservative bounded lag mechanism. Lookahead is used to determine the lower

bound as in bounded lag. In filtered rollbacks however, an optimistic element is added by the fact
3With less rollback the overhead associated with incremental state saving and periodic state saving is reduced.



2. BACKGROUND AND LITERATURE REVIEW 28

that LPs are allowed to violate the lower bound and use rollback to undo incorrect computation.

Although many of the restricted optimism algorithms can out perform standard Time

Warp, their performance is often very sensitive to the parameters, for example the size of the window

in a moving time window implementation. The window must be small enough to limit propagation

of incorrect computation (rollbacks) yet large enough to not limit the propagation of correct com-

putation (not blocking). Difficulties arise from the fact that the optimal window size will usually

depend on the nature of the application and even the particular instance of it. In the extreme the

optimal window size may change during the simulation execution.

Adaptive mechanisms tune these parameters during the execution of the simulation ac-

cording to certain characteristics (i.e., speed of simulation, number of rollbacks etc.). Adaptability

for synchronisation was first defined in [Reynolds Jr., 1988] as “Changing design variable bindings

based on knowledge of selected aspects of the simulation state.” The difficulty lies in selecting

appropriate aspects of the simulation and collecting that information efficiently. The following

sections describe the adaptive protocols and classifies each based upon the type of information it

uses, either local or global state information. The same classification is used in [Das, 1996a] and

[Hamnes and Tripathi, 1994b].

Local state

Local state protocols use information available locally at each LP. This generally results in lower

overheads when adapting the degree of optimism as no information need be transferred over the

network. Of course using only local state, the LP has less knowledge of the simulation on which to

base its decision.

Some of the first experiments with optimism limiting techniques were in

[Reiher et al., 1989]. A penalty scheme was used whereby LPs experiencing frequent roll-

backs would be penalised. The penalty meant the LP would receive less CPU time, which would

have the effect of limiting the LP’s progression through virtual time. The system was implemented

using the Time Warp operating system (TWOS), [Jefferson et al., 1987]. The system however,

didn’t manage to out perform the standard Time Warp.

Another of the early adaptive mechanisms based upon CPU cycles is described in

[Ball and Hoyt, 1990]. In this system each LP is forced to wait (blocked) for a specified amount
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of time in between sending events, this period of time is known as a blocking window. The system

adapts by altering the length of time spent in the blocking window.

In [Ferscha and Luthi, 1995] Ferscha and Luthi present a similar technique based on CPU

delay intervals. The optimal delay interval is determined by a probabilistic cost expectation function

(PCEF). This involves each LP monitoring the rate of LVT progression per unit of CPU time. Each

message has two timestamps: the first corresponding to the virtual time of the event and the second

corresponding to the real time at which the message was received. These timestamps are used by a

probabilistic decision function which determines the optimal trade off between loss of CPU cycles

due to blocking and wasted CPU time due to rollbacks. The probability of rollback is assumed to

be r
e , where e is the total number of events and r is the total number of rollbacks, and the cost of a

rollback is taken to be the average (real) rollback time, including the time required to replay events.

This approach was tested using a simulation of stochastic petri nets and was shown to outperform

standard Time Warp. The authors state that the approach will perform best in simulation models

with a high degree of imbalance in LVT progression.

Das develops a similar cost model in [Das, 1996b] which estimates the benefits of throt-

tling. The model measures the degree of optimism(LVT-GVT) of an event when committed or

rolled back. These measures are used to produce probability density functions. An upper and lower

bound for a time window can then be constructed by noting the optimism (time) values where the

density functions become close to zero. The system uses empirical estimates of the distributions

from statistics gathered during the execution.

Another cost model similar to [Ferscha and Luthi, 1995] was proposed by Mascarenhas

et al in [Mascarenhas et al., 1998]. The Minimum Average Cost (MAC) algorithm is based on min-

imising the cost of synchronisation delay and rollback overhead, as in [Ferscha and Luthi, 1995].

Using the probability of rollback, they determine if it is better to wait on an empty input channel

which may later receive a straggler message. The MAC approach assumes that the real inter arrival

time and timestamp of events are stationary sequences when calculating the probability that the next

event on a channel will arrive after a given amount of real time and turn out to be a straggler. The

model was tested on three examples of closed queueing systems and was shown to reduce rollback

costs by about 25% on average compared to standard Time Warp. However, in some cases the over-

head of the adaptive mechanism became so great that any improvement gained was lost through
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overheads.

Ferscha and Chiola [Ferscha and Chiola, 1994] have proposed a probabilistic protocol

which uses timestamps to estimate how likely a particular message arrival is to cause a rollback.

Before sending each message the probability of rollback for this event is determined using informa-

tion about previous arrivals. The time window of the sending LP is then adapted in relation to the

previously observed arrivals at the LP. Different methods were used for characterising the arrival

process, including average token time increment, linear regression and both normal and exponential

distributions. The protocol is similar to the Moving Time Windows protocol [Sokol et al., 1988]

except LPs are not required to block when they reach the end of their window. Instead, when the

end of the window is reached, the probability of an event triggering a rollback is considered, and, if

the event is likely to cause rollback, it is blocked. This has the effect of slowing down an LP after it

leaves the window, with the rate at which it slows being determined by the confidence estimate.

In [Hamnes and Tripathi, 1994b] the authors propose a local adaptive protocol (LAP). A

function ! is maximised to optimise performance. This function is the change in simulation time per

unit of real time. The protocol gathers channel specific information (with an independent channel

for communication with each other LP) within each LP and uses it to maximise !. The system works

by blocking if the time difference between the next event and the last event exceeds the average time

between event arrivals. The system was tested for a closed queueing system and compared against

conservative and optimistic. The local adaptive protocol out performed both the conservative and

optimistic protocols in some cases [Hamnes and Tripathi, 1994a].

In the Probabilistic Adaptive Direct Optimism Control (PADOC) protocol

[Ferscha, 1995b], the timestamps of previous messages are used to predict the timestamp of

the next message. The number of previous messages used in this prediction can be changed to

suit the simulation: using more messages gives a more accurate prediction but also incurs greater

overhead. A number of different forecasting methods are investigated in the paper, including three

“straightforward” methods: arithmetic mean, exponential smoothing and median approximation,

and a more complex method, integrated autoregressive moving average (ARIMA). The results

show the ARIMA method outperforms all the straightforward cases and standard Time Warp.

Palaniswamy and Wilsey [Palaniswamy and Wilsey, 1993] used an adaptive bounded time

window approach, the width of the window is set dynamically, based on the concept of useful work
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done by an LP. A function is used to compute the amount of useful work done by an LP. The

function takes many different parameters into consideration, such as, the percentage of committed

events, number of rollbacks, rollback length, number of anti-messages sent. Each LP calculates its

own measure of useful work done and sets its individual window size appropriately. Tests performed

with digital logic simulations showed this method to outperform standard Time Warp.

In [Panesar and Fujimoto, 1997] the authors place the emphasis on using simple local

information when adapting. The adaptive flow control mechanism requires only local information

and the GVT computation. One benefit of not using rollback statistics is the avoidance of cyclic

dependencies between the adaptation and the metrics on which the adaptation is based. The system

works by estimating the number of scheduled uncommitted messages for each LP and then using

the estimate to set an appropriately sized window. The window defines an upper bound on the

number of uncommitted messages an LP can have scheduled at any one time. The calculation and

advancement of GVT commits messages and so the upper bound of the window can advance also.

The window size is changed using a simple algorithm which monitors the committed event rates.

The system was tested with two different simulations, Personal Communication Services(PCS) and

Parallel Hold (PHold). The mechanism improves performance by 10% in the PCS simulation and

by 7% in the PHold simulation. The authors then go on to perform further tests in highly unbalanced

simulations. The performance gain here is greater as rollback is more frequent, they report a factor

7 speedup.

In [Ferscha and Johnson, 1999] shock resistant Time Warp is described. They develop the

concept of an environment aware LP by adding an LP control component (LPCC) to a “classical”

Time Warp LP. The LPCC is used to collect information on the message and execution dynamics of

the LP which is used to create an abstract state vector. The state vector is then used to forecast the

state of the LP at some time in the future. The adaptation is then performed on the basis of what

is considers to be appropriate for the predicted future state. This is unique in that it doesn’t simply

react to changes in the environment, as all other mechanism do. Throttling is achieved by limiting

the memory available to the execution. The results emphasise the effectiveness of the mechanism in

that the predictive mechanism outperforms the typical reactive mechanisms when sudden changes

occur in the simulation (shock)



2. BACKGROUND AND LITERATURE REVIEW 32

2.2.7 Global state

In [Das and Fujimoto, 1997a] the authors propose an adaptive memory management protocol,

which restricts the optimism of Time Warp by varying the amount of memory available. They

show in earlier work [Das and Fujimoto, 1997b] a distinct “knee” in the performance vs. memory

curve. The “knee” represents a balance of how much memory should be available to the Time

Warp execution: too little and the execution would suffer memory management overheads and a

loss of parallelism. However slightly more surprisingly, it was shown that with larger amounts

of memory the simulation would suffer from loss of spatial locality, less efficient use of the host

cache, and, for certain workloads, rollback thrashing would degrade performance. The work in

[Das and Fujimoto, 1997a] was based on the idea of adapting the memory available to the Time

Warp simulation to try and determine this optimal amount of memory, i.e., to find the “knee” in

the performance graph. The simulation is kept within the allocated memory using the cancelback

protocol [Jefferson, 1990] which allows selective reclamation of those memory spaces that are used

for the most recent input,output and state history records. The adaptation is performed based on

monitored information such as the numbers of events processed, rolled back, cancelled and fossil

collected. Local counters are maintained on each of the processors, then, upon a call to cancelback,

the information is compiled centrally (giving a global picture of the simulation) and appropriate

flow rates are computed. The adaptive protocol was evaluated using both symmetric and asymmet-

ric workloads. The protocol was shown to rapidly adapt to a value of memory close to the “knee”

of performance. Tests with temporal variations in the workload showed the protocol to dynamically

adjust the amount of memory.

The Near Perfect State Information (NPSI) protocols [Srinivasan and Reynolds Jr., 1994]

use “near-perfect” information on the global state of the simulation in their adaptation. The notion

of error potential is used to control each LP’s optimism. The use of these protocols is limited to

shared memory multi-processors as it relies on the NPSI being available with minimal cost. The

elastic time algorithm (ETA) is an example of such a NPSI protocol. In ETA the error potential of

an LP is defined as the time difference between the next event on the LP and GVT. The optimism is

constrained by blocking an LP for some amount of real time proportional to the error potential for

that LP.
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In [Tay et al., 1997] another global state protocol is proposed where LPs are throttled

based on their local time progression relative to GVT. Slower LPs, whose logical time is close to

GVT, are allowed to execute more scheduled events. The faster LPs, whose logical time exceeds

GVT greatly, are only allowed to execute a few of the scheduled events.

2.3 Parallel Simulation of Multi-Agent Systems

It is useful to identify the key differences between standard PDES and parallel simulation of multi-

agent systems. In standard PDES the simulation is modelled as a series of Logical Processes (LPs).

Typically each LP will represent some physical process in the real system. Each LP contains:

A collection of state variables associated with the process.

A simulation component which processes events.

A list of events to be processed.

A local virtual time (LVT).

Standard PDES also works under the assumption that LPs cannot generate events spontaneously

and only generate events in response to receiving events.

This standard view of PDES is not completely compatible with parallel simulation of

multi-agent systems. Firstly, the state of an agent simulation is typically very large and the state

often cannot be easily associated with a particular LP. Agent simulations predominantly consist of

one or more agents and an environment which may contain a variety of objects. The classical PDES

view of associating state with simulation entities also reduces flexibility in terms of load balancing.

Decoupling the state from the entities allows state to move around the network, moving closer to

LPs which access the state frequently and so reducing the overall communication overhead of the

system. The second incompatibility between standard PDES and PDES of multi-agent systems

is the assumption that LPs cannot spontaneously and instantaneously generate events on any other

LP. Agents by their very nature are autonomous and often behave in a non-predictable manner, it is

therefore unrealistic to place such a restriction on agent simulations.
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In the following section we present work in the area of parallel simulation of multi-agent

systems. As work in this area is limited we present a variety of solutions including both time-stepped

and discrete event systems.

2.3.1 Time-Stepped

Time stepped simulation works by progressing the simulation in lock-step over single time units. At

each time step the simulation computes a new state by updating variables. If two actions occur in the

same time step they are considered to occur simultaneously. Hence the result of one action cannot

affect the result of another if they occur at the same time step. There are a number of different agent

toolkits currently available which specialise in a wide variety of areas [Serenko and Deltor, 2002],

a number of these work in a time-stepped fashion e.g., SIM AGENT [Sloman and Poli, 1996], Mad-

Kit4 [Gutknecht and Ferber, 2000]. One advantage of time stepped simulation is that synchroni-

sation is straightforward, all LPs synchronise after processing all messages with a particular time

stamp. The major drawback is that all LPs are forced to run at the same speed as the slowest LP. The

effectiveness of time-stepped simulation depends heavily on the size of a time step, which should be

small enough to obtain a suitable precision. However, with smaller time steps and finer granularity

the time taken to run simulations increases. The following systems are all based on a time-stepped

approach to parallel simulation.

Gensim and DGensim

DGensim (Distributed Gensim) [Anderson, 2000], developed in Allegro Common Lisp (ACL) under

Linux, is an extension of the original Gensim and the authors state that the motivation for develop-

ment was to increase the fidelity of the original Gensim. The authors also point out other motivations

for distribution: the gain in computational power, greater experimental control and reduced time-

sharing overhead. The major change in DGensim is concerned with physical organisation and the

execution layer. DGensim divides the simulation onto n node processors, n ! 1 of which execute

internals of agents and an agent manager. The remaining processor executes the environment man-

ager. When the simulation starts each agent process starts its agent manager which connects to the

environment manager via a port. When the environment manager is started it contacts the agent
4This can run time-stepped with the synchronous execution engine
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managers and sends agent code to them. The agent manager is also sent limited environmental

information from the environment manager.

In the original Gensim, changes made by agents are processed on an agent-by-agent basis

cyclically. This has the undesired affect that the results of certain agents actions become apparent

before others in any one cycle. Agents have local views of their environment which are maintained

by perception agents. Each perception agent registers with the environment manager stating how

frequently it requires sensory information. The local DGensim agent then senses its environment

through its own perception agent. In DGensim agents send their decisions (which are timestamped)

asynchronously to an action monitoring agent inside the environment manager. It is the job of

the action monitoring agent to re-order the incoming decisions using the associated timestamps.

Although agents make their decisions asynchronously in DGensim the environment manager is a

time-driven simulation. While agents can make decisions at any point, the result of the decision will

not be processed by the environment until the environment’s simulation time reaches the timestamp

associated with that particular decision.

The model in DGensim is susceptible to network delays, it is possible that an agent deci-

sion might be delayed enough to affect the sensory actions in the future, i.e., network delay could

break the local causality constraint. Small delays are accounted for by a window of safety, which

is the time step used by the environment manager. That is if an agent decision is processed and a

slight delay occurs, as long as it is received within the same time step the action monitoring agent

will rearrange the action into the correct order. If the delay is sufficiently long so as the action is

received in a future time step then the solution is slightly more complex. DGensim offers various

alternatives in this case, firstly an action can be invalidated as though it never occurred. The second

option is to process the event as though it had occurred when it was received rather than when it

was sent. Although neither of these alternatives are ideal the authors prefer this option to using

some method of rollback. The third and final option involves the agents regularly transmitting their

actions and the environment processing them upon receiving a full set. DGensim also allows each

action to have an associated time period, i.e., the number of units of simulation time an action takes

to execute. This avoids agents executing too quickly internally and losing sensory information. The

authors do point out that the mechanisms DGensim provides for dealing with delay are not ideal.

For their own experiments they use a small dedicated network and hence delays are rare and so not
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an issue.

In DGensim perception occurs at a point between the agent decision making components

and the environment. Most of the agents perception is performed on the agent node by the agents’

manager. The agent manager receives a description of objects when sensing, it is up to it to filter

the relevant information. This setup is conceptually more appealing and also has the added benefit

of spreading the computationally intensive task of perception across multiple machines. However,

because the filtering is done on the receiving end the transmission overhead is large. To overcome

this agent managers contain some basic views of objects. The environment then conveys information

to the agents by sending information regarding particular changes to the state.

HLA AGENT

HLA AGENT [Lees et al., 2002, Lees et al., 2003b, Lees et al., 2004c] is an extension of the

SIM AGENT [Sloman and Poli, 1996]toolkit developed at Birmingham University which allows

SIM AGENT simulations to be distributed across a network using the High Level Architecture (HLA).

HLA is a simulator interoperability framework developed by the US DMSO [Kuhl et al., 1999]. It

allows different heterogeneous simulations (federates) to be combined into a single larger simu-

lation (federation). The federates within a federation communicate via middleware known as the

Runtime Infrastructure (RTI) using constructs set out in the simulation Federation Object Model.

Each federate defines an RTI and federate ambassador which provide the all necessary calls for

inter-federate communication (see figure 2.8).

In SIM AGENT, an agent consists of a collection of modules representing the capabilities

of the agent, e.g., perception, problem-solving, planning, communication etc. Groups of mod-

ules can execute either sequentially or concurrently and with differing resource limits. Each mod-

ule, or ruleset, is implemented as a collection of rules in a high-level rule-based language called

POPRULEBASE. The rule format is very flexible: both the conditions and actions of rules can in-

voke arbitrary low-level capabilities, allowing the construction of hybrid architectures including,

for example, symbolic mechanisms communicating with neural nets and modules implemented in

procedural languages. The rulesets which implement each module, together with any associated

procedural code, constitute the rulesystem of an agent. SIM AGENT can also be used to simulate

the agent’s environment, and the toolkit provides facilities to populate the agent’s environment with
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FIGURE 2.8: Architecture of an HLA federation

user-defined active and passive objects (and other agents).

SIM AGENT provides a library of classes and methods for implementing agent simula-

tions. The toolkit is implemented in Pop-11, an AI programming language similar to Lisp, but with

an Algol-like syntax. Pop-11 supports object-oriented development via the OBJECTCLASS library,

which provides classes, methods, multiple inheritance, and generic functions.5 SIM AGENT defines

two basic classes, sim object and sim agent, which can be extended (subclassed) to give the

objects and agents required for a particular simulation scenario. The sim object class is the

foundation of all SIM AGENT simulations: it provides slots (fields or instance variables) for the

object’s name, internal database, sensors, and rulesystem together with slots which determine how

often the object will be run at each timestep, how many processing cycles it will be allocated on

each pass and so on. The sim agent class is a subclass of sim object which provides simple

message based communication primitives. SIM AGENT assumes that all the objects in a simulation

will be subclasses of sim object or sim agent.

In HLA AGENT each HLA federate corresponds to a single SIM AGENT process and is

responsible both for simulating the local objects forming its own part of the global simulation, and

for maintaining proxy objects which represent objects of interest being simulated by other federates.

The SIM AGENT toolkit has been adapted in four different areas for use with HLA:
5OBJECTCLASS shares many features of the Common Lisp Object System (CLOS).
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1. Extended SIM AGENT to hold federate and federation information.

2. Changed Object creation, deletion and attribute updates are transparently forwarded to the

RTI.

3. Modified the scheduler so that only local (non-proxy) objects are executed on the local ma-

chine. The scheduler now also processes all callbacks created by the RTI calls made in step

two (above), i.e., callbacks from object creation, deletion and attribute updates.

4. Added startup and synchronisation code which is required to initialise the HLA AGENT sim-

ulation.

HLA AGENT uses external calls to C functions and a series of FIFO queues written in C to

communicate with the RTI. This enables SIM AGENT to request callbacks when it is able, removing

the need to deal with asynchronous callbacks directly. All necessary RTI and federate ambassador

calls are wrapped within a C style function, which in effect provides an implementation of the RTI

in Pop-11.

SIM AGENT works in time-stepped cycles, with the each agent sensing, thinking and act-

ing at each cycle. With the modifications to SIM AGENT a cycle of HLA AGENT now consists of 5

stages. The main simulation loop is outlined below:

1. Wait for synchronisation with other federates.

2. For each object or agent in the scheduler list which is not a proxy:

(a) Run the agent’s sensors on each of the objects in the scheduler list. By convention,

sensor procedures only access the publicly available data held in the slots of an object,

updated in step 5.

(b) Transfer messages from other agents from the input message buffer into the agent’s

database.

(c) Run the agent’s rule-system to update the agent’s internal database and determine which

actions the agent will perform at this cycle (if any). This may update the agent’s internal

database, e.g., with information about the state of the environment at this cycle or the

currently selected action(s) etc.
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3. Once all the agents have been run on this cycle, the scheduler processes the message and

action queues for each agent, transfers outgoing messages to the input message buffers of

the recipient(s) for processing at the next cycle, and runs the actions to update objects in the

environment and/or the publicly visible attributes of the agent. This can trigger further calls

to the RTI to propagate new values.

4. We then process the object discovery and deletion callbacks for this cycle. For all new objects

created by other federates at this cycle we create a proxy. If other federates have deleted

objects, we delete our local proxies.

5. Finally, we process the attribute update callbacks for this cycle, and use this information

to update the slots of the local objects and proxies simulated at this federate. The updates

performed at this stage are not forwarded to the rti as these would otherwise trigger further

callbacks.

6. Repeat.

HLA AGENT has been tested using the SIM TILEWORLD testbed on linux clusters with

varying numbers of nodes. In the SIM TILEWORLD federation, the environment is usually simu-

lated by a single federate and the agents are distributed in one or more federates over the nodes

of the cluster. In [Lees et al., 2004c] results show the system obtaining performance increase for

lightweight and heavyweight agents. The system achieves best speed up with the CPU intensive

(heavyweight) agents. The results also show however that communication overhead becomes a

dominating factor with relatively small numbers of nodes.

2.3.2 HLA JADE

In [Wang et al., 2003a] a system is presented which integrates HLA with the JADE (Java Agent DE-

velopment) [Bellifemine et al., 1999] agent platform. JADE provides FIPA compatible middleware

for agent development and testing. The system is composed of a series of JADE instances running

of different machines. Each instance of JADE (which may have multiple agents) interfaces with the

RTI through a gateway federate. The gateway federate is responsible for translating output from

JADE into specific RTI calls. The gateway federate also handles any callbacks received from the
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RTI through the federate ambassador. Each gateway federate resides on the same JVM (Java Virtual

Machine) as the JADE instance, this avoids any extra overhead due to Java RMI calls. Each feder-

ate is conservatively synchronised with two timesteps per simulation cycle. Various extensions have

been applied to this system. These include methods for interest management[Wang et al., 2003b]

based on the DDM (Data Distribution Management) services of HLA. There are also schemes for

conflict resolution[Wang et al., 2004b] and agent communication[Wang et al., 2004a].

2.3.3 Event Driven

Some parallel agent toolkits take an event driven approach to simulation. This type of simulation of-

fers greater parallelism with finer granularity at the expense of more complex and often more costly

synchronisation. The approaches presented here all use conservative synchronisation protocols6.

JAMES

Schattenberg and Uhrmacher have developed a Java-Based Agent Modelling Environment for

Simulation (JAMES) [Uhrmacher and Schattenberg, 1998]. Agents in JAMES are captured as

situated automata, within which knowledge is compiled into transition rules. JAMES uses a

DEVS[Zeigler et al., 2000] approach to discrete event simulation which has advantages over time-

stepped simulation in that explicit timing can be used in agent behaviour, events can be scheduled

in the future with an appropriate delay. For example, if it takes 2 units of virtual time for an agent

to make decision this can be made explicit by scheduling the result at 2 time units in the future.

JAMES extends the DEVS formalism so agents can be expressed as reflective concurrent dynamic

systems [Uhrmacher, 2001]. The main objective of JAMES is to facilitate small and large scale

testing equally.

The simulation begins with the distribution of models and associated simulators (atomic)

or coordinators (coupled), which execute the model, across the nodes. Each node within the sim-

ulation executes a copy of the JAMES program. A single node is selected as the master node, the

master node collects details of all other nodes in the simulation. The master server stores all the

simulation node details, including their current work load. Every so often the master server contacts
6Although some allow semi-optimistic execution, all are based on conservative approaches while require lookahead.
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the simulation nodes to check the work load and to ensure the server is still alive. A client starts a

simulation by sending the model and its address to the master server.

The master server also determines an appropriate partitioning of the simulation across the

various simulation servers taking into account the current work load of each server. The partitioning

occurs in a hierarchical manner and so supports a recursive distribution. The master server sends

the model, partition information, addresses of simulation servers and the address of the client to a

single simulation server. This single simulation server forms the head of the model hierarchy and

it passes on sub-partitioning information to other simulation servers, which in turn will continue to

distribute recursively. Upon completion of the distribution each child node (starting with the leaves)

informs its parent that distribution is complete. Eventually this is propagated back through to the

head node and then on to the master node. Upon receiving this notification the master server informs

the client which simulation server holds the top model. The client then initiates the execution of

the simulation. The client also contains the agent broker, which handles the movement of models

between clients. The distribution has a centralised server architecture, which simplifies movement

of agents between models. However, a centralised architecture has major drawbacks in terms of per-

formance. The centralised point can act as a bottleneck when large numbers of agents are involved

in the simulation.

JAMES was initially implemented with a simple conservative synchronisation mecha-

nism. In [Uhrmacher and Gugler, 2000] the authors highlight the various drawbacks of the original

method. They point out the difficulties in finding lookahead for deliberative agents when using

conservative mechanisms. An experiment using Graphplan, a general-purpose planner for STRIPS-

style domains based on ideas used in graph algorithms, [Blum and Furst, 1995] is quoted as needing

between 2 seconds and 20 hours to generate a plan. They also discuss issues for optimistic synchro-

nisation and emphasise the memory overhead required for state saving. Uhrmacher and Gugler feel

frequent calculations of GVT should go some way to reducing the memory consumption. However,

they do not discuss other options of saving state less frequently and incremental state saving.

They propose a new time management model for JAMES [Uhrmacher and Gugler, 2000]

which allows true parallel execution of agent models. Barrier synchronisation mechanisms are used

to prevent the processes executing too far ahead. This synchronisation is done so that rollback can

occur to only one previous state, this requires that only the previous state of the agent be stored.
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At each step the simulator activates models with imminent events and those still deliberating. A

real-time-knob function of the model is applied to the time consumed so far by the deliberation.

The real-time-knob function relates deliberation time to simulation time. The mechanism is shown

to reduce the overall simulation time when a distributed version of Tileworld is used with two

deliberative agents.

In [Uhrmacher and Krahmer, 2001], a MOLE (another mobile agent system written in

Java) agent [Baumann et al., 1997] is plugged into JAMES. To do this two modifications were re-

quired to the original JAMES simulator. Firstly the simulator was re-defined to allow an arbitrary

number of concurrent processes, i.e., each atomic model can have a learning system and planning

system running concurrently. Secondly a fully fledged conservative mechanism is required to avoid

any rollbacks. This was needed as the MOLE agents provided no system of state saving. This

proved to be relatively straight forward as the original optimistic mechanism only allowed rollbacks

to the previous state. Comparisons between the two synchronisation mechanisms were made using

Tileworld. Without rollback the system removes extra cost due to: state saving, extra message pass-

ing and extra thread switching7. Considering this reduction in overhead and the fact that optimistic

version is limited to processing only one event optimistically, it was expected that the conservative

mechanism would outperform the optimistic version. However, as the conservative simulation al-

lows for an arbitrary number of external threads, the performance increase expected was cancelled

out by additional creating and stopping of threads. The authors feel the optimistic mechanism will

only outperform the conservative mechanism in the few cases where many deeply embedded de-

liberative agents are executed in a model with otherwise only few model components. However,

if another optimistic mechanism is implemented that allows optimistic processing of more than a

single event the conservative mechanism may perform worse for a larger range of cases.

SPADES

SPADES [Riley and Riley, 2003, Riley, 2003]is a conservative parallel discrete event simulation de-

signed for modelling robocup teams. It uses a Software-in-the-loop methodology for modelling

agent thinking time, which assumes a sense-think-act cycle for agents and that the time it takes an

agent to think in non-negligible. The methodology also assumes that the actual software used in the
7The optimistic scheme was implemented with an extra thread to process rollback messages
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agents for thinking about sensation events is part of the SPADES simulation and that the amount

of CPU time used for the simulated thinking process is proportional to the time required by the

agent. SPADES can then measure this CPU time, scale and then schedule the act event after some

appropriate delay.

The system however does allow some out-of-order event processing. Agent communica-

tion in SPADES is done using a communication server on each processor which contains agents.

The agents communicate with the communication server via Unix pipes, allowing the agents to be

written in any language which supports pipes. As well as tracking agent CPU time (for think la-

tency) the communication servers and the simulation engine communicate over TCP/IP. The world

model is then created by the user code linking to the simulation engine library, resulting in the sim-

ulation engine and world model running in the same process. SPADES provides a series of C++

classes which world model objects inherit from to interact with the simulation engine.

From the agents perspective the interaction with the communication server is a three stage

process:

1. Receive sensation

2. Action selection (including sending actions to communication server)

3. Send completion message when all actions are sent

In SPADES agent sensing is done in a ‘pushing’ manner, in that all updates to the world

model are sent via the communication server to all agents. This means an event created by agent A

on machine M (i.e., moving an object) will have to be sent to all other communication servers and

then on to all other agents regardless of whether the event is relevant. This type of scheme involves

a large communication overhead, especially in highly dynamic simulations where the world model

is constantly being updated. To prevent problems of zero lookahead agents are only able to act upon

receipt of a message, therefore agents have a special action request time notify which can be sent

asynchronously. If an agent wants to send an action it can send a request time notify and respond to

it appropriately.

In any conservative parallel discrete event simulation events must be processed in causal

order. That is, if an event A may have an affect on event B, then A must be processed before B. To
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preserve causality, prior to processing an event the simulation determines whether or not an event

may be received with a time stamp lower than the current one. SPADES uses the centralised event

list approach whereby when an event is scheduled it is sent to a master process. In this centralised

approach the master process has global knowledge of the event queues and so can easily determine

the minimum virtual time stamp of any future message. This approach has major drawbacks in

terms of communication overhead and hence scalability. Having all events sent to a single master

process will create a serious communication bottleneck as the number of agents and hence events

increases. Riley and Riley do point out that for their purposes (modelling robocup teams) they have

kept the number of agents small and so they haven’t noticed any severe overhead. To illustrate how

lookahead is obtained in SPADES figure 2.9 is a diagram taken from [Riley and Riley, 2003].

Create Sense
Event

Sense Event Act Sent Act Event

Sense Latency
Act LatencyThink Latency

FIGURE 2.9: Events in Sense-Think-Act cycle of a SPADES agent

SPADES uses the sensation latency (time between the world model creating a sense event

and the agent processing it) and the act latency (time between the agent creating an act event and it

being realised in the world model) to determine lookahead. Using the lookahead SPADES defines

a minimum agent time which indicates the maximum time stamp up to which events can be safely

processed. SPADES allows some out of order event processing by defining a sub-class of agent

events known as fixed agent events. These events have the following properties:

• They do not depend on the current state of the world, i.e., they have no preconditions

• They affect only a single agent

• They’re the only events which can cause an agent to start thinking
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Sense events and time notify are both fixed agent events. For each agent the master

process maintains a queue purely for these types of event. All fixed agent events are queued in

the appropriate list prior to being sent to the agent. The event is forwarded to the agent only when

the event’s time is less than minimum sensation time (earliest time a new sensation can be generated

and enqueued, which is the current time plus lookahead). This allows non-fixed agent events to be

processed out of causal order.

In their experiments an agent simulation is used where each agent is represented as a ball

in a two dimensional world. Each sensation the agent receives contains the positions of all the other

agents in the world. The only action event the agents can perform is to request a particular velocity

vector. The simulation has two types of agent, the wanderer, who move randomly and the chaser,

who set their velocity vector toward nearest wanderer. Using the Ferrari cluster at Georgia Tech the

experiment was performed on 1 to 13 machines, with 2 to 26 agents. To emulate varied processing

requirements in the different agents an internal delay loop was used of 1.0ms (fast agents) and 9.0ms

(slow agents).

With the faster agents the maximum speed up achieved is about a factor of 1.8 compared

to a single machine. This is achieved with 14 agents and 9 machines. It seems with the faster agents

the communication overhead starts to dominate at around 5 processors (for 26 agents). With the

slower agents speed up is better, achieving a maximum speed up of 5.5 times faster than the single

processor case. However, again the communication overhead becomes apparent. With the slower

agents at around the 10 processor stage the speed up achieved by adding additional processors

seems to tail off. The experiments also illustrate the affect load balancing has on performance. For

example in the 18 slow agents case, moving from 8 processors to 9 increases speedup from around

3.6 to 5.1. Compare this to the increase obtained by moving the same agents from 7 to 8 processors,

which gives an increase of 3.4 to 3.6. This is because the overall time of the simulation is bounded

by the slowest processor, therefore if some machines have 2 agents and some have 3 agents the

performance is slowed by the 3 agent machines.

While SPADES shows some interesting results there are limitations on the system. The

experiments show simulations with relatively small numbers of agents (26). Riley and Riley point

out that for their purposes this number of agents is appropriate. The agent simulation used in the

experiments only has a single type of sense event which contains all the sensory information in
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the world model. Typically agents can have a wide variety of sensory events and do not have a

global view of the system. For example Tileworld [Pollack and Ringuette, 1990] has a rich sensory

environment with not only agents but tiles, holes and obstacles. As SPADES has no form of interest

management if it were to be used on such a simulation the communication overhead for sensory

events would become too large. While SPADES is a conservative parallel discrete event simulator,

in [Riley and Riley, 2003] the authors explain that the reason for preferring this over an optimistic

system is due to ease of implementation.

2.3.4 HLA REPAST

HLA REPAST is another HLA enabled agent toolkit developed at the University of Birmingham

[Minson and Theodoropoulos, 2004]. It is based on the RePast agent toolkit which is extended for

HLA compliance. The key difference between HLA REPAST and HLA AGENT is that HLA REPAST

is based on a discrete event agent simulation whereas HLA AGENT is time-stepped. RePast itself

was developed for large-scale social simulations of agents and it provides a collection of tools and

structures useful for agent simulation. Unlike other agent toolkits it does not require the modeller

to use particular structures or classes.

A sequential RePast simulation consists of:

1. Events modelled as instances of the Basic Action class.

2. A schedule, which is derived from the schedule class.

3. A controller which executes events from the schedule.

RePast has no constraints on the number of state updates which can occur on a single

event. It is possible to implement an entire simulation as a single event. While this offers great

flexibility, it adds complexity to the HLA integration. The HLA REPAST system therefore constrains

the traditional RePast event system so that it is possible for the system to observe state transitions

and propagate these throughout the HLA federation.

To pass state changes between RePast and the RTI HLA REPAST defines a

PublicObject and PublicVariable class. These classes and their children have wrapped

primitives which forward appropriate calls to the RTI. On the receiving side HLA REPAST processes
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the HLA callbacks by updating local proxies which model the equivalent variables and objects at the

sender. Proxies are created upon receipt of object discovery notification and modelled using the

HLA REPASTRemoteObject class. The PublicVariable and PublicObject classes are

also used by HLA REPAST to automatically generate an appropriate FOM which can be passed to

the RTI at startup.

HLA REPAST uses the notion of exclusive variables for conflict resolution. More specif-

ically any variable defined as exclusive in HLA REPAST can only be owned (in the HLA sense)

by at most one federate per time stamp. The middleware achieves this by only granting one HLA

ownership request per timestamp on exclusive variables. Deletion is performed by embedded code

within the Java memory reclamation system. However, this relies on the assumption that the model

and Java view of an object’s life-cycle are consistent. Development of a more flexible method of

deletion is listed as further work.

One of the key goals for HLA REPAST is that the integration be as transparent as possible,

so it should be possible with little work to use existing RePast simulations with the HLA REPAST

middleware. For this reason HLA REPAST uses a conservative synchronisation algorithm as this

prevents the need for implementation of rollback algorithms within the user model. To do this

RePast implements a new class which inherits from the existing scheduler class, this new scheduler

only executes events at time t if it is possible to ensure no future events will arrive with time < t.

This guarantee is satisfied by using an HLA time advance to time t ! 1 with a lookahead of one.

The results in [Minson and Theodoropoulos, 2004] are performed using a RePast imple-

mentation of the Tileworld testbed. The results show elapsed time comparisons for the sequential

and distributed case with varying numbers of agents. The results indicate speed-up benefits from

distribution with 14 agents (deliberative) on 14 nodes as opposed to 14 agents on a single node.

With fewer nodes, communication overhead negates any benefit and increases the total elapsed time.

Other results show how increasing the number of nodes for a fixed number of agents improves per-

formance. For 32 agents no significant speed-up is achieved beyond 8 nodes due to communication

overhead, for 64 agents this increases to 16 nodes.
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2.4 Review

This chapter has presented previous work in the area of parallel simulation of multi-agent systems.

It has shown that most of the previous work has been limited to systems with centralised environ-

ments and typically with conservative synchronisation protocols. The centralised environment is an

issue for true scalability, for very large simulations with large environments there is clear need for

distribution of the environment. It is this difficult problem which is addressed by the PDES-MAS

framework [Logan and Theodoropoulos, 2001], which is discussed in the following chapter. The

work in this thesis is to develop a synchronisation algorithm for the PDES-MAS framework. Unlike

previous work, the work in this thesis adopts a fully optimistic approach to synchronisation. The

system is extended with two hybrid algorithms which adapt the optimism of the system by analysing

different characteristics of the simulation.



49

CHAPTER 3

THE PDES-MAS FRAMEWORK

This thesis looks at various areas of parallel simulation of multi-agent systems which relate to

synchronisation. The way state is stored in a simulation system can be, and often is, affected by the

method of synchronisation employed. Optimistic synchronisation and rollback in particular, place

certain constraints on how state must be stored.

3.1 Concept of Shared State

The shared state of an agent simulation can be viewed as a collection of variables which are operated

upon by more than one agent. These variables are termed shared state variables and are considered

to be the public state of the simulation.

The term public here indicates that at least two agents can operate on the variable. Agents

also have private variables which only they interact with. A key characteristic of most multi-agent

simulations is the large, highly dynamic shared state. Different agents can operate on the same

portions of the state concurrently. The portion of state operated on by any one agent will in general

change over the course of the simulation. There are two types of operations that agents may perform

on the shared state, these are access and modify. An access may either be a write or a read of a

variable. A modification alters the amount of state by either an add or a delete of a variable.

We assume a sense-think-act cycle for the agents which means writes to shared state

variables are preceded by a read. As agents operate on the shared state asynchronously writes may

contain pre-conditions which must hold before the write is applied. For example, consider an agent

Ag1 which senses (reads) an object at position (x,y) and decides to change (write) the position of
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the object by pushing it. Then in between Ag1 sensing (reading) and pushing (writing) another

agent, Ag2, pushes the object to (x2,y2). The push by Ag1 should fail as its pre-conditions failed,

i.e., it assumed the object was located at (x,y). The pre-conditions for writes are determined by the

type of state variable being operated upon and hence depends on the simulation model.

When distributing agent simulations it is the shared state which makes conventional PDES

techniques more difficult to apply. In conventional PDES simulations the decomposition of state

onto logical processes is generally straightforward and remains static throughout the simulation.

In multi-agent PDES it becomes more complex when assigning state to logical processes. Large

portions of the state will have no notional ‘owner’, some objects in the environment may be accessed

by different agents during different stages of the simulation.

3.1.1 Distributed Shared State

In [Logan and Theodoropoulos, 2001] a scheme is presented for the decomposition of the shared

state using the notion of spheres of influence (SoI). The SoI of a single event is the set of state

variables accessed by the event. The SoI of a LP, LPi, over a time interval [t1, t2], is the union

of the SoI of the events generated by LPi over the time period. Intersecting the SoI for all the LPs

gives a partial order over sets of state variables, with variables which lie in more spheres of influence

being higher up the order. This partial order can be seen as a measure of difficulty of associating

variables with a particular LP, with variables higher in the order being the hardest to associate with

a single LP. If the Spheres of influence of an LP can be calculated they can be used to determine

an idealised decomposition of state into LPs in which state frequently accessed by an LP is moved

closer, in the network sense, to that LP.

Clearly any system attempting to distribute the shared state of an agent simulation must

account for the dynamism in the system. The sphere of influence concept relies on the premise

that the set of state variables within an agent’s SoI doesn’t change greatly over short periods of

virtual time. This makes it possible to change the distribution of state across the LPs gradually. This

maintains a balanced distribution of state while still attaining a good approximation to the idealised

decomposition. The continuity of spheres of influence has been supported empirically with different

agent simulations [Logan and Theodoropoulos, 2001, Lees et al., 2003c].
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3.1.2 Related Work

The problem of shared state in distributed simulation has been addressed in previous work. In

[Mehl and Hammes, 1993] a system for modelling shared state in distributed simulation is pre-

sented. The model assumes that any single simulation event may read or update any number of

variables any number of times. Reads and updates are not considered as simulation events rather

each read or update is modelled as a request. Consider a shared variable v, if an event performs

multiple read requests on v only the first read request is performed. If an event performs at least

one read request and at least one update request on v the read request is ignored1. If an event issues

multiple update requests only the update with value vnew is performed, where vnew is the value v

after the event is complete.

Three approaches to distributed shared memory are proposed, the central server, read

replication and full replication. Migration of shared variables is not considered as the authors

suspect distributed simulation does not exhibit locality of reference. This view opposes the findings

of PDES-MAS [Logan and Theodoropoulos, 2001] and doesn’t seem to apply to the simulation of

multi-agent systems. The central server approach uses a single instance of a shared variable, the LP

which maintains the shared variable is called its “owner”. The central server can be implemented

as multiple LPs to avoid bottlenecks. The read replication approach supports concurrent reads to

the same shared variable by creating local multiple read-only instances of the same shared variable.

The full replication approach involves each LP maintaining a local copy of each shared variable,

reads can be performed immediately while updates must be broadcast to all LPs. Each approach is

implemented with both conservative and optimistic synchronisation mechanisms.

The algorithms were implemented and tested using the distributed simulation language

(DSL). DSL allows users to specify distributed simulation models without the need for event lists

or implementation of synchronisation code. The algorithms are tested with six different models,

no one algorithm performs best in all cases and for some models there is little difference between

models. The authors conclude that simulations with too much inherent data may be better suited to

sequential execution. In some cases however where memory requirements are too large implemen-

tation of a sequential simulation may not be possible. Another interesting conclusion is that central
1It is assumed that the LP issuing the event already can determine the resulting value of the event as it is the same

value as the update
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server implementations are better suited to applications with more writes, whereas the replication

approaches are better suited to simulations with more reads and few writes.

3.2 Modelling Shared State

In the PDES-MAS framework the shared state is modelled in terms of objects and attributes, where a

shared state variable (SSV) represents one or more attributes of object instances. Each SSV belongs

to a shared state variable class and there may be many instances of the same SSV class existing

in the system at any given time. If we consider a situated agent whose position in its environment

is represented by an x and y coordinate system, this can be represented as a single class of SSV,

agent position. A single agent position SSV will represent two attributes (x and y) of a particular

instance of an agent. Shared state variables are the atomic components of the shared state, all atomic

operations (read, write, add and delete) operate on a single SSV or SSV class. There are two types

of logical process in the PDES-MAS framework, a Communication Logical Process (CLP) and a

Agent Logical Process (ALP). The ALP contains the agent simulation and the agents private state.

Operations are generated by the ALPs and applied to the SSVs which are maintained by the CLPs.

Logically each portion of state maintained by the CLP is a subset of the global tuple

space [Lees et al., 2004b] which consists of 6-tuples of the form:

< object type, object id, attribute type, attribute id, value, timestamp >

For example if we have an agent moving in a Euclidean plane whose position at time 23

is (14,19), then we might represent the x coordinate of the agents position as:

< agent, agent37, x pos, 101011, 14, 23 >

As virtual time progresses more and more tuples are created as values are updated and

state variables created. Each SSV might be represented by many tuples, each one representing

the value of the state variable at some instance of virtual time. If an optimistic synchronisation

mechanism is employed then the system must keep a record of any tuple with a time stamp greater

than GVT.
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3.2.1 Operations

The atomic operations which can be performed on the shared state can only be performed by an

ALP and received by a CLP. ALPs can perform a number of different operations on the shared state.

These are [Lees et al., 2004b]:

• Id Reads - Return the value of one SSV at a given virtual time

• Ranged Reads - A SSV class is specified along with a range of required values. It returns the

values of all instances of this class which satisfy the specified range.

• Writes - Write the value of an SSV at a given virtual time

• Add - Add a new SSV to the shared state at a given virtual time

• Delete - Remove an existing SSV from the shared state at a given virtual time

The following section describes each of the operations in more detail.

Read operations

Agents need some way of sensing their environment before acting upon it. The PDES-MAS model

uses read operations to model sensing of an agent. The act of sensing for an agent may involve two

different types of read action. The agent often has a sensing region (sensor range) which determines

the set of objects it receives information about. In this type of sensing the agent may learn about

new objects and hence new SSVs. It may also read new values of those SSVs it already knows

about. The second type of sensing which agents perform occurs when they know about an existing

object and want to sense a particular SSV belonging to that object. The PDES-MAS model provides

two different types of read to correspond with the two different types of sensing. These are known

as Ranged Reads and Id Reads.

A ranged read operates on a class of SSV, it specifies a range of attribute values for the

SSV class which it is interested in. The response to the ranged read is a set of SSVs whose values

satisfy the condition specified in the range. It is the user who specifies the SSV classes and they are

free to model the system in anyway they choose, the only restriction being that any SSV class must
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specify an ordering of possible values. It is this ordering which is used to determine which SSVs

satisfy the range conditions.

Id reads (or single reads) are applicable only when the agent has sensed a SSV previously

using a ranged read. In the cases where only a single agent writes to a state variable (e.g., agents

own position) Id reads can occur without a prior ranged read. The Id read specifies an SSV which

the agent is interested in and a timestamp, the system responds with the value of the requested SSV

at the specified timestamp.

Write operations

Some of the actions performed by an agent will result in updating the value of one or more SSVs.

The PDES-MAS models updates to SSVs using write operations which are generated by ALPs and

received by CLPs. A write operation specifies the SSV and the timestamp at which the update

should apply. To do this an agent must have a record of the SSV, i.e., at some point it must have

sensed the SSV through a ranged read. Write operations don’t modify the existing 6-tuple for an

SSV, instead they add another tuple with the new value and new timestamp. Unlike read operations,

write operations can only be applied to a single SSV instance. If some agent actions result in updates

to multiple SSVs this must be modelled as multiple write messages all with the same timestamp.

Add operations

Add operations are used to create state variables, and perform the following actions,

1. Create an SSV identifier and return it to the creating ALP.

2. Initialise the value of the SSV.

Add operations are not used in all cases. Simulations with dynamic state such as Tileworld do

require it, those in which no new state is created, such as boids, do not. An add operation indicates

the initial value of the state variable and the virtual timestamp from which it should exist. Upon

receipt of an add a CLP assigns a new state variable identifier which is returned to the ALP in the

response to the add. The state variable identifier uniquely identifies the state variable through out

the whole system and is used in id reads and in response to ranged reads.
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Delete operations

The delete operation is used by an ALP to remove a state variable from the shared state. The

ALP uses a state variable identifier to specify the state variable which it intends to remove and a

timestamp which indicates at what point in virtual time the deletion should occur. When the CLP

maintaining the state variable to be deleted receives the delete message it marks the state variable for

deletion at the specified virtual time. The CLP should receive no further operations on the deleted

state variable after the timestamp of the removal. The state variable is not actually removed from

the system until GVT has progressed beyond the removal time in case of rollback.

3.2.2 Agent Communication

So far agents have been considered as entities that interact with their environment by writ-

ing and reading to their shared state. Many agent simulations provide complex mecha-

nisms which allow the agents to pass messages either peer-to-peer or via broadcast. In

fact agent communication and agent communication languages are large well developed re-

search areas. The Knowledge Sharing Effort (KSE) was one of the first attempts at de-

veloping communication protocols for autonomous information systems. It was the KSE

that developed the Knowledge Query and Manipulation Language (KQML) [Patil et al., 1992]

and the Knowledge Interchange Format (KIF) [Genesereth and Fikes, 1992]. In 1995 the

Foundation for Intelligent Physical Agents started work on developing standards for Agent

Communication Languages (ACL)[Foundation for Intelligent Physical Agents, 1999]. This de-

veloped and extended ideas from KQML and has similar message structure and message

attributes[Foundation for Intelligent Physical Agents, 1999].

Agent communication takes place between two or more agents and involves one agent a1

communicating information to another a2 in an attempt to change the other’s beliefs. It is then left to

the receiving agent to act upon the message as it sees fit. The agent may choose to update its internal

state or ignore the message. It is this which distinguishes agent communication from method invoca-

tion: in the latter it is possible for a1 to operate upon a2’s internal state directly[Wooldridge, 2002].

Peer-to-peer agent communication poses a problem for the current optimistic model of

state accesses. If we assume the receipt of a message can affect the future behaviour of an agent
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then straggler messages must cause the receiving agent to rollback. There are two ways to achieve

this behaviour. Firstly a rollback algorithm can be employed inside the ALP whereby a straggler

agent message causes the ALPs rollback procedure to be called (that is the ALP processes the late

agent message in the same way as an anti message). The second method is based on the notion of

communication channels and treats these as any other state variable which can be written to and

read from. Using this model, each agent has its own message mailbox which can be written to by

other agents. This mailbox operates like any other state variable, the value is a list of messages sent

to the agent at the timestamp specified. Unlike normal state variable the messages do not persist for

multiple time units. For example if an agent receives a message m from another agent at virtual time

t, if the agent checks its mail box at virtual time t! (t "= t!) it should not see m. Upon receipt of a

message with timestamp t the CLP maintaining the mailbox of agent a updates the variable to time

t. If agent a has already (in real time) read its mailbox at virtual time t it is sent a rollback message

to t. If there is already an entry with time t, then the message is added to the list of messages. This

is an important distinction between mailbox state variables and normal state variables, no conflict

resolution is applied for writes with the same timestamp, i.e., it is valid to receive multiple messages

at the same virtual time from multiple agents.

3.3 Synchronisation for the PDES-MAS framework

The purpose of this thesis is to develop synchronisation mechanisms for the PDES-MAS framework.

This section describes the basic unconstrained synchronisation mechanism and the various associ-

ated algorithms. The first section describes the Write Period system of state saving used by the

PDES-MAS kernel. This is followed by the methods for handling concurrent operations and the or-

dering of simultaneous events. This leads on the rollback algorithm developed for the PDES-MAS

framework.

3.3.1 Write Periods

In any optimistic simulation it is necessary to be able store and restore state efficiently in the event

of rollback. It is also necessary to record request operations on the state in case the read performed

is later invalidated due to a late write arriving. GVT acts as a marker for state removal and memory



3. THE PDES-MAS FRAMEWORK 57

reclamation. GVT is the minimum timestamp at which an event, and hence rollback, can occur

anywhere in the system. It is therefore necessary to keep all state with timestamp greater than GVT.

The amount of state which needs to be stored relates to:

• The rate of GVT progression

• The number of operations on the shared state

It is possible to improve GVT progression through rollback reduction and load balancing,

however the type and frequency of state operations are completely simulation dependent. It is

therefore imperative to have an efficient way of storing and retrieving the state of the simulation.

Although we model the state as a tuple space, implementing this as a simple data structure such as

a list of tuples would be inefficient.

We say the state is modelled as a collection of state variables, and a state variable is

modelled as a collection of write periods. A write period stores information about a state variable

over a period of virtual time in which the value of the variable did not change. Therefore, every

write to a state variable creates a new write period. Each write period has a value v, a start time

s and end time t, which indicates the state variable has the value v during the virtual time period

(s, t]. Each write period also maintains a list of agents who read the state variable between (s, t]

along with the time of read. If the agent reads the state variable multiple times during the same write

period only the time of the most recent read is stored. The write period must also keep a record of

the agent which created the write period in case the write later becomes invalidated. Figure 6.2

illustrates a collection of state variables and write periods.

3.3.2 Conflict Resolution and Concurrent Operations

Taking a event driven approach to simulating agents results in messages being generated asyn-

chronously (in real time) during simulation execution. Each agent generates events with a times-

tamp relating to its own local virtual time. This timestamp indicates the global ordering of events

throughout the simulation and dictates the order in which operations are applied. A conflict will

result from two agents generating a write with the same timestamp.

In non-distributed simulation conflict resolution is performed by some method of arbi-

tration, which dictates which agent’s actions should result. It is common for properties of the
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agents and/or their environment to be considered in the priority function which determines the

outcome of the conflict. Conflict resolution and conflict management in multi-agent systems is

a non-trivial problem and is an active research area [Tessier et al., 2000, Wang et al., 2004b]. There

are a variety of existing resolution techniques which deal with different levels of agent conflict

[Barber et al., 1999], which can be classified depending on the type of conflict, either, goal, plan or

belief.

In a distributed system conflict resolution becomes more difficult. Even at the lowest level

of state variable access conflicts are a difficult issue. In the case of the PDES-MAS architecture it

is only particular pairs of concurrent operations which result in conflict. Firstly we indicate the

virtual time ordering of different event types with the same virtual timestamp. The correct ordering

of event types with the same time stamp is as follows:

1. Reads

2. Adds

3. Deletes

4. Writes

This ordering complements the sense-think-act cycle of the agents being modelled. Sens-

ing occurs first (Reads), followed by thinking which results in different types of action (Adds,

Deletes and Writes). The ordering also minimises rollback by processing read operations before

write operations with the same time stamp. This means straggler writes do not cause rollback on

reads with the same timestamp. One important observation is that the ordering makes it impossible

for an agent to read a variable at the same timestamp at which it is created. This is a reasonable

restriction. Agents must sense a variable before they can operate upon it. Deletes happen after add

operations to allow agents to create and delete variables within a single unit of time.

The difficulty occurs when two different agents perform a write on the same state variable

at the same virtual timestamp. In such cases the outcome of the conflict will often depend on the

type of simulation and also the current state of the simulation. The system therefore provides a

mechanism within the messages to allow distributed arbitration of write events. The write messages

are adapted to include arbitration information and pre-conditions. This way if a write message is
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received whose pre-conditions are not satisfied the write will fail. The concept of pre-conditions

comes from the concept of interference in concurrent systems theory [Ben-Ari, 1982]. If an agent

senses the environment with property " and executes some action ! on the basis of " it cannot

guarantee that " still holds when ! is executed.

If two write messages are received both of whose pre-conditions are satisfied the arbi-

tration information is used to determine which of the writes should have priority. The arbitration

information must be represented by a numeric value known as the arbitration value. The semantics

of this value depends on the simulation model but all agents across the simulation must understand

the same semantic meaning for each state variable. The write with larger arbitration value will

persist and the write with the lower arbitration value is discarded. If the write with the higher ar-

bitration value is received after (in real time) the write with the lower arbitration value, a rollback

on the earlier write is performed. In some simulation models the model may not specify an arbi-

tration between events and allow the outcome to be random. In other situations two writes to the

same state variable at the same timestamp may be valid, e.g., In Tileworld two agents pushing the

same tile may result in the vector sum of the two pushes. In this situation the agent model would

need to specify how the result of multiple actions should be handled. The system leaves the default

behaviour as allowing multiple concurrent writes, the user can then specify particular state variables

as exclusive SSVs which have an arbitration value with a globally consistent semantic definition.

While the PDES-MAS framework gives explicit rules for resolving concurrent actions, higher level

conflict resolution of the agents is left to the agent simulation designer.

3.3.3 Rollback

Agents interact with their environment by reading and writing these state variables. We use the term

access to refer to either read or a write. Table 3.1 shows part of the shared state of a typical agent

simulation modelled as a table of state variables,.

In the example, two agents, A1 and A2, each access two state variables in the shared state,

v1 and v2. Each access is represented by a triple where An indicates the agent performing the access,

R/W indicates whether the access is a read or a write, and t is the timestamp of the access. The left

to right ordering represents the order in which events are processed in real time, i.e., (A1, R, t = 2)

was processed before (A2, R, t = 4).
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Variable Access patterns
v1 (A1, R, t = 2), (A2, R, t = 4), (A1,W, t = 3) . . .
v2 (A2,W, t = 2), (A2, R, t = 3), (A1,W, t = 5), (A2, R, t = 4) . . .
.
.
.

vn . . .

TABLE 3.1: A global view of the shared state

The table shows two events being processed out of time stamp order. The read on state

variable v1 at virtual time 4 read the incorrect value due to the straggler write at virtual time 3. In this

situation a rollback is necessary on agent A2, it will then re-send the read and obtain the correct value

for the state variable v1. An important consequence for synchronisation is that rollback frequency is

likely to increase when many different LPs read and write the same state variables. However not all

late messages result in a rollback. The late read on state variable v2 need not result in a rollback as

the late read can obtain the correct value by checking the history of the variable which is stored in

case of rollback. In this case the read event will return the value written at virtual time 2, not virtual

time 5.

Our framework exploits this property of read/write events in agent simulation and re-

laxes the local causality constraint allowing certain events to be processed out of time stamp or-

der [Lees et al., 2003c]. This relaxation comes about from considering events which cause invalid

computation. To maintain causality in a parallel simulation is it not necessary that all events are

processed in globally strict timestamp order, only that the result of the simulation were as if events

were processed in timestamp order. In standard optimistic simulation a rollback will occur if an LP

receives an event with a timestamp t, such that t < LV T . A rollback is necessary as the straggler

event may update the state of the LP which might result in the computation of the LP after t be-

coming invalid. In section 3.1 the operations agents can perform on the shared state were defined.

Using this definition of event types allows the LP to know in some situations that the computation

it has performed after the straggler has not been invalidated. If a CLP receives a straggler read from

an ALP it can use the history of the state variable to return the value at the time specified in the

read. If the straggler is a read there is no change to the simulation state so there is no way for any
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computation to be invalidated. Therefore it is only straggler writes which cause rollbacks.

This scheme is similar to the query event tagging proposed in [Sokol et al., 1991] and

should have similar advantages in reducing the frequency and depth of rollback and the state saving

overhead. One important distinction is that we allow a write wt with time stamp t to be processed

after a write wv, where t < v, if no read exists ru such that t < u < v. With this relaxation it is only

late writes which invalidate previous reads that cause a rollback. The mechanism is also similar to

lazy re-evaluation [West, 1988] in that the system attempts to determine the existence of a causality

error before rollback. However the key difference is that lazy re-evaluation requires comparison of

state to determine if a causality error has occurred, whereas the read write optimisation uses the

event labels (read or write) to check for causality errors. The causality relationship of read and

writes has also been applied to conservative algorithms. In [Gan et al., 2003, Low et al., 2003] and

[Mehl and Hammes, 1993] LPs make read requests to the owner of a state variables. The requester

and owner maintain a history list of the previous values of variables and their associated timestamp

(similar to write periods). When a request is made the requester checks to see if it has a valid value

for the variable in the local and remote history list. If a valid value does not exist then the requester

must wait until the owner can guarantee that no write will arrive before the timestamp of the request.

Straggler add and delete operations can may cause rollback if a previous ranged read

operation incorrectly accounted for the newly created/removed SSV. Consider a situation where an

agent Ai senses its surrounding environment at timestamp t by performing a ranged read over state

variables in the range [a, b]. Then a second agent Aj later (in real time) performs an add operation

with time stamp s with initial value c. The add operation will cause the ranged read to rollback if

s < t and a # c # b. If the second agent Aj performs a delete operation at timestamp s, agent Ai

will be rolled back if s < t, irrespective of the value of the variable. This type of rollback is slightly

different in that it takes place on a single event (a ranged read) and not on a state variable. The

resulting rollback will cause Ai to rollback to virtual time t, which result in any events generated by

agent Ai subsequent to time t to also be cancelled. Note that it is not possible for a write or id read

to precede the add operation of the same state variable2.

2writes and id reads require an SSV identifier which is either returned through a ranged read or an add operation
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CHAPTER 4

CRITICAL ACCESSES

In this thesis two adaptive hybrid synchronisation mechanisms are presented. The first uses the

notion of critical accesses and global information to determine an appropriate degree of optimism.

The second uses a decision theoretic model and purely local state information to probabilistically

delay events. Both schemes utilise the distinction between read and write events to further optimise

performance.

In section 3.3.3 it was shown that not all late events result in a rollback. Late read events

can use the history of a state variable to return the appropriate value. Suppose we consider an

example with two agents, A1 and A2. If A1 sends a write event to a state variable x with timestamp

t=2 then subsequent (scheduled at any time after t=2) reads of x should reflect the updated value. A

causality error will occur if the second agent, A2, sends a read event to x with timestamp tw > 2

which is committed before the write from A1 with timestamp t=2. In this situation the write from A1

is a straggler as it has a lower timestamp than a previously committed read. Conversely a rollback

will not occur either if the straggler is a read (not a write) or if the timestamp of the straggler is

tw # 2.

If we assume all agents processes both read and write in regular patterns to the shared

state we can say that the probability of rollback is increased when many different LPs access and

update the same variables. In [Logan and Theodoropoulos, 2001] the sphere of influence (SoI) of an

event is defined as the set of variables accessed or updated by that event. The SoI of an LP (agent),

over a time interval [t1, t2], is the union of the SoI of the events generated by the LP over that time

period.
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4.1 Spheres of Influence

To make this intuition precise, we now extend and clarify the definition of sphere of influence from

[Logan and Theodoropoulos, 2001] by splitting the sphere of influence into two distinct sets:

1. the sphere of influence of writes of a process pi, sW (pi), which contains the set of variables

written to by pi over the time period [t1, t2]; and

2. the sphere of influence of reads of a process pi , sR(pi),which contains the set of variables

read by pi over the time period [t1, t2].

Considering the example given above we can now say:

1. any variable which appears only in sW (pi) for all processes pi over [t1, t2] (i.e., no process

reads the variable) cannot be rolled back;

2. any variable which appears only in sR(pi) for all processes pi over [t1, t2] (i.e., no process

writes the variable) cannot be rolled back either; and

3. a variable which is present in the sR(pi) of one process pi and in sW (pj) of another, i "= j,

may have a rollback.

In fact a rollback will only occur if, the variable is in sR(pi) and sW (pj) (i "= j), and a late

write arrives from one LP after a read was made by another LP (as described in the example above).

The third point above requires that a minimum of two LPs be involved; intuitively as the number

of LPs involved increases so does the likelihood of rollback. We can therefore give a qualitative

estimate of the likelihood of rollback using the access patterns of any particular variable.

Many Writes Few Writes
Many Reads High Medium
Few Reads Medium Low

TABLE 4.1: How probability of rollback due to a particular variable is affected by reads and writes

1. A variable which is in both sR and sW for many different LPs (agents) – High probability of

being rolled back.
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2. A variable which is in the sR of a few LPs (agent) and in many LPs sW – Medium probability

of being rolled back.

3. A variable which is in the sW of a few LPs (agent) and in many LPs sR – Medium probability

of being rolled back.

4. A variable which only appears in the sR of one LP and in the sW of another – Low probability

of being rolled back.

This gives an ordering of the state variables indicating the likelihood of rollback on each.

Using this ordering it is possible to devise a scheme where the optimism of an LP should reflect the

number of variables it has inside its sphere of influence which have a high probability of rollback.

An LP which accesses many state variables which have a high probability of causing rollback is

more likely to be rolled back itself and so should run less optimistically.

Figure 4.1 illustrates this idea, there are four agents (LPs) represented by small squares.

The circles surrounding each of the agents are an abstraction of their spheres of influence. Overlap-

ping circles indicate that the two agents read and write to some common variables. If we assume

that each agent accesses a variable within its sphere of influence with equal probability over the

time interval [t1, t2], then a larger overlap indicates that the two agents access more common vari-

ables. The ‘difficult variables’ here would be those accessed by agents A1, A2 and A3, indicated by

the small intersection of the three spheres of influence (circles). Obviously agent A4 accesses the

fewest common variables (smallest intersection) and under the suggested scheme would be given

the largest time window and hence would execute with the highest degree of optimism. Agent A3

however accesses the highest proportion of common variables (its circle intersects with the other

four) and would be given the smallest time window. Hence agent A3 would execute with the least

degree of optimism (most conservative). However, A4 and A3 access some common variables, so

the fact that they execute with highly different degrees of optimism increases the chance of roll-

back. More precisely, A3 is more likely to schedule an event in A4’s past as it will be advancing

at a slower rate. Clearly it is not desirable to have LPs which access common variables executing

at extremely different rates. If we consider figure 4.2, it shows the same four agents, but agent A4

now accesses some of the same variables as A2. If we assume the intersection of A2 and A4 to be
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FIGURE 4.1: Four agents and the intersection of their spheres of influence

of the same size as the intersection of A4 and A3 in figure 4.1 then under the present scheme the

time window given to A4 will not differ from figure 4.1 and 4.2.

An LP with a smaller time window will advance its local virtual time (LVT) as a slower

rate.1 Two LPs with different time windows will advance logical time at different rates. If the

difference in LVT is high then the LP with lower LVT is more likely to schedule an event in the

others’ past and hence cause a rollback. Therefore a rollback on A4 will be more likely in figure

4.1 because A3 will be further behind A4 than A2 would be in figure 4.2. This is due to the fact

that A3 in figure 4.1 will have a smaller time window than A2 in figure 4.2. Clearly it is important

to consider the optimism of neighbouring agents/LPs2 when determining the degree of optimism of

an agent/LP. To do this we now introduce the notion of critical accesses.
1This is of course a simplified argument, in reality other factors must be considered such as load balance, number of

rollbacks etc.
2neighbours in the sense that they access/update common variables
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FIGURE 4.2: Four agents and the intersection of their spheres of influence

4.2 Critical Access Definition

If the sphere of influence of two processes pi and pj overlap then we can say the probability of

pi causing rollback on pj is affected by the number of critical accesses made by pi and pj , CAij ,

defined as:

CAij = |sR(pi) $ sW (pj)| + |sW (pi) $ sR(pj)| (4.1)

We can then say for any process pi, the likelihood of rollback is dependent on the critical accesses

made by pi, CAi, and each of the other n ! 1 processes

CAi =
n"1!

j=1

(CAij)j "= i (4.2)

We define !LV Tij as the average difference in LVT between two agents over some time

period [t1, t2]. We can now say, the size of the time window for a given agent Ai is inversely

proportional to:

1. the number of critical accesses in its sphere of influence, CAi; and

2. for each neighbouring agent Aj (i.e., CAij "= 0), !LV Tij % CAij
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Using critical accesses it is now possible to propose the form of an equation which can be

used to determine the degree of optimism appropriate for a process pi as:

O(pi) =
1

n"1!

j=1

(CAij % !LV Tij)
(4.3)

The degree of optimism given by the equation may then be used in some form of throttling mecha-

nism such as moving time windows [Sokol et al., 1991].

4.3 Adaptive Windows

The basic premise of Moving Time Windows and throttling approaches in general, is that events in

the near future are more likely to be committed without rollback than events far in the future. Or

processing events in the far future are more likely to cause rollback. To understand why windows

might improve the performance of a discrete event simulation we must first understand what happens

without a window. In standard optimistic simulation each LP is completely unconstrained and is

free to process events as fast as possible. This type of processing can suffer from large numbers

of rollbacks. A rollback occurs when an LP receives an event with a timestamp lower than its

LVT. Rollbacks result in additional computation in that the original forward computation is wasted

(needs to be reprocessed) as well as the computation used to perform rollback. However, if we

look at the overall performance of the simulation, rollback, in some situations might not have a

detrimental effect. If we first assume that the performance of a parallel discrete event simulation

is measured in terms of the rate of GVT progression in real time, the quicker GVT advances the

better the performance of the simulation. Any PDES will have an LP(s) with the lowest LVT at any

point in real time. It is the LP with the lowest LVT, which we shall call LPlow that determines GVT

(excluding transient messages).

Consider a simulation where an LP sends an event e with time stamp te to another LP

causing a rollback. The worst possible case in terms of rollback is that this straggler event causes

all the LPs in the system to rollback to te. With zero lookahead, te might be equal to the LVT

on LPlow, which would cause all LPs to rollback to the time stamp of LPlow. Subsequent to the

rollback caused by event e there are two possible outcomes,
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1. While the other LPs rolled back, LPlow may have advanced its LVT such that it is no longer

the LP with the lowest LVT.

2. LPlow hasn’t advanced beyond any of the other LPs and still has the lowest LVT.

In both outcomes there is at least one LP with the lowest LVT, LPlow. We can then say if

LPlow suffered a rollback due to the processing of event e the rollback caused by e has slowed the

rate of GVT progression.

In situations where processing an event e causes a rollback which does not rollback LPlow

as a consequence, then blocking e would not improve GVT progression. In terms of GVT progres-

sion in this situation the LPs can block or roll back. However, in general blocking is more desirable

as blocking can free CPU time which can be used for other more useful work, for example if two

LPs share the same physical processor. The same argument applies if the system uses load bal-

ancing; freeing the CPU through blocking allows migration to make better use of computational

resources.

Generally if both of the following assumptions hold a window will provide no benefit to

GVT progression and hence the end time of the simulation3.

1. The same LP always has the lowest LVT - and dictates the progression of GVT

2. LPs have a processor each - Blocking doesn’t free CPU for more useful work

Clarifying how and why a window works, helps identify the situations in which they are

most effective. With the list of assumptions from above it is now possible to establish the factors

which need to be considered in determining the window size w. The first assumption indicates that

the window size should be chosen so as to block the processing of events which are likely to cause

LPlow to rollback. Windows should also be reduced in situations where processing an event is likely

to cause an LP which is sharing a processor to rollback.

Given equation 4.3 and an appropriate throttling mechanism such as moving time win-

dows it is now possible to design a adaptive optimistic protocol that adaptively changes the window

size in relation to equation 4.3. For the scheme to be effective it must be possible to efficiently
3Windows may also provide benefit to other users on the system by freeing CPU resources. While this doesn’t affect

overall performance but may be a valid reason for using a window
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calculate the critical accesses and !LV T value between pairs of agents. In equation 4.3 the critical

accesses between all pairs of agents is calculated. This requires global state information in that each

agent knows which other agents access the same state. This information is distributed throughout

the CLPs and any one agent may access state stored on multiple CLPs.

The major drawback of using global information is the communication overhead incurred

when collecting the distributed data. One way to overcome this is to only collect a subset of the

available information and use that as an approximation to the complete data set. This results in a

trade off: using less information reduces overhead but may produce an inaccurate degree of opti-

mism which is too conservative or too optimistic. To implement this scheme each agent i is assigned

a threshold Thi relating to the number of state variables it accesses. Assume a CLP maintains n

state variables, of which ni are accessed by agent i (ni # n). The CLP will perform the critical

access calculation to determine a new degree of optimism for agent i if ni > Thi. The value Thi

can either be assigned at startup or calculated at run time depending on the access patterns of the

agent. Large values for the threshold Thi will result in fewer CLPs calculating critical accesses

made by i, which means less information being used in the calculation and a less accurate degree of

optimism4. Small values for Thi will result in more CLPs calculating the critical accesses incurring

a higher overhead.

4.3.1 The protocol

Each CLP maintains a list of agents which accessed the state it maintains. For each agent pi in this

list the CLP must determine the number of critical accesses pi shared with all other agents j "= i

in the list, i.e., CAij . The root CLP is used to start and complete the critical access calculation.

Initiation can occur in one of two ways;

1. A pre-defined calculation interval CIi can be defined for each agent i whereby each CLP

calculates the critical accesses made by i when GVT advances by CIi time steps.

2. An ALP i can send an initiation message to the root CLP. This flips the root CLP into calcula-

tion mode and cause it to ignore further initiation messages until calculation is complete. The
4In the limit case if Thi is too high there may be no CLP which calculates the degree of optimism for i, in this case

the agent either runs purely optimistically or is given the maximum window size
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root CLP then sends out initiation messages to all other CLPs, upon receipt of the initiation

message the other CLPs check their threshold condition ni > Thi. If this is satisfied the CLP

begins calculating the critical accesses made by i.

The calculation at each CLP is done based on access information recorded in the CLPs

history. The information is taken from accesses performed during a period of virtual time which we

call the calculation period. The calculation period cp is a pre-determined static value of virtual time

such that each CLP calculates critical accesses from the period [LV T ! cp, LV T ]. After each CLP

calculates the totals it sends the values in the form of a message to the root CLP. When the root CLP

has received messages from all other CLPs it accumulates the totals for each agent i, (CAij)j "= i

and CAi. It then determines the degree of optimism for each ALP using equation 4.3 and sends it

to each ALP.

4.3.2 Implementation

Once each ALP has received its degree of optimism it can use that degree of optimism as part of

a throttling metric. In this case a time windows scheme is chosen where each ALP adjusts its own

time window according to its determined degree of optimism. Given the result from equation 4.3

each ALP must now relate their degree of optimism to a window of virtual time. This is actually

done by calculating an appropriate value for the a constant k such that window size can be given as

kO(pi). This constant is chosen calculated so as equation 4.3 always produces a valid time window.

The validity of this result is dependent on the representation of time chosen for the simulation (i.e.,

# ). For example choosing a constant that produce floating point results when time is represented as

integers doesn’t make sense. Obviously determining an appropriate constant depends on both the

type of simulation and the representation of virtual time used. For the purposes of the time window

implementation the critical access calculation is translated into a ratio. The ratio used is the number

of critical accesses made by each agent divided by the total number of accesses (TAi) made by

an agent i. The experimenter then gives a window extent (we) which is specified by a minimum

(wsmin) and maximum (wsmax) window size, where wsmax & wsmin. The window size for a

given process (agent) pi, ws(pi), is then calculated as follows,
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ws(pi) = wsmax !
"
CAi

TAi
% (wsmax ! wsmin)

#
(4.4)

Prior to calculation each CLP builds up a list of all the agents for which it must calculate

the critical access count. This may be all the agents which accessed state on this CLP or some

subset, depending on what threshold policy is employed (see section 4.3). The calculation of CAij

and CAi is then triggered by satisfaction of the employed initiation procedure (see section 4.3.1).

The CLP then sends the window size calculated using equation 4.4 to the ALP, the ALP then adjusts

its window size. In the current implementation only a single CLP is used, so each ALP only receives

a single window size. In general an ALP would receive multiple window sizes from all CLPs which

satisfy the access threshold. To calculate a single window size the CLP will then take the mean

window size of all those it receives.
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CHAPTER 5

DECISION THEORETIC DELAYS

The second synchronisation mechanism presented in this thesis is a local state decision theoretic

mechanism. The work results from an analysis of the critical access mechanism and uses a decision

theoretic model to determine an optimal delay time based on the probability of receiving a straggler

message.

In conventional optimistic PDES, rollback and synchronisation has generally been con-

sidered in terms of late or straggler messages. This seems intuitive when considering the overall

goal, which is to make the simulation execute as fast as possible. It makes more sense to consider

one LP progressing too slowly rather than LPs progressing too quickly. For moving time windows

and throttling in general this seems less sensible. Throttling works by blocking LPs, which in effect

slows down LPs that are progressing too quickly. So by implementing a window we are in fact pre-

venting early or premature messages from being sent. A message Mt with time stamp t is defined

as premature if another message Ms with timestamp s will arrive after Mt in real time and where

s < t.

5.1 Receiver Throttling

Throttling optimistic execution can be done in a number of different ways by limiting the resources

available to different parts of the simulation. One such method is to limit event execution by delay-

ing the processing of events for some period of real time, e.g., moving time windows. This type of

throttling can be divided into two different approaches, which we term sender-side throttling and

receiver-side throttling.
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In sender-side throttling events are delayed at the sending LP, for example in Moving

Time Windows, a window size $ is determined and only events with time stamps less then or equal

to GV T + $ are sent). The end of the window advances either with GVT or when a new window

size is determined. In receiver-side throttling, all events are sent optimistically, and throttling is

instead done at the receiving end of the message transmission.

Sender-side throttling is based upon the assumption that events with timestamps far be-

yond GVT are likely to cause rollback, therefore delaying sending these events will reduce the

likelihood of rollback.

The critical access window based scheme (see chapter 4) utilises this notion by assuming

the probability of LPi triggering a rollback on another LP, LPj , depends on the number of critical

accesses (CAij) and the difference in their LVT (LV Ti ! LV Tj). An access becomes a critical

access if it occurs on a state variable which is written to and read by two different LPs. More

precisely the set of critical accesses CAij between two logical processes pi and pj (defined in

equation 4.1) is |sR(pi) $ sW (pj)| + |sW (pi) $ sR(pj)|, where sR(pi) and sW (pi) are the set of

reads made by pi and the set of writes made by pi. This approach (discussed in more detail in

chapter 4 and [Lees et al., 2004d]) delays sending premature events, and has the advantage that the

window can be adjusted independently for each ALP. However it requires knowledge of the number

of critical accesses shared with other LPs and their LVTs. This information is distributed over the

CLPs and ALPs respectively. In PDES-MAS, only the ALPs generate read and write events and

only CLPs receive read and write events. Any sender-side throttling scheme (e.g., moving time

windows) would therefore only be implemented within each ALP and not at each CLP. This would

mean any information used to determine appropriate degrees of throttling, i.e., access patterns or

rollback frequency, would need to be relayed back from the CLPs to all the ALPs. Doing this in

a highly distributed system such as this incurs a high communication overhead. “Receiver-side”

processing applies throttling once an event has been received. This delays committing the event

for some period of time if it is likely to be rolled back by future events. Critical accesses could

be used in a “receiver-side” mechanism which delays processing of premature reads at the CLP.

However, implementing critical accesses with a “receiver-side” mechanism would require that every

CLP has complete information about the critical accesses made by all ALPs, throttling at the ALP

only requires each ALP have knowledge about the critical accesses it has made. For the critical
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access algorithm throttling is done at the ALP (or “sender-side”) as this requires less propagation of

information between LPs.

It was shown in section 3.3.3 and in [Lees et al., 2003c] that rollbacks are caused by strag-

gler write messages being received by the CLP. If we use the same argument in reverse we can say

rollbacks are caused by a CLP processing premature reads. When processing a list of events at a

CLP we have a choice about when to process each event. Write events can always be processed

immediately. Read events can also be safely processed if their timestamp is lower than the LVT

of all ALPs other than the one which generated the event, i.e., if all other ALPs have written the

variable with a timestamp greater than the timestamp of the read.

For all other read events, there are number of actions we can take:

a) delay for 0

b) delay for d

c) delay for 2d

d) . . .

where d is some appropriate amount of real time. “delay for 0” therefore means “process this event

immediately”. A CLP should delay processing a read if it thinks the read is premature, i.e., if

processing it sooner than the delay time would result in the read being rolled back by a straggler

write.

Each action has a cost, namely the amount of real time we delay for. If we prefer actions

with lower cost, we would therefore always choose the “delay for 0” action which has 0 cost.

However, for each action we may have to pay an additional “rollback cost”—the real time spent

rolling back if the read subsequently turns out to have been premature (see section 5.3). We assume

that the probability of paying this rollback cost is lower for some actions than others, i.e., the longer

we delay, the lower the probability of paying the rollback cost. Note that it never makes sense to

delay for longer than the rollback cost—even if rollback is certain with a delay of 0. All actions

therefore result in the event being processed (since we never delay for an infinite time).

This gives us a simple trade-off: delaying for less time costs less (in real time) but has

a higher likelihood of incurring cost due to rollback. If we know the probability of a rollback
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occurring for each action (delay interval) we can formulate this in decision theoretic terms, and can

compute the action which maximises expected utility (i.e., minimises expected costs in this case).

Each action can result in two distinct states: one in which no straggler event arrives after

the (real) time now + j, where j is the delay time, and one in which a straggler event does arrive

after now + j.1 Given the utilities of these two states (in terms of their real time cost), the expected

utility, EU of each action, Aj given evidence E is:

EU(Aj |E) =
!

i

P (Resulti(Aj)|E) % U(Resulti(Aj))

where P (Resulti(Aj)|E) is probability of the i’th possible outcome of action Aj given evidence

E and U(Resulti(Aj)) is the utility of this outcome. For each action j the expected utility can be

calculated as:

EU(Aj |E) = [(P (NoStraggler|E)%U(NoStraggler)]+[(P (Straggler|E)%U(Straggler))]

(5.1)

In this case the utilities are more easily expressed as costs. U(NoStraggler) is simply the delay

time for action Aj , i.e., j. U(Straggler) is the sum of the delay time for action Aj plus the rollback

time r, i.e., j + r. The optimum action is therefore the one with the lowest expected cost.

The probabilities are also fairly straightforward. P (NoStraggler|E) is the probability

that no straggler write will arrive after time now + j, where E is the evidence (history of writes)

for the variable in question or, conversely, that all writes with a timestamp less than that of the read

event will arrive in the interval [now, now + j]. The longer we wait, the more likely it is that any

write in transit or generated by other LPs with timestamps which are less than that of the read will

arrive.

Note that this optimum action is valid only for a specific point in real time. As real time

and LVT of other LPs advances, the probability of encountering a straggler write for a read event

we want to process declines. So if we repeat the calculation after, say 1 second, of real time, the

optimum action should change, i.e., to delay for a smaller time or to delay for 0. Whether it is worth

repeating the calculation at intervals (as opposed to simply computing the delay once and processing

the delayed event when the delay has elapsed) depends on whether we can get better probability
1Strictly, this should be “in which at least one straggler write arrives after now + j”. For the moment, we assume that

there will only one straggler.
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estimates with time, e.g., if we can know or guess the LVTs of LPs which could generate a straggler

write. For example if it somehow becomes clear that a “slow” LP has speeded up or stopped writing

the variable in question, i.e., its sphere of influence has changed, this will change the probability of

rollback for each delaying action.

This framework gives us a way of deciding what to do when considering a single read

event. Note that no change is required when considering multiple read events, since all the delaying

for a given set of events is done in parallel and starting at more or less the same time. This would

only be valid if all the actions (reads) result in the same rollback. However they all result in different

rollbacks. This is true when we have two read events for the same variable. Given two reads, r1

and r2 with timestamps t1 and t2 such that t1 # t2, a straggler write which rolls back r1 will also

roll back r2 (if this has been committed). However we may decide to process r1 if we consider a

straggler write with a timestamp < t1 unlikely, and delay processing r2 if a straggler write with

timestamp < t2 is more likely.

5.2 Rollback Probability

Given a read event of a variable v with timestamp tr and a real time delay, j, the next write to a

variable v is a straggler if three conditions are satisfied. Firstly, the write must arrive after now + j.

We call this the real-time condition. Secondly the timestamp of the write, tw, must be less than the

time stamp of the read tr and greater than or equal to tv, the timestamp of the write immediately

preceding tr in virtual time, i.e., tv # tw < tr. We assume reads always occur “before” writes with

the same timestamp, so a straggler write must have a timestamp which is strictly less than a read to

trigger a rollback. This is called the virtual-time condition. For tv # tw, there are two cases here:

that where tw = tv and the case in which tv < tw. If tw = tv, the arbitration value of the ALP

which wrote the variable at tv is significant. If the late arriving write is from an ALP with greater

arbitration value than the ALP which previously set the value of the variable at tv, it will replace

the existing value triggering a rollback. For simplicity, we ignore the arbitration value of the LPs

and pessimistically assume that the case where tw = tv always triggers a rollback, i.e., that the

arbitration value of an LP which generated a late arriving write is always greater than that of the LP

which set the current value of the variable. We could reformulate the virtual time condition so that a
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write with a timestamp at any point before the timestamp of the read is viewed as a straggler, rather

than only timestamps between tv and tr. While only writes with timestamps between tv and tr are

guaranteed to cause a rollback, writes with timestamps less than tv may indirectly trigger a rollback,

by invalidating a prior read. However, for simplicity, we ignore this case. The final condition for

rollback is the LP condition: this states that for the write tw to cause a rollback on the read tr the

LPs which generated tr and tw cannot be the same. Figure 5.1 illustrates the values for real times

and virtual times which will result in a rollback. Here ar and av indicate the real arrival times of

the premature read and the write immediately preceding the read in virtual time. The shaded area

represents those values of real and virtual time which will cause rollback.
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FIGURE 5.1: Real and virtual time conditions for rollback

We model the real and virtual time conditions as two probability distributions: Pa, the

(real) arrival time of the next write event, and its timestamp, Pt. We are only interested in the

arrival times of writes with timestamps less than that of the read we are processing. However, for

simplicity, we assume that the two distributions, Pa and Pt, are independent. Although in general

timestamps increase with increasing real arrival times, the inter-arrival times may not e.g., if one or

more ALPs has to roll back.

Pa and Pt can be computed from the arrival time and timestamp of the most recent write

to the state variable v and the history of previous writes to v. We assume that !a, the difference

between the real arrival times of successive writes to v, follows a normal distribution. If the real
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arrival time of the most recent write to v is al, then the probability that the next write will arrive

after a delay of j is the probability that !a is greater than (now + j) ! al. For Pt, we assume that

!t, the difference between the timestamps of successive writes to v is also normally distributed. If

tl is the timestamp of the write to v with arrival time al, (i.e., the most recent write to v), then the

probability that the next write will have a timestamp in the interval [tv, tr) is the probability that

!t is in the interval [tv ! tl, tr ! tl).2 Note that tr can be less than tl, i.e., tv = tl, in which case

the interval becomes [0, tr ! tl). For example, given a read with a timestamp of t20 and a sequence

of writes with timestamps: t10, t15, t17, t30 where t30 is the timestamp of the most recent write, we

compute the probability that the next write to arrive will have a timestamp difference in the interval

[!13,!10).

The general formula for the probability density function of the normal distribution is

P (x) =
e"(x"µ)2/2!2

%
'

2&

where µ is the mean and % is the standard deviation. The cumulative distribution function gives the

probability a variate will assume a value # x and is given by

D(x) =
1
2

"
1 + erf

$
x ! µ

%
'

2

%#

where erf is the error function.

However it is more convenient to work with the standard normal distribution, which is

given by taking µ = 0 and %2 = 1 in a general normal distribution. An arbitrary normal distribution

can be converted to a standard normal distribution by changing variables to

z =
x ! µ

%

giving

P (x) =
e"z2/2

'
2&

The probability that a standard normal variate assumes a value in the interval [0, z] is given by the

normal distribution function "(z)

"(z) =
1
2
erf

$
z'
2

%

2If the standard deviation of difference between successive timestamps is close to zero, we assume stationarity, i.e.,
that the timestamp of the next write will be tl + µt (where µt is the mean timestamp difference of writes).
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and the probability than a standard normal variate assumes a value in the range [z1, z2] is given by

"(z1, z2) =
1
2

"
erf

$
z2'
2

%
! erf

$
z1'
2

%#

From the virtual-time condition above, for rollback to occur the difference between the

timestamp of the last write tl and the timestamp of the next write must lie in the range [tv!tl, tr!tl).

For satisfaction of the real-time condition the inter-arrival time of the write must lie in the range

((now + j) ! al, inf) The probability of a straggler write is therefore;

P (Straggler|E) =
"
1 ! "a

$((now + j) ! al) ! µa

%a

%#
%

"
"t

$(tv ! tl) ! µt

%t
,
(tr ! tl ! tunit) ! µt

%t

%#

where "t is the normal distribution function for Pt, and µt and %t are the mean and

standard deviation of the difference between the timestamps of successive writes. "a is the normal

distribution function for Pa and µa and %a are the mean and standard deviation of the real inter-

arrival times. tunit is defined as the smallest unit of virtual time. This is subtracted from (tr ! tl)

as "(tr ! tl) gives the probability for the range [tv ! tl, tr ! tl] whereas what is actually required

is the range [tv ! tl, tr ! tl).

The probability of no straggler is simply

P (NoStraggler|E) = 1 ! P (Straggler|E)

We can therefore compute the probabilities of each of the outcomes for a given delay time, j, and

hence the optimum delay action. If too few events have been sent by an ALP to determine the mean

and standard deviation (e.g., on startup), we return a delay time of 0.

Neither the normal distribution function " or erf exists in simple closed form and must

be computed numerically. There are however many numerical approximations to the cumulative

normal function [Abramowiz and Stegun, 1964]. These approximations can achieve greater accu-

racy then numerical integration techniques such as trapezoidal or Simpson’s rule. The algorithm
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uses the popular Bagby approximation [Bagby, 1995]

"(x) =
1
2

$
1 ! Y

30

"
7e"

z2

2 + 16e"z2(2"
#

2) +
$

7 +
1
4
&z2

%
e"z2

#% 1
2

where

z =
x ! µ

%

as above and

Y =

&
'(

')

1 x & µ

!1 x < µ

When the system starts up, we could assume some a priori means and standard deviations

for Pa and Pt, since we have no historical data to go on. Alternatively, we could assume that the

probability of a straggler is initially zero since few events have been sent. However this assumes

that all LPs start up simultaneously, and progress at the same rate. The default behaviour of the

algorithm is the latter.

5.3 Estimating the cost of Rollback

Estimating rollback cost is hard, due to the difficulty of determining the likelihood of ALPs other

than that which generated the read event being rolled back if the read event is processed. We

therefore only consider the cost of rolling back the ALP which generated the read, accepting that

this may be an underestimate of the true rollback cost for the whole system.

The rollback cost consists of two separate components: the cost of rolling back the ALP to

the timestamp of the straggler and restoring state (the undo cost) plus the cost of the ALP repeating

undone computation.3 For simplicity, we assume that the ALP’s undo cost, u, is constant. In reality,

u is dependent on the type of state saving used in the system, e.g., incremental or periodic.

To calculate the cost of replaying rolled back events by the ALP we assume the next

expected timestamp of a write will be tl + µt and compute the real time required for the ALP to

advance from tl + µt to tr. This is estimated from the rate of LVT progression of the ALP "rt
"vt ,

i.e., the real time required for the ALP to advance one unit of virtual time. "rt
"vt is computed by the

3We assume that the CLP’s undo cost is marginal, i.e., the cost of undoing the current read. Similarly, we assume that
the cost of the ALP replaying the events is significantly greater than the cost of processing the replayed events by the
CLP, and ignore the latter in computing the rollback cost.
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CLP for each ALP, and is assumed to be simply the elapsed time since the start of the simulation

divided by the timestamp of the last event received from the ALP (which we assume to be tr).

The replay cost also includes any processing done by the ALP between the end of the delay period

and before the arrival of the straggler write. We assume this additional replay cost to be equal to

max((al + µa) ! (ar + j), 0), i.e., the expected arrival time of the straggler write al + µa less

the delay time, j if this is positive. This estimated rate of LVT progression includes time the ALP

spends rolling back and waiting on read responses. The replay cost is however the cost of re-doing

forward computation, therefore including delay times in the measure of LVT is incorrect. If we

know the total time spent delaying reads from the agent who sent tr, tdelay,

The approximation of total rollback cost is then:

r = u + [((tr ! (tl + µt)) %
$rt

$vt
) ! tdelay] + max[(al + µa) ! (ar + j), 0] (5.2)

5.4 Positive Feedback

If an ALP generates a read which is delayed at the receiving CLP, the ALP itself will block waiting

for the read response. Therefore if an agent both reads and writes a variable, delaying a read will

increase the real arrival time of subsequent writes and hence the mean real inter-arrival time of

writes seen by other agents for the variable. The result is a possible positive feedback loop, with

delayed reads leading to delayed ALPs, leading to increased mean inter-arrival times. The increase

in mean real inter-arrival time increases the probability of a straggler write, which in turn produces

longer delay times.

We want to estimate the probability of a straggler write for a given read, for a range of

delay values. Suppose that agent 1 is about to read variable v. Variable v is written to by agent 2,

which in turn reads variable u, which is written by another agent, agent i (see figure 5.2).

If agent 2 is frequently delayed when reading variable u (because there is a high prob-

ability of straggler writes from agent i), should these delays be included in the inter-arrival times

for writes by agent 2 to v? If agent i is agent 1, then clearly not, since this would create a positive

feedback loop. Agent 1’s straggler writes to u cause agent 2’s reads of u to be delayed, delaying its

writes to v and hence delaying agent 1’s reads of v. In other cases this is less clear — we are trying

to model the behaviour of the controlled system and this includes delays. If agent i is not agent
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FIGURE 5.2: Positive feedback example

1, then, from the perspective of agent 1, agent 2 just appears to run slowly (for reasons unknown).

Moreover, if agent 2 continues to read variable u it is likely to run slowly in the future. If we ignore

the time agent 2 spends blocked, we will under estimate the probability of a straggler write. The

problem is that there is no easy way to tell these cases apart: the positive feedback loop could be of

any length.

Even if agent 1 and agent 2 run at the same speed on average (ignoring delays), a transient

increase in mean inter-arrival time will result in a delay which further increases the mean inter-

arrival time. If the delays are small relative to the inter-arrival times, then the delay will have a

small and decreasing influence on the mean inter-arrival time. However, if there is a cycle, then

even a small delay will be amplified. If the agents don’t run at the same speed, e.g., if agent 2 is

faster, then reads by agent 2 to variables written to by agent 1 should be delayed to prevent rollback,

but these delays should not cause the slower agent to run more slowly. Reads by the agent 1 to

variables written by agent 2 don’t need to be delayed, since agent 2’s writes are not stragglers from

agent 1’s point of view. The delays slow agent 2 down until it is running at the same rate as agent

1. If agent 2 runs at the same rate as agent 1, or a little faster, it should not produce straggler writes

(from agent 1’s point of view). However, any over correction will cause agent 2 to produce straggler

writes, leading agent 1 to delay.

One solution would be to estimate the probability of a straggler in the uncontrolled system,

and then adjust the resulting times with a constant “control parameter” representing the likely effect



5. DECISION THEORETIC DELAYS 83

of control (delays) elsewhere in the system. So long as the control parameter is not computed from

the delays, there can be no feedback. In this approach, the aim is to estimate the likely behaviour

of the system if we don’t intervene by delaying a read, and we therefore exclude the effects of

previous control (delays in this case) in our model. The control parameter is simulation specific,

and could either be estimated or derived empirically from trial runs, or it could be the result of

negative feedback.

Computing the mean inter-arrival times without delays is fairly straightforward, at least

in principle. Each CLP has an array indexed by agent ids, which contains the delay applied to the

last read from that agent (if any). When the next write from an agent arrives (if one ever does), we

subtract the delay applied to the last read for this agent (if any) from the arrival time, and use this

adjusted arrival time to update the mean real inter-arrival time. We also set the delay value for this

agent in the array to zero. Since each agent can only be delayed on one read at a time, we only need

one array per CLP, rather than one per variable. Another option would be for the ALPs to ignore the

time spent delayed in reads when updating their total “real” elapsed times, and use this undelayed

real time for the real time stamps on their messages. This has the advantage that it requires no

additional work by the CLPs, and gives us a true measure of “real” time in the uncontrolled system.

Another approach would be to scale the delay applied to any read by the rate of LVT

advance of the agent performing the read. For example:

"rt
"vt (Ai) ! "rt

"vt (slow)
"rt
"vt(average)

where "rt
"vt (Ai) is the rate of advance of LVT of the agent which generated the read, "rt

"vt (slow) is the

current slowest rate of advance of LVT of any agent which talks to this CLP, and "rt
"vt (average) is

the average rate of LVT advance of all agents which talk to this CLP.

In this approach we ignore any delays that would be otherwise be applied to reads gener-

ated by the slowest agent—all other reads are delayed by the (scaled) delay time and these delays are

included in the computation mean inter-arrival times. There is still positive feedback in the system,

but if this does result in an agent being delayed so that it becomes the slowest, delays will no longer

be applied and the agent will speed up again. The only agent which can’t speed up in this kind of

situation is the one that is naturally the slowest. The problem with this approach is that the com-

puted “optimum” delay times are scaled before being applied, which may result in “non-optimal”
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delays.

At present it is not obvious if positive feedback is a problem for the decision theoretic

algorithm. So while possible solutions have been suggested their implementation is left until testing

is complete. Some of the experiments performed in section 7.7.3 are designed specifically to test

for positive feedback.

5.5 Implementation

The decision theoretic mechanism has been implemented within the ASSK kernel (see chapter 6).

The algorithm can be switched on or off and operates independently of moving time windows. 4

With the decision theoretic algorithm turned on a CLP checks all incoming reads and determines an

appropriate delaying time using the decision theoretic algorithm described above in chapter 5. The

algorithm returns the delay time calculated as having the lowest overall cost.

When a CLP receives a read, it calls the CalculateDelayTime method on the state variable

for which the read is intended. This method takes four arguments: the reading agent’s identifier, Ai,

timestamp of read, tr, the timestamp of the write before tr, tv, and the timestamp of the most recent

write, tl. The method returns a real time in microseconds which is the “optimal” delaying time for

the read. Firstly the method determines if enough write arrivals have occurred on the state variable

concerned. There must be at least two writes on the state variable from agent(s) other than the one

performing the read (Ai). If there have not been enough writes the method simply returns a delay

time of zero. The distributions of virtual and real inter arrivals is based on the history of recent

write events. The algorithm’s behaviour can be altered by changing the number of previous events

to be considered; a smaller number here increases the sensitivity of the algorithm causing it to adapt

quickly to changes in the arrival times. Whenever a write is received and the list of previous writes

is full the inter-arrival times of the new write replaces the information on the oldest (in real time)

write.

Consider a state variable that receives writes over some period of virtual time (t1, t2)

and then receives no writes between (t2, t3). If at some time after t3 the variable begins receiv-

ing writes again it is not clear if the history of writes from the period (t1, t2) still applies, nor if
4It is possible to use both moving time windows and the decision theoretic algorithm concurrently, whereby events

are blocked by the window at the ALP but may also be delayed once received by the CLP.
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the information should be used to determine delay times. Therefore the history of virtual and real

inter arrival times needs to be decayed over time. To achieve this the algorithm removes arrivals

probabilistically whenever a read event (with a previously unseen timestamp) arrives. Upon receiv-

ing a read a random number rp is generated in the range [0,1], the oldest write arrival is removed

if rp > num arrivals
maximum history size , where num arrivals is the current number of arrivals stored and

maximum history size is the maximum number of arrivals to be used in the calculation.

The method then proceeds by calculating the probability of rollback for a range of dif-

ferent delay values. The range of delay values chosen is defined by a parameter, Nj , which

specifies the number of delays to consider. The delay times Aj fed into the algorithm are then
Aj

Nj
% (rb cost) whereAj ( [1, Nj ] and rb cost is the total cost that Ai would pay if it were rolled

back (see section 5.3) 5. For each delay time considered the probability of receiving a rollback after

the delay time is calculated. This is done using the normal distribution and calculating the proba-

bility the next write will arrive in the real time interval [al + Aj] for all delay times (where al is the

last real time arrival of a write). If the probability of receiving a write in the interval [al + Aj ] is

defined as P (Aj), the probability of receiving a write after the delay, Aj is 1 ! P (Aj).

The next step is to calculate the probability that the difference between the timestamp of

the next write, tn, and tl will be in the range, [tv ! tl, tr ! tl). This is done using the Bagby approx-

imation of the cumulative normal distribution [Bagby, 1995]. To do this two Bagby approximations

are needed,

P (tn ! tl ( [tv ! tl, tr ! tl)) = bagby(tv ! tl ! tunit) ! bagby(tr ! tl ! tunit)

Where bagby(z) returns the probability that a variate assumes a value in the range [0,z]

and tunit is the smallest unit of virtual time. There is a special case for the distribution of virtual

inter-arrival times when the standard deviation of inter-arrival timestamps is close to zero6. In this

case stationarity of writes is assumed and the probability, P (tn ! tl ( [tv ! tl, tr ! tl), is 1.0 if

tr > tv + µvirtual otherwise it is 0. Stationarity is not used for real times as it is unlikely that

real inter-arrival times will be stationary at the resolution of microseconds (which is the resolution

currently used for the real time distributions).
5There is no point delaying beyond this as it would cost more than what can be saved
6e.g., if an agent writes its position at constant virtual time intervals
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Each delay time then has an associated real probability and virtual probability, which de-

fine the probability of the next write satisfying the real-time and virtual-time conditions respectively.

With the real and virtual probabilities calculated it is now possible to determine the probability of

rollback for each considered delay time. There is a different real probability for each different delay

time and a single virtual probability 7. To combine the probabilities the virtual probability is multi-

plied by the real probability for each delay time. This gives the probability of receiving a rollback

after each delay.

Each delay time is then fed into the decision theoretic model (see equation 5.1) and an

overall cost calculated. Equation 5.1 shows the components of the decision theoretic model, we

have shown how the algorithm calculates both the probability of a straggler and no straggler and

the utility of no straggler. The only part left to calculate is the utility of a straggler, in particular

the algorithm needs to determine the real time cost of the rollback. The real time cost of rollback

is given in equation 5.2, to calculate this the algorithm needs to determine the rate of real time

progression per unit of virtual time "rt
"vt for the reading agent. This is simple to calculate; each CLP

records its own real start time, astart, from which

$rt

$vt
=

ar ! astart

tr

The algorithm then returns the delay time for which the overall cost is the lowest. If a non-

zero delay time is returned the CLP places the read along with its delay time in the delay queue.

The delay queue is ordered on absolute real times, with the head of the queue being the first item

being the next to wake. The delay queue is serviced by an additional thread within the CLP which

we call the delay thread. The operation of the delay thread is outlined in algorithm 1.

When the delay queue is empty the thread waits on a condition variable for some arbitrary

time, in this case 10 seconds8 . The thread will then wake up either when a new read arrives (the

condition variable is signalled) or when the wait times out. If the timed wait times out and is not

interrupted by the insertion of a new read into the delay queue then we know the read has been

delayed for the desired amount of real time. The read can then be inserted into the receive queue

of the CLP and processed as normal. Once the read has been delayed it is inserted at the front of

the receive queue, this prevents any further unwanted delay caused by processing messages already
7Delaying the read doesn’t affect the probability that tn ! tl " [tv ! tl, tr ! tl)
8If delays of more than 10 seconds were expected this value would need to be increased
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Algorithm 1 Delay Thread
while NOT End of Simulation do

if DelayQ NOT empty then

(read,delayTime) = Head of DelayQ

waitReturn=Timed wait for delayTime on condition variable

Insert read into front of CLP receiveQ

else

Wait on condition variable

end if

end while

in the queue. There is an optional optimisation which can be used at this point. A flag is used on

read messages to indicate that they have already been delayed. If this flag is set to true then the read

is not considered again for delay, of course in some cases performance may improve if reads are

delayed multiple times 9.

9This may be true if the distributions of real time arrivals on the state variable changes while the read is delayed
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CHAPTER 6

THE ASSK KERNEL

The final overall goal of the PDES-MAS project is to develop a distributed simulation kernel for

multi-agent systems. There are three core components of the PDES-MAS kernel, synchronisation,

load balancing and interest management. Each component has been designed and implemented

independently to limit dependency in code development. The following sections describe the im-

plementation of the PDES-MAS kernel synchronisation core developed as part of this thesis. It

takes ideas from the previous chapters and illustrates their implementation. The synchronisation

component is known as ASSK, and, along with the implementation of load balancing and interest

management algorithms, it makes up the PDES-MAS kernel. It is ASSK which is used for the exper-

imental work in this thesis. Although ASSK is a subset of the PDES-MAS kernel the synchronisation

algorithms are the same. For the purposes of this thesis the terms ASSK and PDES-MAS kernel are

used interchangeably, if there is a distinction to be made it is made explicitly.

ASSK consists of two types of LP, the shared state LP (SSLP) and agent LPs. The SSLP is a

centralised model of the shared state and is part of the CLPs defined in [Lees et al., 2004a]. The key

difference between the SSLP and a CLP is the omission of ports and interest management, in ASSK

there is a single SSLP avoiding the need for interest management. In general these terms can be

used interchangeably for this thesis as there is little difference between a CLP and SSLP in terms of

synchronisation. Connected to the SSLP are multiple agent LPs. These agent LPs send events (reads

and writes) to the SSLP, the SSLP may or may not respond by sending an event to the agent LP.
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6.1 Distribution

The first design decision to be taken when building ASSK kernel is the distribution infrastructure to

use. Ideally the ASSK kernel could be built using a pre-existing simulation kernel such as Georgia

Tech Time Warp [Fujimoto et al., 1997], or Warped [Martin et al., 1996]. Other options are to build

a new kernel on top of a pre-existing message passing scheme such as the Parallel Virtual Machine

(PVM) or the Message Passing Interface (MPI). This section reviews the current simulation ker-

nels and message passing schemes. The review is then used to determine which option is most

appropriate.

6.1.1 Optimistic Simulation Kernels

Georgia Tech Time Warp

Georgia Tech Time Warp (GTW) is a system designed at Georgia Tech by a group headed by Richard

Fujimoto. The system is based on the original Time Warp mechanism laid out in [Jefferson, 1985]

and was originally designed for shared memory multiprocessor machines e.g., SGI power challenge

machines, Kendall Square Research and Sequent Symmetry. More recently, distributed memory

versions have been implemented using Parallel Virtual Machine (PVM) and the Message Passing

Interface (MPI)1. Versions are available written in C and C++.

GTW is designed as a lightweight simulation kernel which provides a minimal set of

simulation primitives that allow application programmers to concentrate on system performance.

For this reason the system is written with a low-level interface. As with all parallel discrete event

simulations the simulation is split over a collection of logical processes (LPs) that communicate via

time stamped messages. GTW ensures that messages on each individual LP are processed in time

stamp order; any messages received out of time stamp order cause the LP concerned to rollback its

computation to a time before the time stamp of the late message. The rollback mechanism inside

GTW is automatic; as soon as a late message is received GTW rolls back the LP and sends out any

necessary anti-messages. In order to return the LP to an earlier state all the application programmer

has to ensure is that the relevant state variables have been check pointed, using the specified function

calls.
1The work on the MPI version was done at Birmingham University, UK
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Along with specifying the check pointed state variables the application programmer must

specify the logical processes which make up the simulation. This is achieved by specifying the pro-

cedures which are executed to process events. The application program must define the messages

which are exchanged between the LPs in the simulation. The behaviour of each LP in GTW is

specified by three procedures, IProc(), Proc() and FProc(). These three procedures deal with ini-

tialisation, event handling and finalisation respectively. While the original version of GTW does not

provide for dynamic creation of LPs the newer versions do allow this. Further information of GTW

and program examples can be found in [Fujimoto et al., 1997]. A key advantage of GTW is that it

is widely used and so many GVT, synchronisation, load balancing algorithms are already available.

Warped

Warped [Martin et al., 1996] is another Time Warp implementation which is developed at the uni-

versity of Cincinnati. The Warped project was an attempt to make a freely available Time Warp

simulation kernel that is easily ported, simple to modify and extend, and readily attached to new

applications. The primary goal of this project is to release a system that is freely available to the re-

search community for analysis of the Time Warp design space. Warped is implemented in C++ and

so has all the benefits of object oriented design. Warped is a distributed memory system developed

on top of MPI. As opposed to GTW, Warped was developed with two groups of people specifically

in mind, the application programmer (as with GTW) and the Time Warp experimenters.

As with GTW the application programmer must specify a series of functions which indi-

cate how each LP will operate. However in Warped this is achieved using several C++ features. The

simulation kernel is defined as several template classes, allowing the user to define system param-

eters without rewriting system code. Application code then inherits from the kernel code allowing

transparent access of kernel code. At present Warped does not offer facilities for dynamic load

balancing such as dynamic process creation. However, as the kernel is written on top of MPI2 it

would be possible to extend the kernel to allow this.
2MPI-2 has procedures related with dynamic process creation
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Parasol

Parasol is a multi-threaded system for parallel simulation based on mobile threads developed at

Purdue university in 1995 [Mascarenhas et al., 1995]. A distinct feature of Parasol is the use of an

active transaction flow, whereby transactions are implemented via time stamped threads rather than

messages. Mascarenhas et al., cite various advantages and drawbacks of this type of system.

Parasol is written in C++ and binds to an arbitrary message passing system (e.g., PVM,

MPI). The Parasol system consists of three layers, Application, Domain and Kernel. The kernel

layer is essentially the simulation engine and drives the other layers. The kernel layer uses the un-

derlying communication and thread layers, protecting user code from system detail. The thread sys-

tem used is the Ariadne threads system which allows dynamic creation and destruction of threads.

Clearly with a system such as this, dynamic load balancing is possible. The domain layer consists

of distinct domain libraries such as queueing, particle-physics etc. This alleviates some non-trivial

coding from the user.

An executing Parasol application consists of a main program (Unix process) which exe-

cutes simultaneously on multiple processors. Each such process is called a Parasol process which

may contain multiple LPs. Each LP maintains a calendar (event queue) and a state module (state-

saving). Parasol state-saving is transparent at the application level but global objects must be regis-

tered for saving. Parasol is a well designed system, which allows straightforward modification and

development. It is however no longer maintained and rather complex.

Parsec

Parsec is a C-based simulation language, developed by the Parallel Computing Laboratory at UCLA,

for sequential and parallel execution of discrete-event simulation models. Parsec has been used on

a wide variety of both parallel and sequential machines. It has been used on a number of parallel

applications including simulations of queueing networks, VLSI designs, parallel programs, mobile

wireless multimedia networks, ATM networks, and high-speed communication switches and proto-

cols.

A Parsec program consists of a collection of entity definitions and C functions. An entity

definition describes a class of objects; an instance of this class is an entity and represents a specific
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physical object. There is a special driver entity which initiates execution, analogous to the main

function in a C program. Entities communicate with each other using buffered message passing.

Every entity has a unique message buffer; asynchronous send and receive primitives are provided to

respectively deposit and remove messages from the buffer.

Parsec is a sequential as well as a parallel simulation engine. For this reason certain

restrictions are placed on applications. If these restrictions are not adhered to, detecting errors and

bugs will be difficult. Typically these errors will not be detected at compile time but instead will

most likely cause the program to abort or produce incorrect results. Parsec uses MPI for distributed

memory simulation and POSIX threads for parallel shared memory simulation. The system does

not support dynamic load balancing and no details are given as to how difficult implementing such

a system would be.

6.1.2 Message passing protocols

A second category of libraries belong to the message passing model. The message passing model

assumes a set of processors without shared memory which are able to communicate via sending

and receiving messages. The key point here is that for two processors to communicate both must

perform some operations. The message passing model is a popular scheme, advantages are given in

[Gropp et al., 1999a].

Parallel Virtual Machine (PVM)

One of the popular early message passing libraries was known as the parallel virtual machine

(PVM). PVM enables a collection of heterogeneous computers to behave as a virtual parallel ma-

chine. A user implements an application as a collection of cooperating tasks. The user has various

standard interface routines which enable tasks to access PVM resources. These routines allow the

initiation and termination of tasks across the network as well as communication and synchronisation

between tasks. PVM supports dynamic process creation and deletion by allowing any task to start

or stop other tasks and add or remove machines to the parallel virtual machine. While PVM was

widely popular in more recent years it has been superseded by MPI.
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Message Passing Interface (MPI)

As a result of the increasing number of message passing libraries, problems with portability were

becoming more and more prevalent. To deal with this issue the research and user communities of

message passing libraries came together in 1992 to define a message passing standard. The first

MPI standard was completed in 1994 and the second (MPI-2) in 1997.

MPI has now become the standard message passing system. Most of the simulation ker-

nels listed above (GTW, Warped) have been written in or adapted for MPI. While MPI is the

standard various different implementations are available, MPI-CH, lam-MPI, IBM MPI, etc. The

resulting implementations are often incompatible with each other which can reduce code portabil-

ity. At the core of MPI is the send and receive functions; these come in various flavours such as

blocking, non-blocking, buffered etc. Beyond this MPI provides various other services such as com-

municators where processors are grouped together. This allows a user to send particular messages

to certain groups of processors. Other interesting features include collective communication, virtual

topologies, different communication modes and so on. These features and others are described in

detail in [Gropp et al., 1999a].

Some important omissions from MPI were included MPI-2. Two important improve-

ments from MPI for the purposes of PDES-MAS are dynamic process creation and multi-thread

support. Dynamic process creation allows for dynamic load balancing by the creation and destruc-

tion of new processes. The multi-threaded support allows a separate sending and receiving thread

within each process. Further details on the MPI-2 standard can be found in [Gropp et al., 1999b].

6.1.3 Review

None of the simulation kernels here can be used off the shelf. This is due to the fact that the system

we are proposing has significant changes to low level aspects of the system (such as rollback and

state saving). From the kernels reviewed above Warped seems to be the most appropriate choice

for the development of our kernel. However, as ASSK is a stripped down kernel with only some

algorithms required all kernels will provide features which ASSK will not need. The main features

of ASSK which are commonly found in simulation kernels are listed below:

• Rollback mechanism
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• Global Virtual Time mechanism

• State saving

• Event lists

Of the four listed at least two, rollback and state saving, will need complete re-

implementation. In terms of code and design it is these two components which will require

most work. Event lists are typically straightforward to implement and shouldn’t require sig-

nificant time. The implementation of a GVT mechanism can be based on an existing GVT

algorithm, e.g., Mattern’s GVT [Mattern et al., 1991]. Considering the time required for re-

implementation and understanding of existing kernels it seems sensible to build the PDES-MAS

kernel on top of a message passing protocol. This allows for greater flexibility and control

during implementation. MPI is now the standard for message passing systems and will there-

fore be used as the basis for the PDES-MAS kernel and ASSK implementation. The follow-

ing section describes the design of ASSK, if required further reading on MPI can be found in

[Gropp et al., 1999a, Gropp et al., 1999b, Gropp et al., 1998].

6.2 Structure

Figure 6.1 illustrates the layout of an ASSK simulation

Each agent LP communicates to the SSLP via MPI send and receive calls. To enable asyn-

chronous message passing, the sending and receiving of messages is done in separate threads. In

an ASSK simulation all the agent LPs use suitably generated traces produced by an agent simulation

(see section 6.2.3). Conceptually any number of agent LPs may be attached to the SSLP. In reality

there may be limitations due to hardware restrictions. The SSLP processes each incoming event

from the agent LPs and updates the shared state which it maintains. Any necessary rollbacks are

generated and sent out via MPI to the appropriate agent LPs. In response the agent LPs will move

back up the list of events within the trace and re-send all events after the rollback time.
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SSLP

Agent lp

Agent lp

Agent lp

Agent lp

FIGURE 6.1: ASSK layout

6.2.1 Shared State Logical Processes

The shared state LP is part of the Communication Logical Process (CLP) described in

[Lees et al., 2003a]. The main purpose of the SSLP is to maintain the shared state and monitor

all reads and writes, which we collectively term accesses, made to the shared state by the agent LPs.

Figure 6.2 gives a conceptual view of the shared state. For each variable in the shared state a list

of accesses is maintained, retaining previous values and their times. The figure depicts a series of

state variables vi . . . vz with various events applied to each. An event is represented as a tuple in

this case, < actor, action, time >, denoting the agent actor performed the action (read or write)

at time.

This view, while correct is not very efficient in terms of storage. A record of every access

made (read or write) must be maintained for all variables. However, the purpose of storing previous

accesses is to enable rollback to occur. That is, if a rollback occurs on a particular variable v at time

t we must be able to:

• Restore the value of the v at time t
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vj
vk

vi <A ,R,t=3>2

<A ,R,t=2>1

<A ,R,t=1>1

<A ,R,t=1>2 <A ,W,t=4>1

1<A ,W,t=2>

vy
vz

<A ,R,t=5>1

<A ,R,t=3>2<A ,W,t=2>1

State Variables & Access Patterns

FIGURE 6.2: Conceptual view of the shared state

• Rollback all events invalidated by the rollback

To achieve greater efficiency we re-organise the view of the shared state. Rather than have

a list of accesses for each variable we have a list of write periods. A write period can be thought of

as a period of time where a state variable maintains a particular value. A write period starts when

the value of state variable changes and ends when it changes again. A write period data structure

stores the value of a variable over some time period. The write period also stores the most recent

read from agents who read that value over the same time period. Figure 6.3 illustrates this concept.

The example in figure 6.3 shows the state variable vi with two write periods. The first

write period was created by a write event from agent Ag1 at time 1. Subsequently both agent Ag1

and Ag2 read vi at times 2 and 3 respectively obtaining a value of 34. The end time of the write

period was determined when the next write event for vi was received, which in this case was again

from agent Ag1. Notice that this second write period is still open and hence the end time is set to

infinity. Also note that although the read list only contains three read events, in reality they may

have been many more. The read-list only stores the most recent read from each agent. For example

agent Ag2 has a read listed at time 9, it may be that agent Ag2 read at times 6 and 8 also. It is not

necessary to store all reads. The reason for storing the reads is in case of rollback. For example, if

we consider the state shown in figure 6.3 then a write with value 42 to vi at time 6 would indicate

that Ag2 and Ag3 have read incorrect values. Ag2 read vi at time 9 with a value 38, the correct

value should have reflected the write at time 6 which is 42. So if Ag2 had also read vi at time 8 it
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Value: 34
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Agent: Ag1 Agent: Ag1

Agent: Ag1

Agent: Ag1 Agent: Ag1 Agent: Ag1

Write Periods

FIGURE 6.3: Shared state with write periods

would make no difference to rollback as the rollback would still be to time 6. This is because we

don’t know what other actions Ag2 performed after time 6, if may have read other state variables.

The reason Ag2 read the other state variables may be affected by the write at time 6. In a non

deterministic agent simulation this may in fact cause the agent to not replay the reads.

6.2.2 Maintaining the SSLP

As previously stated one of the key purposes of the SSLP is to maintain the shared state variables.

The main tasks of the SSLP are:

1. Receive incoming events from agent LPs

2. Detect rollback situations and generate rollback messages

3. Send out rollback and GVT messages to agent LPs



6. THE ASSK KERNEL 98

The SSLP consists of three processing threads: a main thread, a send thread and a receive thread. If

the system is using decision theoretic processing an extra thread is used to delay incoming reads.

Figure 6.4 gives an overview of the SSLP layout.

Send and receive threads

The MPI-2 standard allows for multi-threaded support. However at the time of writing no fully

multi-threaded free MPI implementation exists. Current MPI implementations place a restriction

on the code, in that the user must guarantee that at any one time only one thread may make MPI

calls.

To work around this issue various designs were implemented and tested within ASSK.

One design used a single thread for sending and receiving messages. The thread initiates a non-

blocking MPI receive command; this allows the user code to proceed before the receive completes.

MPI provides a test() call which returns true if the receive has completed. The single send and

receive thread works on this principle. Firstly it posts a non-blocking receive, it then tests the receive

and loops sending out messages from its send queue (via buffered send) until the receive completes.

However, this design is unsafe in an MPI context in that it relies on buffered communication. If

the buffer becomes full it is possible to deadlock two processes whereby both are issuing send

commands to the other. A second design for send and receive threads involves using a separate

thread for both sends and receives and enclosing all MPI calls within a mutex lock. This prevents

different threads from the same process calling MPI concurrently, which would lead to undefined

behaviour. To prevent unnecessary scheduling of the send and receive threads semaphores s and

s2 (see figure 6.4) are used to only signal the threads when a message is sent or received. It is the

second design which is used within ASSK. The same style send and receive threads are also used by

the agent LPs for asynchronous communication.

Main thread

Execution of the main thread proceeds upon the receipt of a message from an agent LP by the

receive thread. The message is received via the MPI IRecv call in the receive thread, and queued

into a receive queue. The main thread checks the receive queue and processes messages from the

front. A simple switch statement is used to execute the appropriate code for the appropriate message
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type. The code for processing each message will typically involve updating the write period table

by adding a new write period or modifying an existing one by adding to the read-list. A rollback

occurs when a late write is received by the SSLP (see section 6.3.1 for a detailed description of the

rollback algorithm). Any messages created as a result are placed into the send queue and the send

thread is signalled.

Event Stored in
sslp table

Shared State LP

v
j

v
k

v
i

v
y

v
z

Start Time: 4 End Time: 

Read List: [(Ag2,9),(Ag3,6),(Ag4,5)]
Value: 38

Start Time: 2 End Time:

Read List: [(Ag1,21),(Ag3,31)]
Value: 3

Start Time: 2 End Time: 5

Read List: [(Ag1,2),(Ag2,3)]
Value: 30

Start Time: 1 End Time: 2

Read List: [(Ag1,2)]
Value: 26

Start Time: 1 End Time: 4

Read List: [(Ag1,2),(Ag2,3)]
Value: 34 Agent: Ag1 Agent: Ag1

Agent: Ag1

Agent: Ag1 Agent: Ag1
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while(not end){
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}
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Sched_yield()
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while(not end){
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}

MPI_Test(Recv)

Sched_yield()
}

SendQ
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Case RB:

Case W:
...
Case R:
P(s2)
Switch(MsgType)

...

...

Receive Thread

Send Thread

Rollback/Read Response
Generated

FIGURE 6.4: Overview of SSLP

6.2.3 Agent Logical Processes

An agent LP consists of four threads of control. The agent LP reads the list of accesses from the

specified trace file into an event list data-type within the agent LP. This event list then behaves as

if the agent LP were generating the events at runtime. The agent LP proceeds by moving messages

from its event list to its send queue, moving the pointer to the head of the event list up or down

as events are sent to the SSLP (move down list) or rolled back (move back up list). The agent

thread inserts appropriate user defined real and virtual time delays between generation of subsequent

events. This allows the simulator to model different types of agents by using large (heavy-weight)

and small (reactive) real time delays between events. This system retains authenticity while avoiding

the need to develop a fully fledged event driven agent simulation. Using a trace also improves
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repeatability, enabling the experimenter to re-run the exact same experiment any number of times.

The four threads of control in the agent LP are: a main thread, a send thread, a receive

thread and the agent thread. Figure 6.6 gives an overview of the layout of an agent LP.

Send and receive thread

The send and receive threads are very similar to that used by the SSLP. One key distinction is that

the send message method is re-defined for agent LPs. The send message method for agent LPs has

an extra restriction when sending messages. This condition determines if the next message in the

send queue is within the current time window. If the message has a virtual timestamp outside the

current allowed window no send is performed. Each time the agent LP receives a GVT update the

window is extended as the window is defined as WindowSize + GV T . The send message method

also differs from that of the SSLP in that all sent messages are stored in a sent list. This sent list

is used as a convenient way of undoing invalid messages sent by this agent LP after a rollback (see

section 6.3.1).

Main thread

The main thread of the agent LP is similar to the SSLP main thread in that execution proceeds upon

the receipt of messages. The agent LPs only receive two different types of message, a rollback

message and a GVT message. Upon receiving a GVT message the agent LP simply updates its own

GVT and proceeds. The GVT algorithm is described further in section 6.3.2. Upon receiving a

rollback message the agent LP calls its own process rollback method which is described fully in

section 6.3.1.

Agent thread

In ASSK no actual agent simulation occurs in real time. Instead a trace of an agent simulation is

used to generate events as if they had been done in real time. It is the job of the agent thread to

simulate real time agent behaviour by transferring events from the agent LP’s event list to its send

queue3. The agent thread gives the experimenter complete control over the way in which the real
3To enable real time agent simulation we would replace the agent thread with an event driven agent simulation.
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and virtual time increments between cycles are generated.

Traces

ASSK does not currently interface with an agent simulation, instead it uses trace output of events,

generated a priori by an agent simulation. There are two reasons for using trace inputs with ASSK.

The first is the benefits determinism brings, using trace input enables experimental repeatability4 .

The second reason is that at the time of writing no optimistic discrete event agent simulations exist.

The trace files are a list of read and write events made by the agents within a pre-run

simulation (e.g., SIM AGENT). Each agent in the simulation generates its own trace file which

contains the read and writes it makes during execution. Each event within the trace file is of the

form:

< actor: agent1 action: read slot: sim y object: object4 cycle: 1 >

The example above is taken from a SIM AGENT simulation. It records agent1 reading

the sim y slot of object4 at cycle 1. SIM AGENT operates in sense-think-act cycles, so typically an

agent will generate multiple read and write events at each cycle. At startup each agent LP reads its

trace file, translates each event entry into the appropriate message type and stores all messages in its

event list. The agent thread transfers messages from the event list into the send queue, this is known

as event generation. Before each event is generated, if the event is the first of a new cycle the agent

thread uses the specified real and virtual distributions to generate real and virtual cycle times. The

virtual cycle time is applied at the end of each cycle. For example if the distribution generates a

virtual cycle time of 15 and the agent is currently at virtual time 30, the reads and writes of the next

cycle will all have a virtual timestamp of 45. The real cycle time is applied at the start of each cycle

also, i.e., between the writes of cycle n ! 1 and the reads on cycle n.

ASSK places no constraint on the type of simulation used to generate the agent traces,

the events can be generated from a parallel, sequential, event driven or time stepped simulation.

When the traces are re-executed in an ASSK simulation the events may occur in a different causal

order. Allowing ASSK to globally re-order the simulation events provides greater flexibility in that
4If random seeds are recorded a high level of repeatability is possible, obviously there will always be a small amount

of uncontrollable noise in the system due to CPU and communication load



6. THE ASSK KERNEL 102

experiments can be repeated on the same set of events using different distributions to model the

agents real and virtual cycle times. So while the causal order of the traces may not be preserved the

simulation contains the same number of events and is still indicative of an agent simulation with the

same configuration (i.e., environment size, number of agents etc.).

Real cycle time

The real time frequency with which the agent thread generates events can be defined by the ex-

perimenter using an artificial delay procedure. This is intended as a means of controlling agent

speed, allowing the experimenter to investigate the relationship between agent speed and rollback.

This artificial delay is implemented as a sleep function between cycles which stops the agent thread

generating events for the specified time. Consider the sense-think-act cycle of a typical agent (see

figure 6.5).

2. Wait For R read responses
1. Generate R read events

3. Update local variables

Sensing Thinking Time
1. Match Rules 
2. Execute Rules

Acting Time
1. Update local variables
2. Generate W writes
3. Send Writes

FIGURE 6.5: Overview of an agent cycle time

Given this structure it is possible to state that, regardless of the type of agent, there will

be some real time delay between subsequent cycles from a single agent. The artificial delay total is

then made up of two components:

artificialdelay = minimumcycletime + variablecycletime

The minimum cycle time is a constant real time cost that is paid at every cycle. This cost

is associated with the time spent generating one read and one write. This is based on the assumption

that at least one write and read is made by the agent5. The variable cycle time is the variable cost

that depends on the number of events generated and the complexity and size of the agent’s rule

system. The variable cycle time is generated from a normal distribution with a specified mean and

standard deviation. However, any type of distribution can be used.
5If the agent performs no writes or reads then it has no events and therefore no cycles
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Virtual cycle time

While it is possible to draw conclusions about the minimum real time interval between subsequent

cycles of an agent, it is not possible to do the same with virtual time. The virtual time increment

between two cycles of an agent depends upon the agent model. In terms of the kernel the only

assumption is that the virtual time increment is in the range (0, inf).

<R,2,y1..>
<W,2,x1..>
<W,3,y2..>
<R,4,x1..>
<R,7,z1..>

Event list
producded from
SIM_AGENT run

Agent LP

Agent Thread
Send Thread

while(not end){

P(s)
MPI_Isend(Send)

While(Not Send){

}

MPI_Test(Send)

Sched_yield()

}

Receive Thread

While(Not Recv){

while(not end){

MPI_IRecv(Recv)

queue(recv_msg)
}

MPI_Test(Recv)

Sched_yield()
}

Se
nd

Q

V(s)

SendQ
V(s)

Case RR:
...
Case RB:
...
Case GVT:
...

Switch(MsgType)

P(s2)

Main Thread

V
(s

2)

Re
cv

Q

Recv

Send

FIGURE 6.6: Overview of an agent LP

Undo cost

Agent simulations often include agents with significant amounts of state, which means rolling back

an agent can be costly. To enable realistic simulation, the agent thread has a run time parameter

which sets the cost of undo computation. This is intended to model the real time cost associated

with restoring the agent’s local state when a rollback occurs. The cost is applied whenever an agent

receives a rollback and is implemented by delaying the agent for the time specified by the parameter.

The undo cost is also used by the decision theoretic algorithm when determining rollback cost (see

equation 5.2).
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6.3 Algorithms

This section describes the parallel discrete event simulation algorithms implemented within ASSK.

6.3.1 Rollback

Rollback is a key part of any optimistic parallel discrete event simulation and ASSK in no exception.

In section 3.3.3 and [Lees et al., 2003c] a new style of optimistic simulation is introduced based

upon read/write events acting upon a shared state. It is this which forms the basis of the rollback

algorithm in ASSK. In section 3.3.3 we showed that rollback is only necessary under such a scheme

when a certain sequence of events occurs, known as a rollback pattern. In particular rollback on a

particular state variable is only necessary when a write is received with a lower time stamp than an

existing read on the same state variable. It is this situation which is the sole instigator of rollbacks

within ASSK. Therefore a rollback occurs when the SSLP receives a late write from one of the agent

LPs.

The rollback occurs in three stages, with the last two being repeated. These stages are:

• rollback creation - rollback is detected and created by SSLP;

• anti-message generation - agent LPs receive rollback messages and send out anti-messages

for all incorrectly sent messages; and

• event removal - SSLP receives anti-messages and removes incorrect events, possibly generat-

ing more rollback messages.

Rollback creation

When the SSLP receives a late write w with time stamp t to a state variable v, the SSLP checks

the existing write periods of v and locates the point in the list of write periods where w should be

inserted. This may involve splitting an existing write period wp with start time ts and end time

te, such that ts < t < te. We can now say that all reads performed on wp with a time stamp

greater than t are invalid; they should reflect the value written by w not by wp. The algorithm then

sends rollback messages to the agents which performed reads on v with a time stamp tr, such that

t < tr # te. Reads which occur after te (i.e., during the next write period) are not necessarily
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invalid. These events persist unless they are later found to be invalid and so cancelled by anti-

messages (see below). If there are invalid reads which need to be rolled back, a rollback tag is

created. A rollback tag is defined as a tuple (SsvId : T imestamp : RealT ime). The first entry

identifies the original state variable which received the late write, T imestamp is the time stamp

of the late write. RealT ime is used to distinguish between cases where the same straggler write

causes the same rollback at two different points in real time. The rollback tag is passed with each

rollback message. The agent LPs use the rollback tag to ensure that one agent can only rollback

once due to any particular straggler write6.

Anti-message generation

Upon receiving the rollback message each agent firstly checks the rollback tag. If the agent hasn’t

seen this rollback tag previously, the agent LP enters rollback mode. The key point of rollback mode

is that the agent thread stops transferring events from the event list to the send queue. This avoids

the possibility of the agent thread moving the head of the event list down (sending) while the main

thread moves it up (rollback). The next stage involves the agent LP processing the list of events it

has sent. Here the agent generates anti-messages for all events it sent out with time stamp greater or

equal to t (i.e., all those events sent after the time of the rollback). These are then placed in the send

queue of the agent LP and sent to the SSLP. Once all messages have been queued the head of the

event list is moved to the appropriate event, that is the first event with time stamp greater or equal

to t. At this point the agent thread sleeps for the real time specified by the undo cost. The agent

LP then exits rollback mode and resumes processing as normal, re-sending those events which have

been rolled back. The play back of events here is deterministic (the trace files don’t change), for

agent simulations in general determinism may not be guaranteed. This however, does not have any

implication for the algorithm. This algorithm makes no assumptions about whether or not a rolled

back event will occur again.

Event removal

The SSLP will then typically receive a series of anti-messages from agents which have been rolled

back. These anti-messages are treated in a similar way to a late write but with subtle differences.
6A straggler write with the same timestamp, but different real time creation are considered different.
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The purpose of the anti-message is to retract an event which has been performed by the sending

agent LP. Firstly the SSLP determines which state variable the anti-message is for. It then processes

that state variable removing the event which the anti-message matches. If this is a write event then

the SSLP generates and sends rollback messages to agents who read the value (i.e., all agents in the

read list of the write period). If the anti-message corresponds to a read event then the read event

is simply removed. Once the rollback messages are sent, the agents receive them and repeat the

anti-message processing section.

Although event removal can generate more rollback messages, and then those rollback

messages cause more event removal in turn, the rollback algorithm will terminate. Through the use

of rollback tags we can guarantee that in the worst case we will have at most one rollback on each

agent for a single late write message. This relies on an important observation that after rollback

creation with timestamp t, subsequent rollbacks must have a time stamp greater or equal to t. The

rollback algorithm doesn’t require that the whole system stop, only the LPs involved must stop

generating new events. Although at present the SSLP is non-distributed this algorithm will work in

the distributed case (i.e., a CLP).

6.3.2 Global Virtual Time - GVT

ASSK is currently a centralised system. All messages are sent to the SSLP and so it has global knowl-

edge of the system. Computation of GVT in such a system is easier. GVT is the minimum time

stamp of any future message. Calculation of GVT is complicated by two well known problems, the

transient message problem and the simultaneous reporting problem. The first, as the name suggests,

concerns messages which are in the communication network during a GVT computation and so

not accounted for. The latter concerns asynchronous GVT computation where different LPs calcu-

late their own GVT at different wall clock times. Two well known asynchronous algorithms exist

which solve these problems [Fujimoto, 2000]. These algorithms are known as Samadi’s GVT al-

gorithm [Samadi, 1985] which requires message acknowledgements and Mattern’s GVT algorithm

[Mattern et al., 1991]. ASSK uses Mattern’s algorithm avoiding the need for message acknowledge-

ments.
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CHAPTER 7

EXPERIMENTS

In chapters 3-6 a parallel discrete event simulation kernel for multi-agent systems was presented,

the PDES-MAS kernel. Chapters 4 and 5 described two approaches to optimistic synchronisation

designed for this kernel. This chapter presents experimental results obtained from investigations of

the kernel and the two approaches to synchronisation.

To investigate the operation of the PDES-MAS kernel various experiments were performed

using a variety of different trace files (see section 6.2.3). These trace files can be divided into two

distinct sets. Firstly, a series of testbed traces are generated using real agent simulations. Here we

use the SIM AGENT toolkit to generate the traces used by the kernel. However any toolkit which

can output accesses in the correct format could have been used. In the experiments presented two

different simulations are used, SIM TILEWORLD and SIM BOIDS, which are SIM AGENT implemen-

tations of Tileworld [Pollack and Ringuette, 1990] and Boids [Reynolds, 1987]. The second set are

artificial traces which are generated by hand. These artificial traces are constructed so as to repli-

cate particular access patterns typical in agent simulation. Constructing traces in this manner means

it is possible to isolate single patterns of access and so enables better understanding and analysis of

experimental results.

In the following section a more detailed description of the trace input used in the experi-

ments is given, including thorough descriptions of the two agent simulations used. This is followed

by an overview of the experimental plan, describing each experiment set including what the exper-

iment was intended to show. The remainder of the chapter presents each experiment set in turn,

along with an analysis of the results.
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7.1 Experimental input

As previously stated, the ASSK kernel does not currently interface directly with a MAS simulator.

Rather it takes as input event traces from a MAS simulation. These trace files are a list of access

events, each of which represents a single operation on a shared state variable. This section describes

all sets of traces generated for the purposes of these experiments.

7.1.1 Testbed traces

In this section the algorithms are tested using traces generated using two agent testbeds developed

using the SIM AGENT toolkit. We first give an overview of the SIM AGENT toolkit.

An overview of SIM AGENT

SIM AGENT is an architecture-neutral toolkit originally developed to support the exploration of al-

ternative agent architectures [Sloman and Poli, 1996, Sloman and Logan, 1999]. It can be used both

as a sequential, centralised, time-driven simulator for multi-agent systems, e.g., to simulate software

agents in an Internet environment or physical agents and their environment, and as an agent imple-

mentation language, e.g., for software agents or the controller for a physical robot. SIM AGENT has

been used in a variety of research and applied projects, including studies of affective and deliber-

ative control in simple agent systems [Scheutz and Logan, 2001], agents which report on activities

in collaborative virtual environments [Logan et al., 2002] (which involved integrating SIM AGENT

with the MASSIVE-3 VR system), and simulation of tank commanders in military training simula-

tions [Baxter and Hepplewhite, 1999] (for this project, SIM AGENT was integrated with an existing

real time military simulation).

In SIM AGENT, an agent consists of a collection of modules representing the capabilities

of the agent, e.g., perception, problem-solving, planning, communication etc. Groups of modules

can execute either sequentially or concurrently and with differing resource limits. Each module

is implemented as a collection of rules in a high-level rule-based language called POPRULEBASE.

However the rule format is very flexible and the toolkit also supports hybrid architectures including,

for example, symbolic mechanisms communicating with neural nets and modules implemented in

procedural languages. The rulesets which implement each module, together with any associated
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procedural code, constitute the rulesystem of an agent. The toolkit can also be used to simulate the

agent’s environment and SIM AGENT provides facilities to populate the agent’s environment with

user-defined active and passive objects (and other agents).

Simulation proceeds in three logical phases: sensing, decision making and action execu-

tion (see Figure 7.1).

run condition 
Phase Two Phase Three

rules and setup

Phase One
Get new sense

data
actions

Perform Actions
and send 
messages

FIGURE 7.1: Logical structure of a simulation cycle

In the first phase each agent’s internal database is updated according to what it senses and

any messages sent at the previous cycle. Within a SIM AGENT simulation, each object or agent has

both externally visible data and private internal data. The internal data can be thought of as the

agent’s working memory or database. The database is used to hold the agent’s model of the envi-

ronment, its current goals, plans etc. The internal data is ‘private’ in the sense that other objects or

agents have no direct access to it. The external data is data which conceptually would be externally

visible to other objects in the environment, things such as colour, size, shape etc. For example, if an

agent’s sensors are able to see all objects within a pre-defined distance, the internal database of the

agent would be updated to contain facts which indicate the visible attributes of all objects which are

closer than its sensor range.

The next phase involves decision making and action selection. The contents of the agent’s

database together with the new facts created in phase one are matched against the conditions of

the condition-action rules which constitute the agent’s rulesystem. It may be that multiple rule

conditions are satisfied, or that the same rule is satisfied multiple times. SIM AGENT allows the

programmer to choose how these rules should run and in what order. For example a program may

require that only the first rule matched runs or that every satisfied rule should run. It is also possible

to build a list of all the executable rules and then have a user-defined procedure order this list so that

only certain rules (e.g., the more important rules) are run or are run first. These rules will typically
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cause some internal and/or external action(s) to be performed or message(s) to be sent. Internal

actions simply update the agent’s database and are performed immediately. External actions change

the state of the environment and are queued for execution in the third phase.

The final phase involves sending the messages and performing the actions queued in the

previous phase. These external actions will usually cause the object to enter a new state (e.g., change

its location) and hence sense new data.

The three logical phases are actually implemented as two scheduler passes for reasons of

efficiency. In the first pass, the scheduler, sim scheduler, processes the list of agents. For each

agent, the scheduler runs its sensors and rulesystem. Any external actions or messages generated by

the agent in this pass are queued. In the second pass, the scheduler processes the message and action

queues for each agent, transferring the messages to the input message buffers of the recipient(s) for

processing at the next cycle, and running the actions to update the environment and/or the publicly

visible attributes of the agent.

SIM AGENT provides a library of classes and methods for implementing agent simula-

tions. The toolkit is implemented in Pop-11, an AI programming language similar to Lisp, but with

an Algol-like syntax. Pop-11 supports object-oriented development via the OBJECTCLASS library,

which provides classes, methods, multiple inheritance, and generic functions.1 SIM AGENT defines

two basic classes, sim object and sim agent, which can be extended (subclassed) to give the

objects and agents required for a particular simulation scenario. The sim object class is the

foundation of all SIM AGENT simulations: it provides slots (fields or instance variables) for the

object’s name, internal database, sensors, and rulesystem together with slots which determine how

often the object will be run at each timestep, how many processing cycles it will be allocated on

each pass and so on. The sim agent class is a subclass of sim object which provides simple

message based communication primitives. SIM AGENT assumes that all the objects in a simulation

will be subclasses of sim object or sim agent.

We now describe the two testbeds used and the contents of the shared state in each case.

The first is a version of the Tileworld [Pollack and Ringuette, 1990] testbed SIM TILEWORLD, see

figure 7.1.1(a). The second is an implementation of boids [Reynolds, 1987] called SIM BOIDS, see

figure 7.1.1(b).
1OBJECTCLASS shares many features of the Common Lisp Object System (CLOS).



7. EXPERIMENTS 111

(a) SIM TILEWORLD screen shot. (b) SIM BOIDS screen shot.

FIGURE 7.2: SIM AGENT testbeds

Characterising a set of traces can be done using two values. Firstly the size of the shared

state. Experiments should be performed on simulations with state sizes varying from small to very

large. Secondly, the pattern of access to that shared state. This can be defined as the percentage of

critical accesses, that is the ratio
criticalaccesses

totalaccesses

In the following sections the variable parameters of each testbed are described along with the affect

the parameters should have on the trace characteristics.

SIM BOIDS

Boids was originally developed for modelling coordinated animal motion such as flocking birds or

schools of fish [Reynolds, 1987]. The boids testbed is very simple. Each agent has three rules:

separation, cohesion and alignment. Separation causes the agent to move itself away from other

agents which are too close. Cohesion is the opposite of separation and causes the agent to move

toward the centre of the flock. The ideal separation which determines the behaviour of the cohesion

and separation rules is a parameter which is set by the experimenter. Alignment causes the agent

to rotate itself to point in the same direction as the other agents. Each agent has its own local

viewpoint of the flock behaviour and forms its decisions based on information it collects about
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other boids within its sensor range. Each boid’s sensor range is defined by a sensor angle and a

sensor distance (see figure 7.3)2.

Sensor angle

Sensor distance

FIGURE 7.3: Boid agent sensor range

The three rules result in a flock of agents which visually emulate a flock of birds or herd

of animals. The testbed is particularly useful as there is no external environment other than the

agents themselves. It is therefore easy to estimate rollback frequency through physically watching

a run. Runs where the agents manage to form a flock are likely to have higher numbers of critical

access which results in higher rollback frequency, whereas runs where no real flock forms should

have fewer rollbacks. In boids the shared state consists purely of the agents x and y positions. For

a boids simulation consisting of 16 agents there will be a total of 32 SSVs, 16 x position values and

16 y position values.

The SIM BOIDS testbed has parameters which allow the setup to be configured to generate

different sets of traces. The parameters which are varied for the traces used here are:

1. Environment size - the empty space the boids can move in, the edges are wrapped so a boids

moving off the right edge brings the boid out on the left edge

2. Number of agents

3. Sensor distance - see figure 7.3
2Although this imagine depicts the boid as triangular, for the purposes of sensing the boids are treated as a single point

at the centre
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4. Sensor angle - see figure 7.3

5. Minimum acceleration - Minimum rate at which boid can adjust its speed

6. Maximum acceleration - Maximum rate at which boid can adjust its speed

7. Minimum speed - Minimum speed of boid, this affects how quickly the boids can move in

and out of the flock

8. Maximum speed - Maximum speed

9. Ideal separation - the distance the boids try to achieve when executing their separation and

cohesion rules

Table 7.1 indicates the value (where the value is fixed) or range (when the value is varied)

of each parameter used for generating the traces.

Parameter Range/Value
Environment size [200x200, 1000x1000] (100x100 increments)
Number of agents 2,4,8,16
Sensor distance 50
Sensor angle (degrees) 90
Minimum acceleration -2
Maximum acceleration 2
Minimum speed 1
Maximum speed 10
Ideal separation 30

TABLE 7.1: The variation of parameter settings for SIM BOIDS testbed

All parameters could be varied, such as the sensor distance or angle. However, the aspects

of interest for the purpose of synchronisation are the size of the shared state and the percentage of

common accesses. Increasing the sensor range of the boids increases the likelihood of a flock

forming and so increases the percentage of common accesses. The same result can be achieved

by decreasing the environment size; smaller environments increase the chance of flocking and so

increases the percentage of common accesses.
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SIM TILEWORLD

Tileworld is a well established testbed for agents [Pollack and Ringuette, 1990]. It consists of an

environment which contains tiles, holes and obstacles, and an agent whose goal is to score as many

points as possible by pushing tiles to fill in the holes. The environment is dynamic: tiles, holes

and obstacles appear and disappear at rates controlled by the simulation developer. Tileworld has

been used to study commitment strategies (i.e., when an agent should abandon its current goal

and replan) [Pollack et al., 1994] and in comparisons of reactive and deliberative agent architec-

tures [Pollack and Ringuette, 1990]. SIM TILEWORLD is an implementation of a multi-agent Tile-

world [Ephrati et al., 1995], which consists of an environment and one or more agents (see Fig-

ure 7.1.1(a)).

For the SIM TILEWORLD example three subclasses of sim objectwere defined to rep-

resent holes, tiles and obstacles, and two subclasses of sim agent to represent the environment

and the agent. The subclasses define additional slots to hold the relevant simulation attributes, e.g.,

the position of tiles, holes and obstacles, the types of tiles, the depth of holes, the tiles being carried

by the agent etc. By convention, external data is held in slots, while internal data (such as which

hole the agent intends to fill next) is held in the agent’s database.

The simulation consists of two or more active objects (the environment and the agent(s))

and a variable number of passive objects (the tiles, holes and obstacles). At simulation startup,

instances of the environment and agent classes are created and passed to the scheduler. At each cycle

the scheduler runs the environment agent to update the agents environment. In SIM TILEWORLD

the environment agent has a simple rulesystem with no conditions (i.e., it runs every cycle) which

causes tiles, obstacles and holes to be created and deleted according to user-defined probabilities.

The scheduler then runs the agents which perceive the new environment and update their internal

database with the new sense data. The sensors of an agent are defined by a list of procedures and

methods (conventionally sim sense agent methods for the classes involved in the simulation,

but any procedures can be used). Any object in the simulation objects list which ‘satisfies’ these

procedures or methods (in the sense of being an appropriate method for the object class in the

case of methods or returning sensor data in the case of procedures) is considered ‘sensed’ by the

agent. The agents then run all rules which have their conditions satisfied (no ordering of the rules is
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performed). Some of the rules may queue external actions (e.g., moving to or pushing a tile) which

are performed in the second pass of the scheduler at this cycle. This completes the cycle and the

process is repeated.

The agents implemented and used to collect the traces for the experiments presented here

are purely reactive and do no planning. Each agent moves randomly until it locates a tile, and then

moves to the square which contains the tile. Once it reaches the same square as the tile it picks it up

and moves randomly with the tile until it locates a hole. Once the agent locates a hole it moves to

the hole and drops the tile into the hole. The hole is them deemed to be filled and both tile and hole

disappear. The agent has a basic memory of objects and remembers objects it has seen in the last

twenty cycles. If it revisits a location where objects may have moved or been removed it updates

its internal map of the environment appropriately. As with Boids, the shared state of Tileworld

consists of x and y positions of objects within the environment. However, unlike Boids there are

objects within the environment other than the agent themselves, these are tiles, holes and obstacles.

New tiles, holes and obstacles are created randomly during a Tileworld simulation it is therefore

impossible to know how many SSVs there will be for any given simulation.

Tileworld is a highly configurable environment making it possible to generate traces with

a variety of different access patterns. The set of parameters used in the experiments is given in ta-

ble 7.2. Testing the algorithm on a large range of parameters will show performance for simulations

with a large spectrum of parallelism, from those with very little coupling (large number of critical

accesses) to those almost completely parallel (no critical accesses). The SIM TILEWORLD testbed

parameters which allow the setup to be configured to generate traces with varying characteristics

are:

1. Environment size - the number of squares in the Tileworld environment

2. Creation Probability - the probability of creating a new hole, tile or obstacle

3. Object life time - the number of cycles a hole, tile or obstacle exists for before it is removed

from the environment

4. Number of agents

5. Sensor range - the distance (Huffman) an agent can see in terms of number of squares
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Table 7.2 indicates the value (where the value is fixed) or range (when the value is varied)

of each parameter used for generating the traces,

Parameter Range/Value
Number of Agents 2,4,6,8,10
Creation Probability 0.2,0.4,0.6,0.8,1.0
Environment Size (squares) [20x20,100x100] (10x10 increments)
Object life time (cycles) 50
Sensor range (squares) 5

TABLE 7.2: The variation of parameter settings for SIM TILEWORLD testbed

7.1.2 Artificial traces

Using artificial traces to test the PDES-MAS kernel allows testing of particular aspects of the kernel

and the synchronisation algorithms in particular. In this section each of the artificial trace files is

presented along with a description of why each trace file is significant and how it relates to events in

a real agent simulation. The artificial traces use simple access patterns and small numbers of agents

which makes it easier when drawing conclusions and analysing results.

Two agents

Considering two agents, the accesses between them can be divided into four patterns depending on

the movement of the agents. These patterns are depicted in figure 7.4.

Figure 7.4(a) shows two agents with no common access, at no point does either agent

move within the sensor range of the other. Figure 7.4(b) illustrates two agents with constant cou-

pling; the coupling is also affected by the types of accesses being performed. Figures 7.4(c) and

7.4(d) show situations where the agents move in and out of each other’s sensor range. In the cou-

pling all case, it is possible to have both agents reading and writing to the same state variable, one

agent reading and the other reading and writing and finally both agents just reading. We define these

cases as full coupling all, half coupling all and no coupling all respectively.

To clarify, the types of access patterns between two agents within each other’s sensor

range can be characterised into further sets according to the frequency and types of critical accesses:

No-coupling - Agents don’t make any critical accesses (see figure 7.5(a)).
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(a) Coupling none (b) Coupling all

(c) Coupled in (d) Coupled out

FIGURE 7.4: Different movement patterns of two mobile agents

Full-coupling - Agents both read and write to same SSV (see figure 7.5(b)).

Half-coupling - One agent reads to an SSV that the other writes to (see figure 7.5(c)).

Two-SSVs - Cyclic case, agent 1 reads an SSV which agent two writes to. Agent 2 then reads

another SSV which agent one writes to (see figure 7.5(d)).

Over the period of the simulation the access pattern between the two agents can change

from one category to another at any point. For example agents can go from no-coupling to full-

coupling to half-coupling etc. For testing purposes the cases which are examined are:

1. No-coupling-all - The agents read the same SSV

2. Full-coupling-all - Agents both read and write to same SSV

3. Half-coupling-all - One agent reads to an SSV that the other writes to

4. Two-SSVs-all - Cyclic case, agent one reads an SSV which agent two writes to. Agent two

then reads another SSV which agent one writes to.
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FIGURE 7.5: Different access patterns between two mobile agents

5. Half-coupling-in - Two agents don’t make any common accesses for half the simulation and

then begin to read and write to the same SSV half way through.

6. Half-coupling-out - Two agents begin reading and writing to the same SSV and then stop at

the mid point of the simulation.

The six cases chosen for tests are intended to show the behaviour of the algorithm for

particular interesting cases. Case one is used to check performance of the system when no rollback

occurs. This is the limit case where any synchronisation mechanism should operate purely opti-

mistically. This case applies when the two agents don’t operate on any of the same variables or only

read to the same state variable. The second case applies when the two agents both read and write to

the same state variable; a typical example of this is when two agents push a tile in Tileworld. The

third case occurs when one agent writes to a state variable that the other agent reads. Again using

the example of Tileworld this case represents operations on an agents own position, an agent will
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write its own position which is read by other agents. The fourth case includes two state variables

where there is a cyclic rollback dependency between the two agents; this is typical of two agents

sensing one another’s position. Figure 7.5(d) illustrates this cyclic dependency, where both agents

can cause a rollback on the other. Agent 1 in this example will cause agent 2 to rollback if it applies

a late write to variable U and agent 2 will cause a rollback on agent 1 if it applies a late write to

variable V. This case is difficult for any adaptive synchronisation scheme, as under estimating the

degree of optimism can lead to problems. Generally the throttled agent will be executing at a faster

rate (LVT progression), if the throttling is too great it may allow the slower agent to progress ahead

which may result in the slower agent being rolled back. In this simple case the best any algorithm

can hope to achieve is to cause both agents to progress at approximately the same rate of LVT pro-

gression. Finally the fifth and sixth sets of traces are intended to show how the algorithms adapts to

changes in access patterns during the simulation.

Three agents

Using three agents it is possible to generate traces which cannot be achieved with just two. The

cases investigated here are,

1. One agent reads and two write to the same state variable

2. One agent writes to and two read the same state variable

3. All agents read and write to the same state variable

4. One agent reads x, writes y, the second reads y and writes z. The third agent reads z and

writes z.

The final case shown here is cyclic, which means slowing down faster agents too much will result

in the fastest agent causing rollback on the slower agents. Case four is similar to case four using

two agents, just an extra agent has been added to the loop.

7.2 Experimental Setup

The experiments presented in this thesis attempt to show the performance of the ASSK kernel and

both optimistic synchronisation schemes presented in chapters 4 and 5. There are a variety of
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parameters which can be changed for each experiment. Table 7.3 lists the default values for each

of these parameters. Each testbed has its own specific parameters, these are specified above in

section 7.1.1. Kernel parameters are then only listed for each experiment where they differ from the

default parameters. These parameters are,

1. Distribution of Agent Real Cycle times - This is the type of distribution used to generate the

agent cycle times. e.g., Normal, exponential, random etc.

2. Mean Agent Real Cycle time - The average cycle time of the agent (applied between subse-

quent cycles)

3. Distribution of Agent Real Cycle times - This is the type of distribution used to generate the

agent cycle times. e.g., Normal, exponential, random etc.

4. Standard Deviation of Agent Real Cycle time - This is an extra parameter which may or may

not be required depending on the type of distribution used above.

5. Minimum Agent Real Cycle time - This specifies the minimum real time of any agent cycle

and must be strictly greater than zero. (see 6.2.3)

6. Distribution of Virtual Cycle time - This is the distribution used to generate the timestamp

increments between events. e.g., Normal, exponential, random etc.

7. Mean Virtual Cycle time - This is the average difference between timestamps of each event

from the traces.

8. Standard deviation of Virtual Cycle time - This is an extra parameter which may or may not

be required depending on the type of distribution used above.

9. Rollback undo cost - This is a real time value used to represent the cost of undoing com-

putation during rollback. This simulates the effects of different state saving mechanisms on

algorithm performance.

10. Population Size for Distributions - This parameter applies only to the decision theoretic al-

gorithm; it is the number of values considered when determining the mean and standard

deviation for the distributions.
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A single agent cycle will have zero or more reads followed by zero or more writes. The

agent cycle times are applied by causing the agent thread to sleep at the end of each cycle, before

the first read of the next cycle is performed. The cycle time applied is taken randomly from the

distribution specified with the parameters above. The timestamps of messages are also incremented

for each cycle. For a single cycle the reads and writes have the same timestamp. At the end of

a cycle with timestamp t, a random timestamp increment, $t is generated using the distribution

specified with the above parameters. The reads and writes of the next cycle all have a timestamp of

t + $t.

Parameter Default Value
Distribution for Agent Cycle times Normal
Mean Agent Cycle time 50 milliseconds
Distribution of Inter-timestamp difference Normal
Mean of Inter-timestamp difference 15
Standard Deviation of Inter-timestamp difference 4
Rollback Undo Cost 5 milliseconds
Population Size for Distributions 50

TABLE 7.3: Default Parameters for PDES-MAS kernel

The results are presented either as a graph (where appropriate) or in tabular form. Some

graphs are shown with 3 axes and a coloured map, in these cases the viewpoint may be rotated and

the colouring changed for different experiments. This is done to aid the reader by choosing the

most appropriate viewpoint and colour set. In a number of experiments, graphs show performance

in terms of the percentage reduction. For example, if the graphs shows the reduction in rollbacks

achieved by algorithm one over algorithm two, the reduction percentage is calculated asx"y
x % 100,

where x is the average number of rollbacks for algorithm two over 10 runs and y is the average

number of rollbacks for algorithm one over 10 runs. Due to the amount of data only a subset of

selected graphs are presented within the text, all other data can be found in appendix A in tabular

form.

A variety of measures are used for investigation of the algorithms within this thesis, these

are:

1. Rollbacks - This is the number of rollback messages processed by all the ALPs in the system.
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An agent only processes a single rollback per straggler.

2. Number of replayed cycles - This is the number of cycles replayed by all the agents in the

system.

3. Computation time - This is the total amount of elapsed time (in seconds) spent by the agents

doing computation (i.e., not sleeping)

4. GVT computations - This is used for the windowed algorithms, and gives an indication of the

number of times an agent is blocked by its window3

All results are an average over 10 runs. Each agent assumes a random mean agent cycle

time in the range 50-200 milliseconds. All random seeds are different from run to run and from

agent to agent. Computation time is the amount of real time the simulation spends in rollback plus

the amount of time spent on forward computation4. This includes the cost of any overheads due to

MPI, communication, decision theoretic algorithm etc. It is calculated as,

ComputationT ime = ElapsedT ime ! DelayT ime

7.3 Standard Optimistic Simulation

Here we run the testbed traces on standard optimistic simulation which is achieved by chang-

ing all events to be processed as a read and a write at the CLP. This negates the read write

optimisation with the effect that all straggler events cause rollback, the same as standard Time

Warp [Jefferson et al., 1987]. The result is that every event (read or write) causes the creation of

a write period and a single read to that write period. This does not increase the number of events

in the system and the agents still process the same event lists. The values read and written by the

agents are not important, the purpose of these experiments is to measure the difference rollbacks

and replayed cycles. Note that with standard optimistic and with the read write optimisation, for the

same set of traces, the same rollback will cause the same number of replayed cycles.
3These results are given in the tables of appendix A
4i.e., it is the real time the simulation spends not delayed.
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7.3.1 SIM BOIDS traces

The traces used here are obtained from SIM BOIDS runs where the parameters are varied as defined

in table 7.1. The complete set of results is given in section A.1.1 of the appendix. The results

are as expected: higher numbers of agents result in a higher number of rollbacks. Also smaller

environments generally result in more flocking which increases the number of common accesses

and hence the number of rollbacks. The computation time seems to more or less correlate with the

number of replayed cycles, with higher numbers of replayed cycles resulting in more computation.

7.3.2 SIM TILEWORLD traces

The experiments are run for the standard set of SIM TILEWORLD parameters and the standard range

of agents (see 7.2). The complete set of results can be found in section A.1.2 of the appendix. The

results are more or less as expected. With larger numbers of agents the rollback total (for all agents)

and also the rollbacks per agent increases. The effect of environment size and creation probability is

less clear. It seems with low creation probability the agents seem to move toward the same tiles and

holes. This is to be expected; with fewer tiles the likelihood of the agents attempting to pick up the

same tile is high. Once the agents fix on the same tile they are likely to locate the same hole, because

they have the same simple rule system. This means with fewer objects the agents are often sensing

the same area of the environment, which in turn increases the percentage of common accesses and

hence the number of rollbacks. However, with fewer objects the total number of accesses decreases.

So although fewer objects results in a higher proportion of accesses being common, the total number

of accesses and hence total number of rollbacks decreases. The result is that a creation probability

somewhere in the middle of the range often has the highest number of rollbacks. For example with

four agents, an environment size of 40x40 (see table A.6), a creation probability of 0.6 produces

the highest number of rollbacks (1408.1). The computation time and replayed cycles relate to the

number of rollbacks: with a significant number of rollbacks the computation time increases. For

example, with eight agents (see table A.8) and an environment size of 80, the computation time

is 633.403 for 0.4 creation probability (96.4 rollbacks) and 749.424 for 0.6 creation probability

(1203.7 rollbacks). For the same example the number of cycles replayed goes from 2237.9 (creation

probability 0.6) to 1092.2 (creation probability 0.4). While the number of rollbacks decreases by
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a factor of 12, the number of replayed cycles only drops by half. This indicates that with fewer

rollbacks the depth of the average rollback increases. One would hypothesise this is because with

more rollbacks the LVT of the agents are kept more or less the same by the frequent rollbacks. In

fact with high numbers of rollbacks, not every rollback processed will result in a replayed cycle.

For example, consider an agent reads n state variables in a single cycle. If another agent then sends

straggler writes to all of n state variables, the reading agent will receive n rollback messages. If we

assume that the reading agent receives all the rollback messages at more or less the same point in

real time, only the first rollback message received by the reading agent will cause replayed cycles.

With fewer rollbacks there is more possibility of one agent executing far ahead of another before a

rollback.

7.4 ASSK kernel

The ASSK kernel has been specifically designed for simulating agent based systems and the algo-

rithms implemented within the kernel have various optimisations and specialisations. The first group

of experiments therefore looks at the performance of the fully optimistic ASSK kernel, including the

read/write optimisation.

7.4.1 SIM BOIDS traces

As with the previous SIM BOIDS experiment the traces used are generated with the range of param-

eters specified in table 7.1.

Figure 7.6(a) shows the reduction in rollback the ASSK kernel gives over standard op-

timistic synchronisation for SIM BOIDS. For most cases there is a reduction of around 40-50%,

and in the best cases it manages nearly 70% reduction (e.g., 8 agents 300x300 environment 66%

reduction). With the larger environment sizes there are fewer rollbacks in the standard optimistic

case so the percentage reduction is less distinct. For example, with 2 agents and environment sizes

larger than 700x700 there are almost no rollbacks for standard optimistic execution (see table A.1).

In a few of these cases ASSK actually increases the number of rollbacks, for example 900x900 the

unconstrained case gives 3.8 rollbacks whereas ASSK gives 12.

Figure 7.6(b) shows the reduction in replayed cycles, again on average this shows the
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FIGURE 7.6: ASSK kernel performance for SIM BOIDS

ASSK kernel is an improvement over the standard optimistic approach. For the smaller environments

it shows around 25% reduction in replayed cycles, however with the larger environment sizes the

reduction is around 0-5%.

7.4.2 SIM TILEWORLD traces

The experiments are run for the standard set of SIM TILEWORLD parameters and the standard range

of agents (see 7.2). The full set of results is given in section A.2.2 of the appendix. The results

show a significant reduction for all measures; this is especially true when there are high numbers of

rollbacks in the standard optimistic case.

Figure 7.7(a) shows the reduction in rollbacks for 4 agent SIM TILEWORLD when using

the ASSK kernel. This shows a significant reduction for all cases, and almost 100% reduction in the

cases where rollbacks are high. For example with an environment size of 20x20, creation probability

of 0.6, the standard optimistic case gives 2959.7 rollbacks (see table A.6). The ASSK kernel reduces

this to just 94.1 (table A.15). The only case which does not show a significant reduction is for an

environment size of 100x100 and creation probability 0.2. This seems to be due to the fact that

the number of rollbacks for this case is low even with standard optimistic algorithm. Here ASSK

manages only a slight reduction from 12.6 to 10.2 (see tables A.6 and A.15). Figure 7.7(b) shows

how this translates into reduction in replayed cycles. Again all cases show an improvement, and in

the best case ASSK reduces replayed cycles by 60%.
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FIGURE 7.7: ASSK kernel performance for 4 agent SIM TILEWORLD

On average it seems to reduce replayed cycles by around 30%. The reduction in rollback

does not correlate directly with reduction in replayed events. For example considering the 20x20,

0.6 case from above the ASSK kernel only reduces the replayed cycles from 906.8 to 580.4, a reduc-

tion of around 36%, whereas for the same case rollbacks were reduced by 99%. Frequent rollbacks

on all of the agents will cause the LVTs of the different agents to more or less advance at the same

rate. With fewer rollbacks the agents have more opportunity to advance further ahead of the other

agents in terms of LVT. So a system with fewer rollbacks will typically have deeper rollbacks. How-

ever, clearly the read write optimisation significantly reduces the number and depth of rollbacks in

the test simulations.

7.5 Static time windows

The next set of experiments are performed using the ASSK kernel with a standard static Moving

Time Windows implementation. For each experiment a variety of window sizes are used to test

the effect of differing window sizes on system performance. Moving Time Windows is intended to

constrain optimism with the aim of reducing rollbacks. In this implementation, each ALP is given a

time window w: the ALP then only sends events with timestamps less than or equal to w + GV T .

When an ALP reaches the end of its window, it repeatedly issues requests for GVT computation

until GVT advances, allowing it to process its next event. While this adds an extra computational
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overhead for the blocked ALP, it ensures that the ALP’s LVT advances as fast as possible.5 This

does mean that upon reaching the end of its window an agent cannot sleep and save computation

time as it must process incoming GVT messages. For the static time window experiments, the

standard experiment parameters were used (see table 7.3) and the window size was varied over

30,60,90,120 and 150. Running the experiments with static windows helps as a point of comparison

for the other algorithms. It also helps understand the effect windows have on performance and so

will help understand the performance of the critical access algorithm.

7.5.1 SIM BOIDS traces

As with the previous SIM BOIDS experiments the traces used are generated with the range of param-

eters specified in table 7.1. The full set of results can be found in section A.3.1 of the appendix. The

results presented here are for particular instances of boids with particular parameters which have

been chosen to illustrate the different results from the experiments.

Figure 7.8 shows the performance of the static window algorithm for a 4 agent SIM BOIDS

simulation with a 200x200 environment size. The unconstrained curve shows the standard ASSK

kernel performance for direct comparison. Figure 7.8(a) shows the number of rollbacks for different

window sizes and for the unconstrained ASSK kernel. It shows, as expected, that larger window sizes

result in more rollbacks. It also shows that a window size of 90 or larger results in the same number

of rollbacks as the purely optimistic ASSK kernel. Figure 7.8(b) shows how different window sizes

affect the number of replayed cycles: this gives an indication of the depth of rollback. Again larger

windows result in more replayed cycles. However, windows above 90 still have a pronounced effect

on replayed cycles. This suggests that while larger windows may not prevent rollback they do reduce

the depth of rollback. If two agents are running at significantly different speeds, constraining the

faster agent somewhat will prevent it from advancing far beyond the slower agent. This may not

prevent a rollback from occurring, but with no window at all the faster agent would advance further

beyond the slower agent. So while the larger window may not prevent the rollback altogether it

will reduce the number of cycles the faster agent needs to replay. The reduction in rollback and

replayed cycles translates into a reduction in computation time (see figure 7.8(c)). The graph of
5This is essentially the same as the moving time windows implementation [Sokol et al., 1991] with the polling param-

eter set such that LPs do not wait for inactivity before initiating GVT calculation.
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FIGURE 7.8: Static windows performance for 4 agent SIM BOIDS 200x200 environment

computation time correlates with the graph of rollbacks, with window sizes of 90 and above having

little affect on the number of rollbacks. The graphs shows that window sizes above 90 also have

no effect on computation time. This is likely due to a rollback which is prevented with a window

size of 60 but not prevented with a window size of 90. If this rollback occurs towards the end of the

simulation it will increase the elapsed time and hence computation time of all those agents rolled

back. With increased rollbacks each agent also spends more time undoing computation (higher

undo cost) which will also increase the total computation time. Smaller window sizes reduce the

computation time by preventing rollback but also increase the computation time by constraining the
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agents. So while a window size of 120 reduces the number of replayed cycles it also constrains the

agents execution.

 950
 1000
 1050
 1100
 1150
 1200
 1250
 1300
 1350
 1400
 1450

 150 120 90 60 30

Nu
m

be
r o

f R
ol

lb
ac

ks

Window Size

Windowed
Unconstrained

(a) Rollback

 400

 600

 800

 1000

 1200

 1400

 1600

 1800

 2000

 150 120 90 60 30

Re
pl

ay
ed

 C
yc

le
s

Window Size

Windowed
Unconstrained

(b) Replayed cycles

 690
 700
 710
 720
 730
 740
 750
 760
 770
 780

 150 120 90 60 30

Co
m

pu
ta

tio
n 

Ti
m

e 
(s

ec
s)

Window Size

Windowed
Unconstrained

(c) Computation time

FIGURE 7.9: Static windows performance for 8 agent SIM BOIDS 1000x1000 environment

Figure 7.9 shows the performance of static windows for an 8 agent SIM BOIDS with an

environment size of 1000x1000. Again the windows seem to have a positive effect on both roll-

backs and replayed cycles, with smaller windows resulting in fewer rollbacks and replayed cycles.

However, figure 7.9(c) shows that in this case the reduction in rollbacks and replayed cycles does

not reduce the computation time for the system. While reducing window sizes reduces the number

of rollbacks, they also constrain the optimism of the system. The result is that the faster agents are
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constrained to the slower speed of the slowest agent.

The main drawback of window based schemes is finding ways to determine an appropriate

window size. These experiments have shown that the effect of window size is very sensitive to the

parameters and type of simulation. Moreover the appropriate window size may change during the

execution of the simulation.

7.5.2 SIM TILEWORLD traces

The experiments were run for the standard set of SIM TILEWORLD parameters and the standard

range of agents (see 7.2). The full set of results is given in section A.3.2 of the appendix. Again a

subset of the experiments are presented here, which are intended to show the interesting aspects of

the results.

Figure 7.10 shows the performance of static windows for a 4 agent SIM TILEWORLD with

an environment size 50x50 and creation probability of 0.6. Figure 7.10(a) shows the number of

rollbacks with different window sizes. As with SIM BOIDS smaller windows reduce the number

of rollbacks in the system. A similar, but less pronounced, effect occurs with replayed cycles,

with larger windows resulting in more replayed cycles (figure 7.10(b)). Considering the SIM BOIDS

results this is more or less as expected. However, in this case the rollback reduction does not result in

a reduction of computation time. While a window size of 150 has the highest number of rollbacks

it also has the lowest computation time. Again this is due to the optimism tradeoff; although a

window of 150 results in the most rollbacks it also allows more optimistic execution. The optimal

tradeoff might be a window size that allows an acceptable number of rollbacks, but also enables

more optimistic execution. We would expect that as the window size is increased the rollbacks will

increase to a point where they start to increase the computation time.

Figure 7.11 again shows the difficulties of determining appropriate window sizes for dif-

ferent simulations. It shows the performance of static windows for an 8 agent SIM TILEWORLD,

with 100x100 environment and creation probability of 0.4. While the environment size is larger in

this case there are more agents and fewer objects. Figure 7.11(a) shows a slightly less predictable

effect of windows on the number of rollbacks. As the timestamps of events are random (taken from

a normal distribution) it may be that in some cases the windows have an unexpected effect on roll-

backs. However, figure 7.11(b) shows that despite the unusual pattern of rollbacks, the reduction in
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FIGURE 7.10: Static windows performance for 4 agent 50x50 0.6 SIM TILEWORLD

replayed cycles is still as expected. As the window size is increased the number of replayed cycles

increases (from 25.5 for a window size of 30 to 40.5 with a window size of 150). Figure 7.11(c)

shows the computation time for various window sizes. As with the last SIM BOIDS case (shown in

figure 7.9) all window sizes result in more computation than the purely optimistic ASSK case.

7.6 Critical Accesses

The critical access synchronisation algorithm uses a metric based on the percentage of critical ac-

cesses to determine a window size for ALPs. The algorithm adapts the window sizes as the per-
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FIGURE 7.11: Static windows performance for 8 agent 100x100 0.4 SIM TILEWORLD

centage of critical accesses changes during the simulation.The experiments presented in this section

show the overall performance for the critical access algorithm using both testbed traces. These

results are compared with the optimistic ASSK kernel (i.e., with read/write optimisation) synchro-

nisation. The results also compare the performance of the critical access algorithm and the static

window approach from the previous section. Again the standard parameters are used for all exper-

iments, with window sizes in the range [30,150]. While this may not give best performance for all

cases, it allows comparison with results from the static window experiments to illustrate that the

algorithm adapts correctly.



7. EXPERIMENTS 133

7.6.1 SIM BOIDS traces

The SIM BOIDS traces used are generated with the range of parameters specified in table 7.1. The

full set of results can be found in section A.4.1 of the appendix.
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FIGURE 7.12: Critical Access algorithm performance for SIM BOIDS

Figure 7.12 shows the performance of the critical access algorithm in comparison to the

unconstrained ASSK kernel. Figure 7.12(a) shows the reduction in rollbacks achieved by the al-

gorithm. The graph indicates the algorithm reduces a higher percentage of rollbacks for larger

environment sizes. In the smaller environments the agents are generally more tightly coupled and

the likelihood of the boids flocking increases. If the agents are flocking for the entire simulation

they will be constantly reading the x and y position of other agents. In this situation it only requires

an agent to advance one cycle ahead of another agent for rollback to occur. The minimum window

size here is set to 30 which is equivalent to 2 cycles (The mean inter-timestamp is 15). This doesn’t

prevent rollbacks in tightly coupled situations, as it allows a faster agent to advance more than one

cycle ahead of the others. However, while the smaller window may not prevent the rollback itself,

it does reduce the depth of rollbacks. Figure 7.12(b) supports this; it shows the critical access al-

gorithm reducing replayed cycles for smaller environment sizes e.g., 8 agents in an environment of

size 300x300 reduced from 3105 to 2672. Again however, the percentage of reduction is greater for

the larger environments.

In the previous section the difficulties of determining appropriate window sizes was high-

lighted. Even though the critical access algorithm can adapt its window size it can only do so within
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FIGURE 7.13: Computation time of critical Access algorithm for SIM BOIDS

a specified extent, which in this case is [30,150]. If all window sizes within that range perform

worse than the unconstrained algorithm then the algorithm cannot improve performance. This is

illustrated in figure 7.13. It shows that for the 8 agent SIM BOIDS case the critical access algorithm

manages a significant reduction in computation time for most environment sizes. However, for the

16 agent case the algorithm is actually worse for most cases. Consider the results from the static

window experiments, in particular figure 7.9(c) which showed the computation time with various

window sizes for the 8 agent 1000x1000 SIM BOIDS. We can see that all static window sizes in that

case were worse than the unconstrained case. However a window size of 30 achieved the best result

with a computation time of 706.324 seconds. In comparison, the critical access algorithm achieved

714.661 seconds. This shows that the critical access algorithm is almost achieving the best perfor-

mance possible for this case. However, it also illustrates that the performance is determined by the

window extent which is supplied. The unconstrained performance for the same case was 693.849

seconds. It is not possible, with the current implementation, to increase the maximum window size

to inf. The algorithm currently uses the percentage of critical accesses to adjust the window size in

the specified range. For example, consider a window range of [30, 4000], if 50% of the accesses an

agent makes are critical then by equation 4.4 it would be given a window size of 2015. The range

of windows specified should therefore suggest approximately appropriate widows sizes.
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7.6.2 SIM TILEWORLD traces

The experiments are run for the standard set of SIM TILEWORLD parameters and the standard range

of agents (see 7.2). The full set of results is given in section A.4.2 of the appendix.
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FIGURE 7.14: Critical access algorithm performance for 4 agent SIM TILEWORLD

Figure 7.14 shows the performance of the critical access algorithm in comparison to un-

constrained ASSK optimistic synchronisation for the 4 agent SIM TILEWORLD traces. Figure 7.14(a)

shows the reduction in rollback achieved for varying environment sizes and creation probabilities. It

shows for most cases the algorithm reduces rollback by around 40% The reduction is quite uniform

except for the large environment sizes where there was little rollback in the unconstrained case.

For example, for an environment size of 100x100, creation probability of 1.0, the unconstrained

case gives 33.6 rollbacks (see table A.15) whereas the critical access algorithm gives 38.9 (see ta-
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ble A.32). The critical access algorithm manages significant reduction in the number of replayed

cycles as illustrated in figure 7.14(b). For all environment sizes and creation probabilities the num-

ber of replayed cycles is reduced by at least 70%, with a maximum of 94% (141.9 to 8.5) for a

100x100 environment size and 0.2 creation probability. This reduction in rollbacks and replayed

cycles translates into a 5-10% reduction in computation time for most cases (see figure 7.14(c)).
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FIGURE 7.15: Critical access algorithm performance for 8 agent SIM TILEWORLD

Figure 7.15 shows the performance of the critical access algorithm for the 8 agent

SIM TILEWORLD traces. As with 4 agents the algorithm manages reduction in both rollbacks (fig-

ure 7.15(a)) and replayed cycles (figure 7.15(b)). However, in the case of 8 agents this does not

translate into a reduction in computation time. In fact figure 7.15(c) shows that the algorithm actu-

ally increases the computation time (compared to unconstrained ASSK) for all cases. This highlights

the problems raised in the SIM BOIDS results, the performance of the critical access algorithm de-
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pends on the range of window sizes specified for the experiment. A window will constrain the speed

of the agents so they advance their LVT at more or less the same rate, that rate is the determined

by the slowest agent. The speed of agents for these experiments is determined randomly, therefore

with 8 agents the speed difference between the slowest and fastest agent is likely to be greater than

for 4 agents. So the amount by which the agents are slowed for the 8 agent case will be greater than

for the 4 agent case. This may account for the increase in computation time for the 8 agent traces.

7.7 Decision Theoretic Processing

The decision theoretic synchronisation algorithm uses a decision theoretic model to determine op-

timal delays times for incoming reads at the SSLP. The experiments here attempt to show that the

decision theoretic model does choose an appropriate delay time for a variety of cases. To do this the

ASSK kernel is used with various trace inputs and different metrics are considered in determining

the overall performance. Experiments are also performed using the artificial traces and compared

against the standard ASSK optimistic synchronisation. These traces are easier to understand than the

real agent traces and enable isolation of particular characteristics of the algorithm for investigation.

For example, using the artificial traces and known parameters for the agent cycle times it is possible

to determine a priori appropriate delay times. These calculated delay times can then be compared

with the delay times chosen by the decision theoretic model. Again parameters are only listed for

each experiment where they differ from the default parameters listed in table 7.3.

7.7.1 SIM BOIDS traces

As with the previous SIM BOIDS experiments the traces used are generated with the range of pa-

rameters specified in table 7.1. The full set of results can be found in section A.5.1 of the appendix.

Figure 7.16 shows the performance of the decision theoretic algorithm compared to fully

optimistic ASSK for SIM BOIDS. Figure 7.16(a) shows the reduction in rollback the algorithm

achieves. In general for smaller environment sizes the rollback reduction percentage is higher

than for large environments. The reduction is around 55-60% for environment sizes of 400x400

to 700x700. For the larger environments this reduces to around 30-40% reduction. For a 300x300

environment size the reduction is also smaller, around 40%. This seems to suggest that there is
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FIGURE 7.16: Decision Theoretic algorithm performance for SIM BOIDS

something particular about the 300x300 environment size affecting the access patterns of the agents.

The worst performance occurs for an environment size of 900x900 which gives around 30% reduc-

tion.

Figure 7.16(b) shows the reduction in replayed cycles over the unconstrained ASSK kernel.

The performance is better for smaller environment sizes, which have a larger number of rollbacks in

the unconstrained case. The algorithm manages a 84% reduction for 2 agents and an environment

size of 200x200, reducing the replayed cycles from 349.5 to 54.4. Again the 900x900 environment

size gives different results, in fact in the 16 agent case the algorithm performs worse, increasing the

replayed cycles from 6178.5 to 12941.9. Figure 7.16(c) shows the reduction in computation time

follows a similar pattern to the reduction in replayed cycles, with the smaller more tightly coupled

environments seeing a greater improvement. With 16 agents and an environment size of 200x200
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the computation time is reduced by 44%. However, again for the 900x900 environment and 16

agents, performance is actually worse and the computation increases from 1810.36 to 2685.91. This

variation in performance seems to be apparent only in the 16 agent case.
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FIGURE 7.17: Elapsed timings for 8 and 16 agent boids

Figure 7.17 shows the elapsed times for the 16 agent and 8 agent experiments along with

the standard deviation in these elapsed times. It clearly shows that in the 16 agent case the standard

deviation of elapsed time is quite large compared to the 8 agent case. Each experimental result is

taken over an average of 10 runs. ASSK uses the run number (from 1 to 10 in this case) as the

random seed used for random number generation. This should ensure that a run repeated with the

same run number should produce the same result (a small variation is to be expected due to other

noise in the system). However, for the 16 agent case the noise in the system seems to be significant

and runs with identical random seeds can produce significantly different results. For example for the

900x900 environment and 16 agents, using the same run number (random seed) of 5 for 10 different

runs gives an average elapsed time of 2677.01 with a standard deviation of 1574.86. Note that this

is not is what is shown in figure 7.17, there the run number (random seed) is varied from 1 to 10.

From observing the execution this seems to be due to unpredictable real arrival timings affecting the

performance of the decision theoretic algorithm. It may be that the real arrival times of writes in the

16 agent case are affected by the large number of writes arriving at the SSLP and the unpredictable

thread scheduling for such large numbers of threads. With such variation in the 16 agent results, it

is hard to draw concrete conclusions about the algorithm’s performance in this case.
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7.7.2 SIM TILEWORLD traces

The experiments were run for the standard set of SIM TILEWORLD parameters and the standard

range of agents (see 7.2). The full set of results can be found in section A.5.2. The SIM TILEWORLD

experiments show the algorithm manages reductions in rollbacks, replayed events and computation

time for most cases.
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FIGURE 7.18: Decision Theoretic algorithm performance for 4 agent SIM TILEWORLD

Figure 7.18 shows how the decision theoretic algorithm compares to the ASSK kernel, for

the 4 agent SIM TILEWORLD case. Figure 7.18(a) shows the percentage of rollbacks reduced. For

all Tileworld sizes and for all creation probabilities the reduction in rollbacks is positive. There is

a clear increase in the percentage of rollbacks reduced with larger environment sizes. Comparing

the rollback totals in tables A.41 and A.15, it seems that the larger reduction percentages occur



7. EXPERIMENTS 141

with fewer rollbacks in the unconstrained case. For example, for an environment size of 100x100

and a creation probability of 0.6, the decision theoretic algorithm gives only 32.5 rollbacks whereas

the standard ASSK kernel has 43.4. This amounts to a reduction of around 25%. For an environ-

ment size of 20x20 and the same creation probability, the decision theoretic algorithm gives 91.3

rollbacks and the standard ASSK kernel has 94.1, a reduction of around 3%. With smaller envi-

ronments the likelihood of common accesses is higher, there is also a higher probability of two or

more agents attempting to push the same tile or fill the same hole. For smaller environments (for

SIM TILEWORLD at least) the decision theoretic algorithm performs worse. For the larger environ-

ments the algorithm achieves a substantial 30-35% reduction in rollbacks. Figure 7.18(b) shows

the reduction is replayed cycles, this indicates how the algorithm reduces the amount of repeated

computation through rollback prevention. The algorithm seems to give a reduction of around 3-4%

in most cases. It seems that although the algorithm reduces the frequency of rollbacks, the reduc-

tion does not translate directly into preventing repeated computation. This is most likely due to

increasing depth of rollback with a lower frequency of rollback. This is illustrated further in fig-

ure 7.18(c), which shows the reduction in computation time achieved by the algorithm. In most

cases the algorithm doesn’t actually achieve any significant reduction in computation time.

Figure 7.19 shows the performance of the decision theoretic algorithm for an 8 agent

SIM TILEWORLD. The 20x20 environment size is omitted from the graph to ease reading6 .

The 8 agent case is much the same as the four agent case in terms of rollback reduction.

The larger environments have high reductions in rollbacks whereas the smaller environments have

less. Interestingly the reverse is true for replayed cycles and computation time. For example, for a

30x30 environment size the algorithm shows the best performance in terms of replayed cycles and

computation time. The key difference between the 8 agent and 4 agent case is the increased number

of total rollbacks. For example with 4 agents, an environment size of 30x30 and creation probability

0.2, the total rollbacks in the unconstrained case is 120 (403 replayed cycles), in comparison the 8

agent case has 476 rollbacks (1655 replayed cycles). The decision theoretic algorithm reduces this

to 114 rollbacks (396 replayed cycles) in the 4 agent case and 402 rollbacks (1431 replayed events)

in the 8 agent case. This suggests that to see a significant reduction in replayed cycles there must be
6The 20x20 case has extreme performance, for example for a creation probability of 0.6 it reduces computation time

from 733.741 to 375.46, see table A.43
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FIGURE 7.19: Decision Theoretic algorithm performance for 8 agent SIM TILEWORLD

a significant number of prevented rollbacks.

The decision theoretic algorithm seems to perform worse for the SIM TILEWORLD

testbed. For SIM BOIDS the algorithm manages up-to 70% reduction in rollback and replayed

events. The main difference between the two testbed traces is that in SIM TILEWORLD there are

objects in the environment (objects other than agents). While in SIM BOIDS agents only write to

their own position, in SIM TILEWORLD multiple agents can write to the same state variable (i.e.,

more than one agent can push a tile).

Multiple agents writing to the same state variable with differing real inter-arrival times

may cause the decision theoretic algorithm to choose inappropriate delay times. For example, if we

assume two agents are writing to a variable with significantly different real inter-arrival times it is not

clear what the resulting distribution will look like. It is not clear if, the new distribution will cause
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the algorithm to pick appropriate delay times, or if with only two different normal distributions their

summation is still normal, especially if the two original distributions have significantly different

means. To test this hypothesis further and to investigate the algorithms performance in more detail,

the decision theoretic algorithm is now tested using the artificial traces.

7.7.3 Artificial Traces

The following sets of experiments test the decision theoretic processing mechanism using the arti-

ficial traces described in section 7.1.2. The artificial traces are used purely to help understand the

performance of the decision theoretic algorithm for particular cases. The decision theoretic algo-

rithm requires less fine tuning than the window based algorithms but is more complex and harder

to reason about. The artificial traces are therefore used with the decision theoretic algorithm to

help establish what types of access patterns cause it to perform badly. Each set of traces is taken

in turn and the experiments performed using the traces are described, before results are presented.

The experiments presented intend to show performance of the algorithm for simulations with dif-

ferent characteristics. In some experiments a range of parameters are varied to indicate how they

effect performance. In other cases only one parameter (e.g., undo cost) may be varied to show gen-

eral performance. Unless otherwise stated any parameters assume their default values for all the

experiments (given in table 7.3).

7.7.4 2 Agents

No Coupling all

The first set of traces is the No-coupling case for 2 agents where both agents only read the same state

variable (see figures 7.4(a) and 7.5(a)). This shows how the decision theoretic algorithm performs

when there are no rollbacks. This experiment shows one extreme of performance, when the system

has no coupling and the highest degree of parallelism possible. Figure 7.20(a) shows the total delay

time (for the whole simulation) added by the algorithm for a varying number of undo costs and

agent cycle times. For all cases the algorithm never chooses a delay time other than zero. This is

as expected; in cases of no coupling the algorithm should never delay as running fully optimistic

gives best possible performance. Figure 7.20(b) shows the extra computation time required by the
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algorithm for keeping track of event arrivals. It shows no significant overhead in terms of compu-

tation, with a maximum of 0.01% overhead with a cycle time of 5 milliseconds. This indicates the

algorithm behaves more or less equivalent to the running with full optimism.
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FIGURE 7.20: Decision theoretic performance for no coupling all trace

Half coupling all

The half-coupling traces involve one agent reading a state variable and another reading and writing

to the same state variable for the entire simulation (see figures 7.5(c) and 7.4(b)). These agents are

referred to as the reading agent and writing agent respectively. If the writing agent is the slower of

the two, the rollbacks can be prevented if the faster reading agent is delayed sufficiently so that its

read events are not processed before the write events of the slower agent. Assuming the slower agent

is significantly and consistently slower than the faster agent the execution time of the simulation

will be dictated by the slower agent7. This means the faster agent will have approximately the same

elapsed execution time as the slower agent but only some of its execution time will be used in actual

event processing. The remainder of its elapsed time will either be spent rolling back or waiting for

read responses on delayed reads. Obviously the latter is preferable; when the agent is waiting for a

read response it doesn’t require any CPU 8.
7This is because the last write will cause a rollback, or the last read of the reading agent will be delayed until after the

last write.
8The agents threads sleep while waiting for a read response.
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FIGURE 7.21: Decision theoretic performance for half coupling all trace

The graphs in figure 7.21 show the performance increase over the standard ASSK opti-

mistic simulation with varying undo costs. Figure 7.21(a) shows the percentage of rollback reduc-

tion achieved with differing undo costs when the writing agent is 2 times and 4 times slower than

the reading agent (in both cases the reading agent has a mean cycle time of 50 milliseconds). In

4x speed difference case the percentage of rollback reduction is higher that for the 2x speed differ-

ence. This is due to a higher number of rollbacks for the unconstrained 4x speed difference case.

With both the 4x and 2x speed difference the algorithm reduces the absolute number of rollbacks to

approximately the same amount (see figures 7.21(c) and 7.21(d).)
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With smaller undo costs the percentage of rollback reduction is high for both speed dif-

ferences. This is because for the half-coupled case larger undo costs reduce the maximum possible

number of rollbacks. If the undo cost is sufficiently large in relation to the cycle time of the reading

agent a rollback on the reading agent will slow down the reading agent sufficiently to allow the

writing agent to advance beyond the rollback time. In the limit case, if a single rollback on the

reading agent takes sufficient real time such that the writing agent can generate all its writes, only

a single rollback will occur during the whole simulation. This point is illustrated in figure 7.21(c).

With a speed difference of 2 times in the unconstrained case the total number of rollbacks reduces

from, 64 with an undo cost of 5000 microseconds to 16 with an undo cost of 255000 microseconds.

For all undo costs the decision theoretic algorithm has significantly fewer rollbacks.

Figure 7.21(b) shows the reduction in computation time with decision theoretic process-

ing. The graph clearly shows that the computation time is reduced by the decision theoretic algo-

rithm for all cases. In the best case the algorithm reduces the computation time by over a quarter

(28%) and in the worst case it reduces it by around 12%. The algorithm reduces computation time

by trading time spent rolling back for delay time, therefore the amount of possible reduction is de-

termined by the maximum number of rollbacks. For the reasons explained above the reduction in

computation time is lower for the smaller speed difference and for higher undo costs.

The graphs in figure 7.22 show how the algorithm adapts its delay times with differing

agent cycle times. Each graphs shows the frequency of different delay times chosen by the algorithm

with differing cycle times (here the cycle time refers to the reading (faster) agent and the writing

(slower) agents cycle time is four times that). Figure 7.22(a) shows the frequency of different delays

with the reading agent running with a cycle time of 5 milliseconds and the writing agent with a mean

cycle time of 20 milliseconds. The actual delay applied to the agent between cycles is the minimum

cycle time plus a random cycle time taken from the specified distribution (see section 6.2.3). With

the minimum cycle time set at 10 milliseconds the average real time between writes from the slower

agent will be 30 milliseconds. Figure 7.22(a) shows that the algorithm is picking delay times of

around 30 milliseconds. Figures 7.22(b) and 7.22(c) show that when the speeds of the agents

change the algorithm adjusts its delay times appropriately. The delay times chosen were verified by

calculating the utilities by hand for the 105 millisecond case.

This takes data from the runs, where the real time mean (in milliseconds) of writes from
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FIGURE 7.22: Algorithm delay times with varying cycle times

slower agent are 423.549, with standard deviation 64.506. The virtual inter-timestamp mean is 15

with standard deviation is 3.34. The values for tr, tv and tl are 1384, 1355 and 1355 respectively.

The $LV T and timestamp of last read for the faster reading agent are 30.609 milliseconds and 1368.

The delay time with minimum utility in this case is 510 milliseconds, this matches the delay times

chosen by the algorithm as shown in figure 7.22(c).

Figure 7.24 shows how varying cycle times and undo costs affect the performance of

the algorithm. Here the speed difference between the reading and writing agents is fixed, with the

writing agent four times slower. For this experiment both the cycle times and undo costs were varied
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Utility Graph
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FIGURE 7.23: Rollback reduction percentage for half coupling trace

over the range [5, 255] milliseconds in steps of 50 milliseconds.
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FIGURE 7.24: Rollback reduction percentage for half coupling trace

For all cycle times and undo costs the algorithm manages to reduce the number of roll-

backs by at least 35%. With very small cycle times, different undo costs affect performance more

distinctly than for the larger cycle times. The reason is the same as above; with small cycle times

and large undo costs, a single rollback on the faster agent allows the slower agent to advance be-

yond the faster agent which reduces the total number of rollbacks possible. For example, with a 5

millisecond cycle and 255 millisecond undo cost the number of rollbacks in the unconstrained case

is 557, whereas with the same undo cost and a cycle of 255 milliseconds, the number of rollbacks

unconstrained is 59. This means the possible reduction percentage for small cycles and large undo
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costs is less. For the majority of cases however, the algorithm manages an overall rollback reduction

of around 75%.

Another important factor in the performance of the algorithm is the distributions of real

and virtual arrivals. The algorithm makes its predictions based on the assumption that the data it

receives is normally distributed.
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FIGURE 7.25: Rollback reduction percentage for differing virtual means

Figure 7.25 shows how altering the distribution of virtual time stamps affects the algo-

rithms ability to predict reliably. The graph shows agents with a relative speed difference of four

times, with the faster agent running with a cycle time of 50 milliseconds. Each line represents dif-

ferent values for the average inter timestamp between cycles. The standard deviation remains at 4 in

all cases, therefore for smaller means the distribution of virtual times becomes more random. The

behaviour of the algorithm reflects this: with a mean of 30 and standard deviation of 4 the algorithm

manages over 80% rollback reduction for all undo costs. As the mean is reduced to 20 (standard

deviation 4) the algorithm only manages between 75-80% reduction. With the smallest mean of 10,

the algorithm only manages a reduction of between 55-68%. This illustrates how randomness af-

fects algorithm performance, with smaller variance in the distributions the algorithm is able to make

more accurate predictions when delaying reads. For example, with a mean of 10 and an undo cost of

5 milliseconds the algorithm reduces the rollbacks from 950 (unconstrained) to 307 (constrained).

For the same undo cost and a mean of 30 it manages to reduce rollbacks from 988 (unconstrained)

to 168 (constrained).

Figure 7.26 shows how the algorithm performs when the distribution of virtual timestamp
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FIGURE 7.26: Rollback reduction percentage for differing stationary virtual timestamp increments

increments is stationary. That is, the increase timestamps for each cycle is constant. The graph

shows three different stationary increments, 10, 20 and 30. Here the speed difference between the

reading and writing agents is fixed, with the writing agent’s cycle time four times slower. Undo

costs were varied over the range [5, 255] milliseconds in steps of 50 milliseconds.

The decision theoretic algorithm treats stationary inter-timestamps in a different way. If

the deviation of virtual inter-timestamps is zero then it estimates the timestamp of the next write to

be the timestamp of the last write plus the mean. The graph shows very good performance with a

rollback reduction of around 95% in all cases. In the extreme case, with no variation the algorithm

can predict behaviour perfectly. The remaining rollbacks in this case are those at startup when the

algorithm doesn’t try to delay reads if it doesn’t have enough information.

The final plot for the half coupling case (figure 7.27) shows how performance is affected

when the cycle times are taken from a random distribution. The cycle time is a random value in

the range [minimum cycle time,minimum cycle time + mean cycle time]. The mean cycle

times are 50 milliseconds for the faster agent and the slower agent running twice and four times as

slow. Undo costs were varied over the range [5, 255] milliseconds in steps of 50 milliseconds. As

expected the performance is worse than when the cycle times come from the normal distribution.

However, the algorithm still manages good performance, and although the reduction in rollbacks

and computation time isn’t as large as in the normal case, it is comparable. This is due again, to the

fact that the algorithm’s predictions are less accurate; in some cases it may over estimate the delay

and in others it may under delay.
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FIGURE 7.27: Decision theoretic algorithm with random cycle times

Full Coupling all

The second set of traces is the Full-coupling case for 2 agents (see 7.5(b) and figures 7.4(b)). Here

both agents read and write to the same state variable for the entire simulation. Rollbacks can occur

on either agent and conflict resolution affects the number of rollbacks. If both agents generate

a write with the same timestamp, the write from the agent with the higher arbitration value (see

section 3.3.2) will persist. Therefore if the agent with the higher arbitration value is the slower of the

two a slight increase in rollback is probable. The mean cycle times are 50 milliseconds for the faster

agent and the slower agent running twice and four times slower (i.e., 100 and 200 milliseconds).

Undo costs were varied over the range [5, 255] milliseconds in steps of 50 milliseconds. Figure 7.28

shows the various performance measures for the decision theoretic algorithm using the fully coupled

traces.

Figure 7.28(a) shows the percentage of rollback reduction achieved by the decision theo-

retic algorithm over standard unconstrained ASSK for the fully coupled trace. Again the algorithm

performs better with a larger relative speed difference between the agents. It also reduces a higher

percentage of rollbacks with smaller undo costs. Note that in the full coupling case a higher undo

cost doesn’t result in lower numbers of rollbacks. Consider the two times speed difference case

with the faster agent running with a cycle time of 50 milliseconds, the slower with a 100 millisec-
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FIGURE 7.28: Decision theoretic performance for full coupling all trace

ond cycle and an undo cost of 250 milliseconds. In this example the faster agent will generate two

writes (and reads) for every one from the slower agents. Figure 7.29 depicts the first few events

for this case. The first rollback will occur once the slower agent (events depicted by a solid box)

generates its first write (see figure 7.29(a). This causes the faster agent (events depicted by a dashed

box) to perform a rollback, which will cost 250 milliseconds of real time. While the faster agent

is performing its rollback the slower agent can execute two of its cycles (100 milliseconds each),

thus when the faster agent finishes its rollback, it will generate a write which causes a rollback on

the slower agent (see figure 7.29(b)). This type of thrashing behaviour keeps on repeating until the
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end of the simulation. For this type of behaviour to occur the undo cost must be sufficiently large to

allow the slower agent to perform two cycles on average.
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FIGURE 7.29: Rollback thrashing

This is why the algorithm has to be as accurate as possible when choosing delay times

for the full coupling case. In the half coupling case the algorithm can delay the faster agent for any

amount of time and never rollback the slower agent. However, in the full coupling cases delays that

are too large may cause the faster agent to actually become the slower agent in terms of write arrivals

which would cause the slower agent to rollback. The complexity of the full coupling case is also

illustrated in figure 7.28(b) which shows the reduction in computation time. This shows that in one

case (105 millisecond undo) the algorithm reduces a higher percentage of computation time in the

2x speed difference case than the 4x speed difference case. Where as in the half coupling case the

algorithm managed a higher percentage of computation time reduction for the 4x speed difference

case for all undo costs. This is again due to the issue of prediction accuracy and thrashing.
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FIGURE 7.30: Change in agent rollbacks with decision theoretic algorithm
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Figure 7.30 shows how the decision theoretic algorithm affects the number of rollbacks

on both agents in a 4x speed difference case. In all cases the total number of rollbacks reduced

(summation of curves) is greater than zero. However, with a 5 millisecond undo cost, the decision

theoretic algorithm, while reducing the number of rollbacks on the faster agent by 67, it increases

the number of rollbacks on the slower agent by 4. This indicates the algorithm is over estimating the

delays in some cases, this is to be expected with a probabilistic algorithm and probabilistic input.

Two Shared State Variables

The two shared state variable trace is a variation of the fully coupled case, both agents read and

write, but each agent reads to a state variable the other writes to (see figures7.4(b) and 7.5(d)).

Again rollbacks can occur on either agent; however unlike the fully coupled case, the arbitration

value of each agent plays no part in rollback. Figure 7.31 shows the percentage of rollback reduction

achieved for various cycle times and undo costs. For this experiment both the cycle times and undo

costs were varied over the range [5, 255] milliseconds in steps of 50 milliseconds. It shows for the

majority of cases the decision theoretic algorithm reduces the number of rollbacks by approximately

50%. With a 5 millisecond cycle and 255 millisecond undo cost the algorithm is actually worse than

the unconstrained case. Here the real mean and standard deviation of write arrival times is affected

by the large undo cost.
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FIGURE 7.31: Percentage of rollback reduction for two SSV trace

Assume the faster agent, agent1 is running with a mean cycle time of 5 milliseconds

and the slower agent is agent2 running with a mean cycle time of 10 milliseconds. If we add the

minimum cycle time of 10 milliseconds the average real time between subsequent cycles of agent1
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will be 15 milliseconds and 20 milliseconds for agent2. After 60 milliseconds agent1 will have

generated 4 events, whereas agent2 will only have generated 3. At this point the two agents are a

cycle out of step, i.e., agent2 is generating events in the virtual past of agent1. At this point agent1

will rollback causing it to sleep for 250 milliseconds, this will affect the distribution of agent1’s

writes significantly. With the result that the algorithm may attempt to delay reads from agent2, as

it expects the writes from agent1 to be slow. However, in the general we would expect the majority

of writes from agent1 to have an in inter-timestamp of 15 milliseconds. So delaying a read from the

slower agent will actually increase the likelihood of it being rolled back in the majority of cases.

Figure 7.32 shows the delays employed on reads from the slower agent agent2, where agent1 has

a cycle of 5 milliseconds and agent2 has a cycle time of 10 milliseconds and the undo cost is 255

milliseconds. It shows that the algorithm does, in a few cases (12 out of 100 reads), delay the

reads from the slower agent. However, if positive feedback was occurring one would expect to see

increasing frequency of delays on reads from the slower agent as the simulation progresses (i.e.,

virtual time increases). As well as increasing the frequency of delays feedback would also increase

the length of delays.
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FIGURE 7.32: Delays on reads from slower agent for two SSV trace

Half coupling in

The half coupling in case illustrates the algorithm’s performance when the agents change their pat-

tern of access. Here the agents perform no common accesses for the first half of the simulation and

during the second half one agent reads a state variable which the other writes to (see figures 7.4(c)
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and 7.5(c)). The purpose of the experiment is to show that the algorithm adapts its behaviour in

situations where the parallelism in the system decreases over time. One would expect that the al-

gorithm should reduce the total number of rollbacks without adding unnecessary delay (i.e., should

not delay while there is no coupling).
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 5
 10
 15
 20
 25
 30
 35
 40
 45
 50
 55

 0  50000  100000  150000  200000  250000

To
ta

l n
um

be
r o

f r
ol

lb
ac

ks

Undo cost (microseconds)

Unconstrained
Decision Theoretic

(d) Number of Rollbacks 4x speed difference

FIGURE 7.33: Decision theoretic performance for half coupling in trace

Figure 7.33 shows the performance of the decision theoretic algorithm for the half cou-

pling in case. The mean cycle times are 50 milliseconds for the faster agent and the slower agent

running twice and four times as slow. Undo costs were varied over the range [5, 255] milliseconds

in steps of 50 milliseconds. Figure 7.33(a) shows the percentage of rollback reduction the algorithm
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achieves over standard optimistic ASSK with two and four times speed differences. It shows almost

the same results as for the half coupling all case (see figure 7.21(a)), with a maximum rollback

reduction of around 74% for the 4x speed difference and 70% for the 2x speed difference. This is as

expected; the algorithm achieves more or less the same performance regardless of whether the sim-

ulation has variation in the patterns of access. Figure 7.33(b) shows the reduction in computation

time; with a 4x speed difference and 5 millisecond undo cost the algorithm manages a reduction of

13.5%. As expected this reduction in computation is about half what the algorithm achieves in the

half coupling all case. In fact for all undo costs and both speed differences the algorithm reduces

the computation time by about half the amount it achieves in the half coupling all case. This means

the algorithm is achieving more or less the same performance in both cases. In the half coupling

in case there are half as many possible total rollbacks (i.e., there are only fifty writes as opposed

to one hundred). So while the algorithm is achieving more or less the same percentage of rollback

reduction in both cases, the absolute number of rollbacks reduced in the half coupling in case is

less. Figure 7.33(c) and 7.33(d) illustrate this: for the all cases the total number of rollbacks is less

than for the half coupling all case (see figures 7.21(c) and 7.21(d)).

Half coupling out

The half coupling out case illustrates the algorithm’s performance when the agents change their

patterns of access. Here the agents are half coupled for the first half of the simulation and during

the second half there is no coupling (see figures 7.4(d) and 7.5(c)). The purpose of the experiment

is to show that the algorithm adapts its behaviour in situations where the parallelism in the system

increases over time. One would expect that the algorithm manages to reduce the total number of

rollbacks without adding unnecessary delay (i.e., should not delay while there is no coupling).

Figure 7.34 shows the performance of the decision theoretic algorithm for the half cou-

pling out case. Again the mean cycle times are 50 milliseconds for the faster agent and the slower

agent running twice and four times as slow. Undo costs were varied over the range [5, 255] millisec-

onds in steps of 50 milliseconds. These results more or less mirror those for the half coupling in case

(see figure 7.33) with algorithm achieving more or less the same performance in all cases. The only

difference is in fact in the reduced computation time. In the half coupling out case the algorithm

achieves a higher percentage of reduced computation time, with reductions closer to the standard
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FIGURE 7.34: Decision theoretic performance for half coupling out trace

half coupling case (see figure 7.21(b)). The difference between this case and the half coupling in

case is due to the effect the agent interactions have on their elapsed time. In the half-coupling-in

case the elapsed time of the faster reading agent must be the same as the speed of the slower writing

agent. This is because the last write from the slower agent must either cause rollback, or the last

read from the reading agent must be delayed until after the last write has been received. In the half

coupling out case this does not happen, the faster reading agent can terminate any time after the

50th (half the number of cycles) write from the slower agent. The result is the elapsed time of the

faster agent is lower and so is the overall elapsed time for the experiment.
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Figure 7.35 shows the delays times chosen by the algorithm do not vary significantly

when the size of the history used is varied. Here the mean cycle time of the agents are 50 and 100

milliseconds for reading and writing agent respectively. The undo cost is fixed at 5 milliseconds.

The important thing to notice is that in all cases the last delay is at a virtual time of approximately

700. With a mean virtual time increment of 15 and a total of 100 cycles, this shows that algorithm’s

stops delaying reads at approximately the same time as the simulation becomes uncoupled (15%50).
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FIGURE 7.35: Delay times chosen by decision theoretic algorithm for differing history sizes

7.7.5 3 agents

Adding a third agent to traces allows testing of some cases which aren’t possible with just 2 agents.

Of particular interest is the cases where two agents are writing to a single state variable. This tests

the resilience of the algorithm to variations in the real and virtual distributions. In all cases the traces

are for agents which are coupled for the entire simulation (see figure 7.4(b)).

One Reads and Two Write

The first experiment involving three agents has two slower agents writing to the same state vari-

able which a faster agent is reading. Agent1 has a mean cycle time of 150 milliseconds, agent2

100 milliseconds and agent1 50 milliseconds in the 2x speed difference case. In the four times

speed difference case the cycle times of agent2 and agent3 increase to 200 and 450 milliseconds.

Figure 7.36 shows the performance of the decision theoretic algorithm for undo costs from [5,255]

milliseconds in increments of 50 milliseconds.
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FIGURE 7.36: Decision theoretic performance for one read two write trace

Figure 7.36(a) shows the percentage of rollback reduction achieved by the algorithm. The

results are less impressive in this case than for any of the 2 agent traces. The reason for this is

shown in figure 7.37 which shows the total delay employed by the algorithm for each experiment.

The algorithm is rarely delaying reads and so prevents little if any rollback.
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FIGURE 7.37: Total delay time applied by the algorithm

Section B.1.1 of the appendix contains output from the kernel giving various real and

virtual inter-arrival times for writes to the state variable in this experiment. It shows how the inter-

arrival times both virtual and real are affected with multiple agents (with differing speeds) writing

to a single state variable. The first section of output shows the absolute real and virtual times-
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tamps of writes from agent 2 and agent 3. For both agents the output shows a virtual inter-arrival

time with mean 15 and standard deviation 4. In the case of agent 2 the mean cycle time is 100

milliseconds, with the minimum cycle time this gives an average real time delay between cycle of

110 milliseconds. Agent 3 has a mean cycle time of 150 milliseconds, giving an average delay of

160 milliseconds. The second section of output shows the combined inter-arrival times from both

agents. The first few inter-arrival times are for writes solely from agent 2. When the first arrival from

agent 3 occurs, real time 14:45:26.295, virtual time 662, the virtual inter-timestamp drops to -267

(the last write from agent 2 was real time 14:45:26.219, virtual time 929). This type of oscillation

repeats, because there is no coupling between the two writing agents they carry on writing at their

own speeds. This results in a high degree of variation in the inter-arrival times, especially the virtual

times. Even using the median and average deviation (which is used for virtual inter-timestamp in

this experiment for extra stability) in place of the mean and standard deviation the average devia-

tion for the virtual inter-arrivals is 11 times the median. With such high deviations the algorithm

in unlikely to predict correctly. Figure 7.38 shows the utility graph (calculated by hand) used by

the algorithm given the input from the above example, with varying different values for tv and tr.

This shows that with such a large magnitude of variation the algorithm picks zero delays even when

the difference between tv and tr is reasonable. Figure 7.38(a) shows that the minimum cost is for

a delay of zero even when there is large difference (60) between tr and tv. In fact the algorithm

only starts delaying reads once their timestamps are 105 time units ahead of the previous write (see

figure 7.38(b)).

However this does not account for near zero delay in all cases; this is instead due to a

particular property of this trace. In this experiment agent 3 is the slowest and only writes, agent 2 is

the next slowest and only writes and agent 1 is the fastest agent and only reads. Rollbacks can only

occur on agent 1 and will occur whenever one of the other agents makes a write in the past of agent1.

Because agent 3 is significantly slower than agent 1 every write from agent 3 will cause a rollback

on agent 1. This means the LVT of agent 1 will oscillate back and forth. If we consider the situation

just after a straggler write from agent 3, the LVT of each of the agents might be, agent 1 LVT @700,

agent 2 LVT @900 and agent 3 LVT @700. The next read event from agent 1 would possibly have

a timestamp of 715. When the algorithm considers delaying the read it first determines the expected

rollback cost of the straggler write. This is done by assuming the next straggler write will arrive at
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FIGURE 7.38: Utility graphs with large virtual time deviation

tl + mean (where tl is the timestamp of the most recent write). The rollback cost is then calculated

as given in equation 5.2. If the value of tl is 900 then the repeat cost will be zero, meaning all

delays values greater than zero cannot prevent any repetition. Therefore in the majority of cases the

algorithm will pick a delay of zero.

One Writes and Two Read

The second artificial 3 agent trace involves two agents reading to a state variable that a third writes

to. In this case the writing agent is set to the slowest speed, so one would expect all the writes

to cause rollbacks. Figure 7.39 shows the performance of the decision theoretic algorithm for this

case.

In terms of percentage of rollbacks reduced the algorithms performs slightly better than

in the two agent half coupling case, managing a 78% reduction in the best case (see figure 7.39(a)).

For larger undo costs the percentage reduction in rollbacks is smaller due to there being fewer roll-

backs to remove from the unconstrained case. Figure 7.39(c) shows that for the unconstrained case

the number of rollbacks drops from around 128 with an undo cost of 5 milliseconds to around 42
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FIGURE 7.39: Decision theoretic performance for two read one write trace

with an undo cost of 255 milliseconds. The decision theoretic algorithm also reduces the com-

putation time, achieving around 40% reduction in the best case (see figure 7.39(b)). This shows

that with multiple agents reading to the same state variable the algorithm delays reads from each

appropriately, reducing the rollbacks on both reading agents.

Full coupling

The full coupling traces for three agents show how the algorithm performs when three agents all

read and write to the same state variable with all three running at different speeds. This case is
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similar to the one read two write case shown above. However, the full coupling case is slightly more

common that the one read two write case, e.g., three agents pushing a tile. The performance of the

algorithm for the more common, fully coupled case is better (see figure 7.36 and 7.40).
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FIGURE 7.40: Decision theoretic performance for fully coupled 3 agent trace

Figure 7.40 shows the performance of the decision theoretic algorithm for the 3 agent

fully coupled trace. The drop in performance caused by adding the extra agent is fairly apparent.

The algorithm does manage to reduce the number of rollbacks in all cases but the reduction is

considerably less than the algorithm achieves in the 2 agents case (see figure 7.28). As explained

above, adding a third agent distorts the distribution of virtual inter-arrival times of writes to the
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state variable. This distortion can only be exacerbated with increasing numbers of agents. This is

obviously a key issue to look at for future development of the decision theoretic model.

One Reads x, Writes y, Second Reads y and Writes z. The third Reads z and Writes z

This is similar to the Two-SSV case for two agents, here the cycle is extended to include a third

agent. This case is designed to check for positive feedback in the system. Figure 7.41 shows the

performance of the decision theoretic algorithm with this set of traces.
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FIGURE 7.41: Decision theoretic performance for cyclic 3 agent trace

The performance of the algorithm in this case is good, figure 7.41(a) shows a significant
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reduction in rollbacks achieved. For the 4x speed difference case the algorithm manages a 70%

reduction in the best case and a 50% reduction in the worst case. The performance in 2x case is not

as good but still manages a significant reduction in computation time from 38-43%. The unusual

shape of rollback reduction percentage graph (4x speed difference) mirrors the rollback totals (see

figure 7.41(d)). The results suggest there is a complex interaction with differing undo costs and

rollback totals in this case. The variation in rollbacks is also very large for the unconstrained case

(see figure 7.41(d)), where as with the decision theoretic algorithm the variation is much less. Each

experiment is an average of 10 runs, and each run uses different seeds for the random number gener-

ation, including the cycle time generation. However, regardless of the variation the algorithm seems

to perform well for all cases. The algorithm also manages significant reductions in the computation

time required for the simulation, especially with 4x speed difference. Figure 7.41(b) shows over

60% reduction in the best case.

The performance of the algorithm for this trace set is vastly better than the performance

for the three agent fully coupled case (see figure 7.40). The major difference between these two

cases is that no variable is written to by more than a single agent. This seems to suggest that the

decision theoretic algorithm performs worst on cases with writes from multiple different agents and

hence distributions.
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CHAPTER 8

CONCLUSION

This thesis has presented an approach to optimistic synchronisation for multi-agent simulation. The

synchronisation algorithms are designed for use with the PDES-MAS framework and exploit charac-

teristics of the framework to improve performance. This thesis presented an approach to state saving

which allows read events to be processed out of timestamp order. This was compared to standard

optimistic synchronisation and was shown to significantly reduce the frequency and depth of roll-

backs. The thesis also presented two approaches for constraining the optimism of the system, one

based on the notion of critical accesses and the other using a decision theoretic model. The perfor-

mance of the algorithms was compared to existing synchronisation mechanisms including standard

optimistic simulation and Moving Time Windows. The results illustrate good performance of both

algorithms in some cases but also highlight the limitations of both algorithms. The remainder of this

chapter gives a summary of the results and identifies situations where the algorithms’ show strong

and weak performance. Explanations are given for those cases where the algorithms’ performance

is weaker. The chapter concludes with a discussion of possible future research and development.

8.1 Summary of Results

Experiments were performed using a variety of approaches to synchronisation. These were, stan-

dard optimistic execution (without the read/write optimisation i.e., Time Warp), ASSK optimistic,

static Moving Time Windows, critical access synchronisation and decision theoretic synchronisa-

tion. The experiments used a variety of different trace inputs. These included traces generated from

SIM BOIDS and SIM TILEWORLD and also artificial traces which were used to help understand the
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performance of the decision theoretic algorithm. The results show how the three synchronisation

techniques presented in the thesis compare to existing standard optimistic techniques. In general

the results show a performance improvement over the existing techniques. The ASSK synchronisa-

tion scheme showed improvements in rollback and replayed cycles for a range of cases. For some

experiments with a low degree of coupling between the agents there was a slight increase in the

number of rollbacks. The critical access algorithm was shown to give a significant improvement

over unconstrained ASSK optimistic for some cases. However, the results showed that the algorithm

performance hinged on the minimum and maximum window sizes chosen. The most promising of

the algorithms seems to be the decision theoretic algorithm. It showed a performance improvement

for a wide variety of cases and in no case did it perform worse than the unconstrained ASSK. Unlike

the critical access algorithm it can adapt to any type of simulation without requiring the user to

supply additional information. In the remainder of this section a more detailed discussion of the

results is presented, including those situations where performance was not as expected.

8.1.1 The ASSK kernel

The first set of results illustrated the improvement in performance over the standard Time Warp

model achieved by the ASSK read/write synchronisation mechanism. The results indicate a signifi-

cant reduction in rollbacks for both testbeds and for a wide range of testbed parameters, with nearly

70% reduction in rollback in the best case.

It was also shown that for the majority of cases this reduction in rollback led to a reduction

in the number of replayed cycles. However, in some cases the reduction in rollback did not result

in a reduction of replayed cycles as reducing rollback frequency caused an increase in the depth of

rollbacks. This seems quite reasonable; with fewer rollbacks the ALPs can advance further ahead

of each other in terms of their LVT. The result is that a single rollback on an ALP with an LVT far

ahead of the straggler will cause a large number of replayed cycles. Therefore there is still a need

for some method of limiting the unbounded optimism, even with the read/write optimisation of the

ASSK kernel.
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8.1.2 Critical Accesses

The critical access algorithm utilises a metric which suggests an appropriate degree of optimism for

an ALP depending on its pattern of accesses (equation 4.3). In the current implementation the crit-

ical accesses are applied to an implementation of Moving Time Windows, where an ALP’s window

size is inversely proportional to the percentage of critical accesses it makes (equation 4.4). The ex-

periments show that the algorithm adapts to an appropriate window size within the specified range.

The result is a significant reduction in rollback, replayed cycles and computation time for some

cases. However, the experiments in section 7.5 illustrate the problems of ascertaining appropriate

window sizes.

For the critical access algorithm the experimenter must specify a minimum window size

and also a maximum window size. The algorithm then adapts the window size within this range

as the access patterns of the simulation change. The performance of the algorithm was shown to

depend on the range of window sizes specified. If the range was not large enough the optimal

window may lay outside the range. With the current implementation of the window size equation

(equation 4.4) large ranges of window sizes would result in the algorithm picking window sizes

which are too large. Using a previous example, a window range of [30, 4000], if 50% of the accesses

an agent makes are critical then by equation 4.4 it would be given a window size of 2015. If for the

same experiment the maximum window size is 8000, the algorithm would pick a window size of

3915. Clearly the choice of the range of windows specified should suggest a range on appropriate

window sizes. Determining what makes a window size appropriate is the problem.

All window based algorithms require frequent GVT computation to enable progression of

the simulation. For some simulations where frequent GVT computations are required for fossil col-

lection this is not an issue. However, for simulations which use little memory and rarely make GVT

calculation the extra GVT computations incur extra computation and communication overhead.

8.1.3 Decision Theoretic

It was the problems of the critical access algorithm which motivated the design of the decision

theoretic algorithm. The main benefit of the decision theoretic approach is that it is truly adaptive.

While the critical access approach can adapt within a specified range, its performance hinges greatly
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on the range of windows chosen. Using rollback probability and rollback costs it should be possible

to determine an optimal degree of optimism (delay time) regardless of simulation characteristics.

The challenge of this approach is determining the probability and cost of rollback.

The decision theoretic algorithm was tested with the SIM BOIDS, SIM TILEWORLD and

the artificial traces. For the majority of cases the decision theoretic algorithm offered improvements

in all areas of performance. The performance was better for SIM BOIDS showing up to 61% re-

duction in computation time over unconstrained ASSK. The performance for SIM TILEWORLD was

less impressive managing a maximum reduction in computation time of 2.5% for 4 agents and 15%

for 8 agents. However in nearly all cases the decision theoretic algorithm performed no worse than

unconstrained ASSK.

To further understand the performance of the decision theoretic algorithm it was tested us-

ing a variety of artificial traces. The artificial traces were defined in terms of the patterns of access

of the agents. The experiments were performed with 2 and 3 agents and a range of different param-

eters, such as undo cost, cycle time, distributions etc. The experiments show the algorithm performs

well for the majority of different access patterns. They also show the algorithm’s sensitivity to ran-

domness, illustrating that with smaller deviations in the inter-arrival times the algorithm is able to

better predict the expected arrival time of the straggler. The algorithm was also shown to achieve

reasonable performance when the inter-arrival times were taken from a random distribution. The

best performance was best for the half-coupling trace. However, this type of access pattern rarely

happens in the SIM TILEWORLD or SIM BOIDS testbeds presented here. It would be interesting to

test the algorithm’s performance in a testbed with frequent half-coupling, such as a predator and

prey simulation.

The two sets of traces of particular interest were the fully-coupled case and the Two-

SSV (cyclic) case. The fully-coupled case involved 2 (or 3) agents all reading and writing to the

same state variable. This type of access appears in SIM TILEWORLD but not SIM BOIDS. The

performance of the algorithm in the fully-coupled case for 2 agents was worse than the 2 agent half-

coupled case (see figures 7.21 and 7.28). One possible reason for this is the effect multiple writing

agents have on the distribution of real inter-arrival times at a single state variable. The performance

of the algorithm may be affected when the values of inter-arrival times (virtual and real) deviate

from the normal distribution assumed. In the case of two agents with cycle times of n (agent1)
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and 2n (agent2) one would expect the resulting probability density functions to resemble those in

figure 8.1.

n 2n1.5n Time

FIGURE 8.1: Two normal distributions with mean n and 2n

In this case the combined distribution, which has mean 1.5n, may not be a normal dis-

tribution and may in fact be bimodal. The consequence for the algorithm is that it still assumes a

normal distribution, which now has a mean of 1.5n and a large standard deviation. The problem of

combined distributions occurs for both the real and virtual inter-arrival time distributions.

First consider the real inter-arrival time distribution. If we assume the algorithm behaved

as expected it would result in the premature reads being delayed for at least 1.5n. How far the

beyond 1.5n the algorithm delays the reads is determined by the probability and cost of rollback.

If the reads were coming from a third faster agent the result would be that it is delayed sufficiently

to prevent rollbacks being caused by agent1’s writes but not agent2’s. The result is that the third

reading agent is rolled back to the same LVT as agent2. So in SIM TILEWORLD, this case would

occur when two agents (agent1 and agent2) push a tile and a third agent (agent3) only senses the

tile.

However, in the fully-coupled case the writing agents are also the reading agents. To

prevent rollback in this case the reads from the faster agent (agent1) should be delayed so they

occur after writes from agent2 (i.e., delayed until 2n). Given the situation in figure 8.1 this would

not occur immediately; instead the algorithm would expect the real inter-arrival time of the next

write would be 1.5n. Delaying for the read 1.5n would cause the read to be committed before the

expected arrival time of the next write from agent2. However, if the algorithm consistently delays

the reads from agent1 this will result in an increase in the mean inter-arrival time of writes from

agent1 to 1.5n1. If the algorithm behaves perfectly then one would expect this process to repeat

until the distribution of inter-arrival times from agent1 has the same mean as the distribution from
1while a read from an agent is delayed it cannot generate write events
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agent2. How long this process takes depends upon the number of writes generated by agent1 and

also the history size used by the algorithm. This behaviour relies on the fact that the algorithm does

actually impose some delay on the reads from agent1.

However, it has already been shown that with large deviations the algorithm is more likely

to choose zero delay times (see figure 7.38). The result is that the algorithm picks delays for some

cases (when the difference between tr and tv is sufficiently large) and not others, with the overall

result being prevention of only a few rollbacks.

The problem of combined distributions is also apparent for the virtual inter-timestamp

distributions, whereby the mean and deviation is skewed by rollbacks occurring on the state variable.

For example, if the writes to a state variable are all from a single agent and have the following

timestamps 230, 245, 261, 275, 290, the resulting mean inter-arrival time is 15 and the standard

deviation is 0.71. If a second agent with much lower LVT begins writing the timestamps of writes

might now look like, 230, 245, 261, 275, 290, 120, which results in a mean of -22 and standard

deviation of 74. If the writes from the slower agent (agent with lower LVT) are infrequent then this

pattern may repeat. To try and solve this problem the median and average deviation were used for

the virtual time distributions in the one read two write experiments (see section 7.7.5). However,

this did not rectify the problem as the average deviation was often still very large. Other possible

solutions to the general problem of combined distributions are discussed briefly in the following

section.

The 2 agent Two-SSV and 3 agent cyclic traces were also interesting as they intended to

test if the algorithm suffers from positive feedback. The results, which were good for both cases,

seem to suggest that positive feedback was not a problem. Or at least if it is present the effect on

overall performance is negligible. If we consider the simple example of 2 agents, agent1 faster

than agent2, agent1 writing to u and reading from v, agent2 writing to v and reading from u (see

figure 8.2).

To understand why there may be no positive feedback we first must state a few assump-

tions. The first assumption is that delaying the reads of agent1 will slow down its writes, this is true,

the writes from agent1 will now occur with time interval, cycle agent1 + j, where cycle agent1

is the cycle time of agent1 and j is the delay applied to agent1’s reads. The second assumption

is that agent1 must have the same or lower LVT than agent2. For positive feedback to occur the
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Variable V 

Agent 1Agent 2

Write Read

Read Write
Variable U

FIGURE 8.2: Positive feedback example

algorithm must delay reads from the slower agent (agent2): if agent1’s LVT is larger than agent2’s

the virtual-time condition will cause agent2’s reads to have very low probability of causing rollback.

If agent1, as we assumed, is faster that agent2, it is unlikely to have lower LVT than agent2. The

result is positive feedback will occur if the LVTs of both agents are similar. The third assumption

was that by slowing down agent1 it will cause reads from agent2 to be delayed, and this will result

in further delays on agent1, resulting in positive feedback.

If we assume the cost of rollback is low and the variance is small, the algorithm will delay

the read until shortly after the write. This will cause the inter-arrival times of writes from agent1

and agent2 to be similar. The other thing to notice is that the writes from agent2 and agent1 will

occur more or less at the same time, assuming the following ordering of events. Here R represent a

read and W represents a write.

R from agent 1 arrives - delayed until just after W from agent 2

R from agent 2 arrives

W from agent 2 arrives (i)

R from agent 1 is woken up and committed

At this state agent2 has finished its cycle (it has just made a write) so it sleeps for its cycle

time agent1 however, receives the read response and sends out its write immediately (cycle delays

are only applied before reads i.e., at the beginning of the cycle) so the next event is,
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W from Agent 1 arrives (ii)

If we assume the real time difference between events (i) and (ii) is small in relation to the

cycle times, then the real inter-arrival times of writes from agent1 and agent2 is more or less the

same. We are now at the stage where both agents have just started the cycle sleep time, if agent1

is faster than agent2, agent1 will wake up before agent2. At this point the cycle repeats again, the

R from agent1 is delayed appropriately etc. So while the write events from the two agents happen

with the same real inter-arrival time, the reads are received at different times (agent1’s arrive before

agent2’s, thus agent1’s reads are delayed while agent2’s are not). The important thing to note is that

when the algorithm considers delaying reads from agent2 it will expect the reads from agent2 to

occur at more or less the same real time as the writes from agent1. If this is the case, the algorithm

will consider the blocking the read from agent2 and find;

1. The real-time condition has low probability even for small delays as the write is expected

soon in real time.

2. The virtual-time condition has low probability as the LVT of the two agents is similar.

This would result in the algorithm choosing zero or small delays. This argument rests

on another assumption, namely that the agent cycle delay is applied at the start of each cycle, i.e.,

before the reads. At present this is how the cycle delays are implemented within ASSK, in the full

version of the PDES-MAS kernel there is a more complex system which models the cycle time of the

agents as three different delays, sense time (applied before reads at beginning of the cycle), thinking

time (applied in between reads and writes of the same cycle) and act time (applied after the writes

of a cycle).

Figure 8.3 illustrates the expected behaviour of the algorithm if delays are applied between

reads and writes of the same cycle. The figure shows advancing real time left to right and indicates

committed and uncommitted events as shaded and unshaded boxes respectively. R1 indicates a read

event at cycle 1 and W2 indicates a write event at cycle 2. The dashed lines represent the real time

delays applied as the agents cycle time. The dotted lines represent delay times applied to reads by

the decision theoretic algorithm. The figure shows the events as seen on a single state variable at

the SSLP.
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FIGURE 8.3: Behaviour of algorithm with cycle delays applied between reads and writes

Figure 8.3 shows two cycles of two agents, agent1 with cycle time cycle agent1 and

agent2 with a longer cycle time cycle agent2. The example shows that if the read from agent R2

is delayed for j, R2 is committed just after W1 from agent2 which prevents a rollback. For positive

feedback to occur the algorithm must delay a read from the slower agent. This will occur if agent1 is

delayed sufficiently so that the timestamp of its next write will be less than the timestamp of agent2’s

next read. In fact the delay applied to the read of agent1 must be greater than 2(cycle agent2 !

cycle agent1) (see figure 8.4).
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 3

R3

R2 W 2 R3
Agent1

Agent2

cycle_agent1 j > jc

cycle_agent2 cycle_agent2

2(cycle_agent2 − cycle_agent1)

FIGURE 8.4: Positive feedback with cycle delays applied between reads and writes

For large undo costs a single rollback on agent1 may allow agent2 to advance its LVT

beyond the LVT of agent1. If agent2 advances far enough beyond agent1 its reads will be delayed.

In this case it is not the algorithm causing the extra delay and it is not immediately obvious what

the behaviour of the algorithm should be.



8. CONCLUSION 176

8.2 Future Work

8.2.1 Development of Algorithms

This section describes possible future extensions of the work presented in this thesis. One of diffi-

culties of the critical access algorithm was translating the degree of optimism determined by equa-

tion 4.3 into an appropriate window size. The algorithm currently does this using a window extent

which must be specified by the experimenter prior to execution. The experiments in this thesis high-

lighted the drawbacks of such an approach, illustrating that the overall performance is ultimately

determined by the window extent chosen. Future development of the critical access algorithm would

therefore need to address the problem of determining appropriate window sizes or window extents.

Future work would need therefore need to either:

1. Examine ways of automatically determining appropriate window sizes.

2. Apply the critical access equation (equation 4.3) to a different throttling mechanism

Of these the second option seems the more promising approach. The criti-

cal access algorithm could be applied to memory limiting schemes such as that proposed

[Das and Fujimoto, 1997b].

The decision theoretic algorithm has promising results, however some experiments did

highlight particular cases where the algorithm only gave slight improvements. Any further devel-

opment of the algorithm would therefore need to address the issues raised by these cases. The first

issue involved the combination of multiple normal distributions for modelling the inter-arrival times

of writes. One possible solution is to attempt to model each distribution from each agent indepen-

dently and use the independent distributions in a new form of the decision theoretic equation. In this

scheme there would me more than two (straggler or no straggler) possible outcomes. There would

be two possible outcomes for each writing agent. The next write from each agent could either cause

a rollback or not. We would model the likelihood of the straggler coming from a particular agent

by the proportion of writes it made. The probability of each outcome would then be weighted by

the probability of the next write arriving from that particular agent. Another solution is to only use

the distribution of writes from the slowest agent. In this approach the reads from agents would be

delayed so that all agents execute at the same rate (in LVT advance) as the slowest. It is not clear if
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this approach would still work if the slowest agent changes frequently during the simulation.

The problem of combined distributions could be solved by trying to model the only pos-

itive inter-arrival times. If we are considering delaying a read and the next write is expected far in

the virtual past of the read there is little the algorithm can do. The best approach may therefore be to

behave well for the majority cases and ignore the unpreventable cases. To achieve this a significance

test (such as the Q-test) could be used before adding the inter-arrival times of writes to the distribu-

tion. The problem of positive feedback was discussed in section 5.4. The experiments presented in

thesis suggest positive feedback does not have significant influence on the overall performance of

the algorithm.

8.2.2 Development of PDES-MAS

This work has investigated the application of optimistic synchronisation techniques to parallel dis-

crete event simulation of multi-agent systems. Previous work in the area of distributed agent sim-

ulation has concentrated on conservative techniques or limited optimistic techniques. While con-

servative techniques are simpler in their application they restrict the amount of parallelism which

can be exploited in a simulation. It would be interesting to compare the performance of the opti-

mistic algorithms described here with conservative mechanisms. In some cases, where there is little

inherent parallelism in the system, conservative protocols are more desirable. For example, there

may be cases where even with zero lookahead the conservative mechanism provides ideal perfor-

mance. These particular cases are those where the number or interactions and rollbacks is so large

that running the agents in lock step gives best performance.

The work in this thesis was one part of the PDES-MAS project. Other aspects of this

work include algorithms for load balancing and interest management. The algorithms given in this

thesis and in the related work are designed specifically to inter-operate and to exploit benefits each

one gives the other. The PDES-MAS load balancing algorithm [Oguara et al., 2005] uses the notion

of access cost to try and redistribute the shared state among the CLPs. The access cost for a state

variable is specified in terms of the number of accesses made to that variable and the number of hops

each accesses must make to reach the variable. The algorithm uses a push/swap methodology to try

and minimise the access cost by moving the variables closer (in the network sense) to the agent(s)

which access it most frequently. It trades off the need to move variables closer to the agent(s)
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with the need to keep evenly distributed state, ensuring that no one CLP is overloaded with all the

state variables. The overall effect of this is to reduce the communication load on the system while

maintaining an even computational and memory load at each CLP. In terms of the synchronisation

algorithms load balancing plays an important role. Firstly, moving the state variables closer to the

agent(s) which access it frequently should reduce the network latency for agent communication.

In turn this should reduce rollbacks caused by network latency. State migration also affects state

restoration after a rollback. For this reason the PDES-MAS load balancing algorithm migrates the

state variables with their history. This places extra requirements on both the migration algorithm

and the state saving process. More precisely, the migration process must be efficient and be able

to deal with transient state. The system must be able to guarantee that all messages will eventually

reach a state variable even when messages are received while a state variable is being migrated. One

might expect to see an increase in rollbacks as a result of state migration. For example, if a write

message is received to a transient state variable this might delay the arrival time of the write and so

increase the likelihood of the write becoming a straggler (i.e., increase the likelihood of receiving a

read with lower time stamp before the write in real time). However, the consequences of these types

of low level interactions are not immediately clear and require further investigation.

The third part of the PDES-MAS project was involved with developing techniques for

interest management. Two approaches currently exist, address based and range based. There is an

important interaction between routing and synchronisation. When an agent senses its environment

the routing algorithm is responsible for returning values of all the reads which satisfy the conditions

of the agents sensor range. The routing system therefore needs to track any causality errors which

occur with routing. For example, if an agent senses at virtual time t, the routing algorithm returns

the current values which satisfy the sensing conditions. If the environment is then changed (either

through a write, add or delete) at time t! and t! < t, the agent which senses the environment needs

to be rolled back so it can re-sense the correct environment.

The PDES-MAS kernel has a well defined interface to real agent simulations. The ker-

nel defines a Simulation Ambassador, which the user calls from within their agent simulation.

Calls to the simulation ambassador generate the appropriate messages which are sent through

the ALP to the appropriate CLP. The user implements the Agent Ambassador interface to han-

dle the appropriate callback messages. This type of interface design, similar to that used by the
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HLA [Modeling and Office, 1998], gives the flexibility to interface a variety of agent simulations.

Future work plans to look at integrating an either event driven version of SIM AGENT and/or other

agent toolkits, e.g., RePast, with the PDES-MAS kernel. This may involve a real event driven agent

simulation from other existing large scale agent simulations e.g., [Raney et al., 2003]. This will give

a true measure of performance in terms of possible speed up.

There are other types of simulations which also exhibit the same properties as multi-agent

simulations. In particular we have investigated the feasibility of simulating mobile ad-hoc networks

with the PDES-MAS framework. The application and development of the PDES-MAS work, either as

a whole or just the synchronisation mechanisms suggest exciting directions for future research.
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APPENDIX A

RESULTS

A.1 Standard Optimistic Simulation

A.1.1 SIM BOIDS

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 995.4 164.864 372.1
300 4.6 145.231 194.8
400 552.1 161.942 360
500 266.3 159.263 302.1
600 762.5 163.614 367.2
700 8 144.986 197.7
800 0 127.906 0
900 3.8 153.014 188

1000 0 127.941 0

TABLE A.1: Standard Optimistic Simulation - SIM BOIDS 2 agents
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Environment size Rollbacks Computation time (secs) Replayed Cycles
200 3949.22 367.139 1338.22
300 2934.4 363.153 1238.9
400 2784.5 381.77 1144.5
500 626.5 284.982 278
600 748.4 321.89 653.8
700 1585.7 353.811 914.4
800 134.2 314.742 569
900 1047.7 311.879 555.8

1000 1251.4 349.906 885.6

TABLE A.2: Standard Optimistic Simulation - SIM BOIDS 4 agents

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 16440.8 1158.77 5414.2
300 14668.5 1111.68 5082.9
400 12753.3 1057.65 4719.4
500 10677.6 983.534 4135.3
600 10373.4 972.073 3984.3
700 9381.4 935.402 3611.2
800 1447 747.251 2260
900 5166.7 865.479 3200

1000 3295.7 762.384 2286.7

TABLE A.3: Standard Optimistic Simulation - SIM BOIDS 8 agents

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 53806.7 8723.59 9185.7
300 32612.2 5151.76 13466
400 27812.9 4296.47 13547.7
500 21256.3 3321.42 12911.6
600 18935 2681.36 10104
700 16932.1 2903.78 12283.2
800 12823.5 2042.33 7712.9
900 8976.2 1916.13 7140.7

1000 15434 2331.99 9022.2

TABLE A.4: Standard Optimistic Simulation - SIM BOIDS 16 agents
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A.1.2 SIM TILEWORLD

Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 17.4 154.303 238.2
20 0.4 131.6 157.653 301.9
20 0.6 262.4 158.418 311.6
20 0.8 150.4 155.979 289.7
20 1.0 1773.8 160.262 288.2
30 0.2 311.6 157.292 300.3
30 0.4 321.4 155.083 286
30 0.6 669.7 160.974 336.3
30 0.8 136.5 156.043 270.8
30 1.0 97.5 150.463 238.7
40 0.2 16.3 144.637 189.9
40 0.4 31.1 148.27 221.8
40 0.6 9.4 153.592 170
40 0.8 161.9 157.601 301.6
40 1.0 7.7 153.448 178
50 0.2 102.8 156.502 318.5
50 0.4 91.6 154.582 275.1
50 0.6 23.4 155.073 236.3
50 0.8 4.7 139.816 72.1
50 1.0 38.4 149.432 124.8
60 0.2 14.1 146.203 211
60 0.4 16.3 145.875 179.5
60 0.6 1.2 145.372 90.5
60 0.8 10.1 146.81 140.8
60 1.0 6 133.365 56.3
70 0.2 8.6 147.335 153.2
70 0.4 18.3 139.975 134.8
70 0.6 23.9 152.577 149.4
70 0.8 64.7 156.677 308.2
70 1.0 29.3 151.519 181.6
80 0.2 2.7 140.617 143.6
80 0.4 0 127.991 0
80 0.6 20.5 154.166 206.3
80 0.8 0 128.015 0
80 1.0 132.4 143.136 156.5
90 0.2 9.1 144.586 97.8
90 0.4 1.2 142.069 44.2
90 0.6 28.3 141.204 149.9
90 0.8 0 128.164 0
90 1.0 0 128.024 0

100 0.2 0 128.127 0
100 0.4 3.5 154.62 32.7
100 0.6 18.4 152.477 182
100 0.8 0 128.046 0
100 1.0 0.6 133.722 61.4

TABLE A.5: Standard Optimistic Simulation - SIM TILEWORLD 2 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 2557.3 364.696 963
20 0.4 3142.1 366.111 954.2
20 0.6 2959.7 358.094 906.8
20 0.8 2352.8 337.655 719.8
20 1.0 2818.6 354.236 855.2
30 0.2 725.6 332.524 726.1
30 0.4 1190.1 315.42 555.1
30 0.6 2639 357.544 885.9
30 0.8 2864.3 359.824 920.5
30 1.0 1529.3 349.777 844.5
40 0.2 428 316.744 614.7
40 0.4 733 336.831 776.4
40 0.6 1408.1 346.449 851
40 0.8 244.9 338.298 782.4
40 1.0 826 341.934 825.8
50 0.2 41 307.459 438
50 0.4 355.4 309.313 491.1
50 0.6 674.4 342.855 832
50 0.8 1023.4 343.674 826.7
50 1.0 950.8 343.539 763
60 0.2 234.9 312.167 547.9
60 0.4 413.8 335.496 731.1
60 0.6 70.4 304.033 400.3
60 0.8 150.9 302.761 267
60 1.0 248 311.551 570.9
70 0.2 32 301.337 335.1
70 0.4 206.5 333.692 763.2
70 0.6 426.8 344.801 788.7
70 0.8 511.4 325.531 663.8
70 1.0 190 315.09 536.4
80 0.2 4.8 266.182 113.2
80 0.4 22 300.931 324.4
80 0.6 62.7 287.441 302.9
80 0.8 184.3 321.88 574.7
80 1.0 216.2 330.25 684.3
90 0.2 8.8 285.276 171.5
90 0.4 7.3 262.375 77.2
90 0.6 56.4 309.664 348
90 0.8 285.5 326.356 672.4
90 1.0 38.9 274.117 185.8

100 0.2 12.6 274.104 174.4
100 0.4 22.5 299.175 259.9
100 0.6 123.2 288.69 330.4
100 0.8 83.2 294.128 401.7
100 1.0 55.1 289.231 326.7

TABLE A.6: Standard Optimistic Simulation - SIM TILEWORLD 4 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 7463.9 620.98 2008.3
20 0.4 6984.6 613.449 1970.3
20 0.6 5213.2 553.267 1464.2
20 0.8 11846.4 668.61 2241.3
20 1.0 10516.9 647.887 2109.4
30 0.2 2025.7 559.453 1639
30 0.4 5173.2 598.053 1899.4
30 0.6 4461.2 614.119 2033.3
30 0.8 4806.7 605.669 1969
30 1.0 3696.6 577.543 1719.1
40 0.2 1838.4 545.24 1532.5
40 0.4 1346.8 541.137 1500.1
40 0.6 1826.2 541.409 1470.3
40 0.8 4200.2 601.879 1962.2
40 1.0 1995.5 547.222 1528
50 0.2 686 562.398 1667.8
50 0.4 1053.2 551.567 1577.3
50 0.6 680.7 529.851 1184.3
50 0.8 1844.7 538.521 1347.8
50 1.0 792.7 551.127 1496.9
60 0.2 192.7 498.013 1071
60 0.4 381.6 524.299 1306.5
60 0.6 662.6 524.636 1302.6
60 0.8 626.6 521.52 1287.3
60 1.0 583.4 519.819 1252.9
70 0.2 233.4 520.79 1102
70 0.4 390.1 529.018 1369.7
70 0.6 448.1 540.699 1480
70 0.8 466.6 504.137 1137
70 1.0 576.9 536.613 1436.2
80 0.2 259.7 474.698 857.5
80 0.4 133.5 517.427 1163.4
80 0.6 514.3 518.039 1282.1
80 0.8 152.9 489.329 922
80 1.0 683.6 491.056 871.4
90 0.2 94.3 486.032 705.2
90 0.4 260.7 478.682 956.6
90 0.6 132.9 492.393 930.7
90 0.8 73.4 467.005 632.3
90 1.0 96.3 514.038 1080.1

100 0.2 43.3 428.579 315
100 0.4 20.8 421.321 321
100 0.6 116.3 505.645 1054.2
100 0.8 122.6 432.727 486.2
100 1.0 272.8 484.159 869

TABLE A.7: Standard Optimistic Simulation - SIM TILEWORLD 6 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 8868.67 779.269 2755.78
20 0.4 9962.62 760.156 2704.5
20 0.6 10875.7 781.91 2769.57
20 0.8 9929.7 812.506 2635.5
20 1.0 10826.7 661.737 2234
30 0.2 7124 861.752 3030.9
30 0.4 4110.1 811.429 2696.2
30 0.6 8267.1 779.801 2701.3
30 0.8 8965.3 862.408 2864.4
30 1.0 10298.2 892.742 3029.7
40 0.2 1792.7 809.755 2779.6
40 0.4 5477.2 830.174 2793.7
40 0.6 6115.1 872.288 3169.8
40 0.8 6568.9 775.32 2764.3
40 1.0 5712.2 838.136 2865.3
50 0.2 442.8 701.473 1791.3
50 0.4 1429.8 764.46 2279.5
50 0.6 2195.2 782.432 2548.2
50 0.8 4784.8 820.877 2734.9
50 1.0 1012.5 734.99 1835.9
60 0.2 394.1 717.774 1824.5
60 0.4 603.4 750.846 2186.6
60 0.6 1598.3 769.629 2412
60 0.8 1381.9 757.967 2306.1
60 1.0 901.8 731.015 1994.5
70 0.2 400.9 680.269 1569.1
70 0.4 406.2 704.499 1829.7
70 0.6 560.6 682.333 1530.2
70 0.8 774.7 720.939 1987.6
70 1.0 677.8 713.39 1804.3
80 0.2 209.1 651.34 1254
80 0.4 96.4 633.403 1092.2
80 0.6 1203.7 749.424 2237.9
80 0.8 473.2 723.114 1985.5
80 1.0 700.6 735.844 2157.9
90 0.2 174.5 670.052 1391.3
90 0.4 454.3 721.101 1797
90 0.6 348.8 664.969 1363.6
90 0.8 602.4 685.677 1628.5
90 1.0 505.4 714.593 1931.7

100 0.2 58.6 562.921 409.9
100 0.4 198 653.859 1219.8
100 0.6 164.9 655.36 1179.9
100 0.8 243.9 636.03 1080.6
100 1.0 563 665.005 1434.9

TABLE A.8: Standard Optimistic Simulation - SIM TILEWORLD 8 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 11352.7 987.144 3787.14
20 0.4 11643.9 984.897 3527.33
20 0.6 10464.5 613.005 2299
20 0.8 14781.5 1022.4 3625.62
20 1.0 14038.7 806.6 2831.33
30 0.2 11961.1 1005.58 3899.71
30 0.4 8406.5 1123.81 4005
30 0.6 11890 990.859 3704.5
30 0.8 8745.3 1106.87 3842.7
30 1.0 12228.1 1014.17 3662.44
40 0.2 4134.7 995.661 3694.1
40 0.4 9693.33 964.653 4075.83
40 0.6 4566.6 1030.73 3277.9
40 0.8 6559.3 961.921 3199.4
40 1.0 6366.7 1068.51 3579.7
50 0.2 1868 1014.69 3355.5
50 0.4 1636.3 1019.56 3339.4
50 0.6 3680.1 1075.65 3678.4
50 0.8 7330.8 1020.84 3750.5
50 1.0 6846.1 1088.01 3737.7
60 0.2 776.1 988.468 3044.8
60 0.4 854.7 955.512 2702.7
60 0.6 3450.4 1015.58 3260.4
60 0.8 3413.2 1037.07 3460.1
60 1.0 1921.4 994.615 3036.6
70 0.2 1016.1 943.647 2494.2
70 0.4 766.2 936.965 2506
70 0.6 970 965.166 2838.8
70 0.8 1618.7 953.468 2772.6
70 1.0 1481 996.016 3088.2
80 0.2 114.5 802.067 1333.6
80 0.4 814 958.571 2617.2
80 0.6 468.7 908.096 2262.1
80 0.8 1914.2 1007.57 3128.7
80 1.0 593.5 901.229 2172.4
90 0.2 210.2 861.242 1566.6
90 0.4 434.9 908.699 2154.7
90 0.6 654.7 941.07 2512.7
90 0.8 730.2 944.149 2689.8
90 1.0 521.9 892.416 2011.2

100 0.2 359.1 858.425 1769
100 0.4 535.9 895.491 1974
100 0.6 297.2 857.614 1664.2
100 0.8 639.8 916.826 2234.2
100 1.0 358.5 909.137 2113.2

TABLE A.9: Standard Optimistic Simulation - SIM TILEWORLD 10 agents
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A.2 ASSK kernel

A.2.1 SIM BOIDS

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 584.8 183.984 349.5
300 11.2 162.86 191.6
400 330.1 179.972 332.6
500 158.7 177.674 323.7
600 452.5 181.859 342.2
700 17 162.439 187.3
800 0 143.704 0
900 12 172.219 284.1

1000 0 143.707 0

TABLE A.10: ASSK kernel - SIM BOIDS 2 agents

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 1985.1 420.259 1235
300 1455.8 400.681 1104.1
400 1424.4 397.306 1079.7
500 441.3 311.801 359.8
600 435.8 345.918 649.2
700 691.6 331.435 830.7
800 104.7 343.064 679.9
900 613.9 338.159 557.4

1000 719.7 372.353 901.9

TABLE A.11: ASSK kernel - SIM BOIDS 4 agents



A. RESULTS 188

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 6010.7 928.131 3444.5
300 4974.6 821.617 3105
400 4889 916.772 3385.6
500 4489 915.157 3382.9
600 4278.7 890.561 3197.5
700 3509.6 835.161 2722.8
800 729.9 780.801 2394
900 2263.4 840.642 2809.9

1000 1415.4 693.849 1979.3

TABLE A.12: ASSK kernel - SIM BOIDS 8 agents

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 23739.7 3428.82 7307.5
300 15891.7 2595.7 7287.8
400 14283.2 2417.46 7393.3
500 11848.9 2285.51 7655.8
600 9848.7 1975.27 6130.5
700 9306 2141.07 7375.9
800 6883 1906.88 6481.1
900 4604.6 1810.36 6178.5

1000 7697 1769.53 5925.7

TABLE A.13: ASSK kernel - SIM BOIDS 16 agents
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A.2.2 SIM TILEWORLD

Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 0 145.417 0
20 0.4 1.6 160.456 37.4
20 0.6 17 177.119 96.9
20 0.8 5 157.249 93.4
20 1.0 52.9 173.186 220
30 0.2 48 174.752 223.5
30 0.4 33.2 167.708 210.7
30 0.6 70.2 174.827 275.6
30 0.8 4.2 162.034 93
30 1.0 11 158.652 101.7
40 0.2 5.1 160.238 155.3
40 0.4 6.4 150.791 57.7
40 0.6 0 145.148 0
40 0.8 24.8 176.224 228.6
40 1.0 0.8 155.939 66.8
50 0.2 50.2 174.69 292
50 0.4 29.2 172.171 249
50 0.6 3.2 166.888 92
50 0.8 3 146.721 18.7
50 1.0 12 159.586 90.8
60 0.2 4.2 160.712 148.4
60 0.4 8.6 163.301 181.5
60 0.6 0.6 151.967 49.1
60 0.8 0 145.043 0
60 1.0 0 146.271 0
70 0.2 14.1 166.955 176
70 0.4 6.8 154.74 98.1
70 0.6 8.1 170.721 109.1
70 0.8 18.8 174.058 94.9
70 1.0 12.4 159.878 151.2
80 0.2 0 143.988 0
80 0.4 0 144.209 0
80 0.6 31.5 173.235 228.2
80 0.8 0 144.372 0
80 1.0 48.4 155.838 104.9
90 0.2 0 144.161 0
90 0.4 0 144.457 0
90 0.6 22.2 157.682 133.9
90 0.8 0 144.574 0
90 1.0 0 144.283 0

100 0.2 0 144.312 0
100 0.4 0 144.073 0
100 0.6 10.8 155.685 59.9
100 0.8 0 144.44 0
100 1.0 0 144.433 0

TABLE A.14: ASSK kernel - SIM TILEWORLD 2 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 131.1 373.722 730
20 0.4 140.9 350.453 558.1
20 0.6 94.1 358.777 580.4
20 0.8 57.3 325.49 314.4
20 1.0 106.8 372.223 669.9
30 0.2 120.1 321.917 403.8
30 0.4 91.8 322.277 379.1
30 0.6 174.8 328.162 432.4
30 0.8 107.1 343.105 507.4
30 1.0 89.6 346.018 454.4
40 0.2 33.8 301.92 220
40 0.4 107.2 360.707 648.5
40 0.6 114.3 357.896 672.4
40 0.8 43 343.969 422.4
40 1.0 89 333.824 362.1
50 0.2 11.1 299.927 171.2
50 0.4 114.8 329.664 441
50 0.6 131.4 356.275 716.3
50 0.8 159.9 354.625 694.9
50 1.0 128.3 350.048 607.9
60 0.2 60.5 315.77 295.7
60 0.4 172.5 333.282 506.6
60 0.6 16.6 307.665 115.3
60 0.8 28.7 297.777 136.5
60 1.0 52.7 339.495 511.3
70 0.2 28.1 328.259 238.7
70 0.4 105.7 359.354 726.8
70 0.6 150 366.437 713.1
70 0.8 142.2 336.669 558.5
70 1.0 46.1 314.2 258.7
80 0.2 1.2 284.423 67.5
80 0.4 10.8 321.455 91.7
80 0.6 33.4 309.194 237.3
80 0.8 97.3 362.075 432.1
80 1.0 67.8 322.721 429.8
90 0.2 5 282.98 75.4
90 0.4 3.2 279.223 26.9
90 0.6 18.3 318.863 233.6
90 0.8 95.4 333.186 461.2
90 1.0 9.9 291.141 102.7

100 0.2 10.2 297.078 141.9
100 0.4 14.4 309.75 142.5
100 0.6 43.4 317.113 357.7
100 0.8 32.9 305.546 260.8
100 1.0 33.6 300.862 196.9

TABLE A.15: ASSK kernel - SIM TILEWORLD 4 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 360.6 569.847 1377.1
20 0.4 270.8 631.726 188.1
20 0.6 200.3 631.195 112.1
20 0.8 360.7 648.491 191.4
20 1.0 266.5 645.744 159.1
30 0.2 265.4 619.495 223.6
30 0.4 264.8 630.174 210.4
30 0.6 444.3 632.357 240.4
30 0.8 294.6 634.659 251.8
30 1.0 221.3 629.843 120.8
40 0.2 256.6 620.136 214.2
40 0.4 166.9 620.208 72.5
40 0.6 263.1 626.859 89
40 0.8 264.4 625.06 148.3
40 1.0 100.7 625.627 175.5
50 0.2 254.3 616.798 160.1
50 0.4 169 617.491 189
50 0.6 88.4 619.504 185.1
50 0.8 123.6 620.79 46.2
50 1.0 110.4 618.238 43.1
60 0.2 93.2 613.58 17.6
60 0.4 137.2 614.627 83.3
60 0.6 135.7 618.834 170.6
60 0.8 212.2 700.293 92.9
60 1.0 125.5 617.224 0.6
70 0.2 112.6 613.468 124.2
70 0.4 137.2 614.519 185.8
70 0.6 147.8 614.941 147.3
70 0.8 113.2 616.545 47.3
70 1.0 119.9 616.151 190.1
80 0.2 140.7 614.921 163.5
80 0.4 92.3 619.361 149.2
80 0.6 81.5 616.565 122.6
80 0.8 54.6 614.971 90.2
80 1.0 56.1 616.838 49.1
90 0.2 38.3 612.404 76.4
90 0.4 114.4 618.364 121.3
90 0.6 31.1 613.026 148.8
90 0.8 46.4 612.684 16.3
90 1.0 43.4 613.624 0.6

100 0.2 27 612.228 8
100 0.4 31.1 611.306 43.1
100 0.6 61.6 611.886 148.5
100 0.8 46.1 613.369 29.7
100 1.0 122.4 614.232 146.2

TABLE A.16: ASSK kernel - SIM TILEWORLD 6 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 421.8 670.942 1491.7
20 0.4 459.6 700.076 1547.8
20 0.6 439.5 733.741 1827
20 0.8 219.2 679.887 1361
20 1.0 419.3 714.328 1642.1
30 0.2 476.8 685.571 1655.4
30 0.4 421.5 760.12 1951.2
30 0.6 411 775.433 1995
30 0.8 390 690.325 1556.8
30 1.0 452.1 791.773 1894.2
40 0.2 311 692.669 1513
40 0.4 486.5 774.03 2020.3
40 0.6 461.1 725.162 1765.4
40 0.8 521.5 734.241 1910.1
40 1.0 411 732.386 2015.4
50 0.2 117.7 595.114 867.3
50 0.4 274.1 656.095 1408.3
50 0.6 311.1 735.825 1820.1
50 0.8 482 770.308 2093.8
50 1.0 155.444 585.682 744.111
60 0.2 182.4 650.348 1234.6
60 0.4 194 664.594 1461.8
60 0.6 265.8 744.004 1538
60 0.8 341 754.013 1869.9
60 1.0 173 654.198 1220.4
70 0.2 160.7 681.503 1303.1
70 0.4 132.556 591.082 895.778
70 0.6 128.1 595.177 837.9
70 0.8 198.75 636.981 1249.38
70 1.0 139.5 613.169 1109.3
80 0.2 114.556 585.372 925.667
80 0.4 265.487 646.217 1282.49
80 0.6 245.111 644.308 1244.67
80 0.8 197.3 647.119 1232.2
80 1.0 198 651.301 1366.3
90 0.2 70.2857 549.231 627.429
90 0.4 116.9 621.179 1032.2
90 0.6 139.75 592.131 777.75
90 0.8 125.75 567.614 811.125
90 1.0 123.444 642.008 1160.11

100 0.2 67.263 555.386 698.213
100 0.4 77.125 579.692 757.875
100 0.6 91.8 555.278 565.4
100 0.8 37.8333 573.452 689.5
100 1.0 200.3 601.981 971.9

TABLE A.17: ASSK kernel - SIM TILEWORLD 8 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 699.5 1001.67 2700.3
20 0.4 496.9 914.869 1651.2
20 0.6 632.3 1022.47 2647.4
20 0.8 524.1 955.603 2071.8
20 1.0 545.5 1019.02 2495
30 0.2 577.8 938.316 2181.3
30 0.4 465.8 913.645 1949.7
30 0.6 512.8 924.22 1934.6
30 0.8 426.4 986.227 2343.8
30 1.0 388.3 879.695 1324.3
40 0.2 862.9 1026.86 3065.3
40 0.4 788.9 975.215 2412.4
40 0.6 357.4 896.616 1723.5
40 0.8 376.7 949.135 2014.4
40 1.0 348.1 889.024 1577.9
50 0.2 386.6 988.249 2622.2
50 0.4 556.8 990.823 2633.4
50 0.6 521.2 962.641 2180.6
50 0.8 565.7 960.544 2418.5
50 1.0 468.2 901.519 1819.9
60 0.2 296.1 940.815 1738.7
60 0.4 267.7 937.769 1796.9
60 0.6 464.9 914.575 2063.6
60 0.8 488.1 971.858 2365.7
60 1.0 368.2 935.189 2112.6
70 0.2 371 900.154 1700.1
70 0.4 290.9 920.248 1680.1
70 0.6 303.5 911.249 1938.3
70 0.8 282.9 886.99 1728.5
70 1.0 398 949.229 2180.4
80 0.2 65.2 767.539 523.9
80 0.4 239.7 934.334 1771.2
80 0.6 149 848.008 1312
80 0.8 613.4 929.646 2196.3
80 1.0 194.5 824.472 1257.8
90 0.2 122.7 828.505 1032.5
90 0.4 152.4 828.216 1162.6
90 0.6 253.2 880.125 1539
90 0.8 250.5 881.919 1789
90 1.0 145.5 799.115 832.9

100 0.2 144.4 797.866 977
100 0.4 228.2 848.088 1518.9
100 0.6 126.1 809.812 974.1
100 0.8 228.1 854.636 1404.8
100 1.0 153.1 872.164 1602.7

TABLE A.18: ASSK kernel - SIM TILEWORLD 10 agents
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A.3 Static Windows

A.3.1 SIM BOIDS

Environment size Window Rollbacks Computation time Replayed Cycles GVTs
200 30 485.4 165.404 257.2 2469.4
200 60 586 184.027 346.9 161.3
200 90 584.5 183.78 347.3 95.6
200 120 586.6 184.326 352.3 67.9
200 150 582.8 183.924 348.7 52.8
300 30 1.33333 148.849 0.666667 17051.2
300 60 1.6 157.044 1.8 13781.2
300 90 3.7 154.599 5.4 8727.5
300 120 3.6 159.611 5.6 7095.3
300 150 3.8 153.16 6.1 7159.6
400 30 259.9 160.406 138.4 9424.8
400 60 324.3 180.389 194.7 5086.6
400 90 320.9 180.165 198.1 3824.5
400 120 327.3 180.383 200.5 2901.1
400 150 326.1 180.065 206.2 3269
500 30 117.2 157.494 62.4 13333
500 60 147.2 177.553 88.5 9170.1
500 90 151.5 177.866 94.6 9865.5
500 120 145 179.27 90.4 5085
500 150 151.3 177.645 97.2 4287.7
600 30 355.7 162.105 190.5 6495.6
600 60 448.4 182.525 267.4 3022.9
600 90 445.4 182.283 267.5 1873.6
600 120 449.9 182.511 270.2 1650.2
600 150 450.6 182.358 271.8 1326.9
700 30 2.2 155.202 1.3 17354
700 60 2.75 162.996 2.625 11725.6
700 90 5.75 154.566 11 14850.4
700 120 7.4 174.515 13.5 5810.9
700 150 7.8 162.688 17.1 5793.6
800 30 0 156.656 0 15228.2
800 60 0 174.958 0 13530.4
800 90 0 156.287 0 11275.1
800 120 0 155.136 0 6298.56
800 150 0 160.592 0 5729.11
900 30 1.6 155.251 0.8 18251.2
900 60 2.25 160.144 2.75 11349.6
900 90 3 159.803 4.8 7876.7
900 120 5 174.541 9.1 6701.2
900 150 3.11111 160.591 6.88889 7764.78
1000 30 0 155.818 0 16087.8
1000 60 0 162.051 0 12708.7
1000 90 0 159.918 0 9332.4
1000 120 0 166.554 0 9357
1000 150 0 174.153 0 7553

TABLE A.19: Static windows - SIM BOIDS 2 agents
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Environment size Window Rollbacks Computation time Replayed Cycles GVTs
200 30 1607.89 376.693 742.667 10605.9
200 60 1748 375.534 944.2 4595.2
200 90 1977.1 420.356 1106 2965.8
200 120 1977.5 419.675 1119.8 2067.7
200 150 1983.2 420.938 1141 1593
300 30 1152.44 358.47 535.444 13898.9
300 60 1406.2 400.59 768.7 9884.7
300 90 1408.3 402.277 812.3 9126.4
300 120 1412.1 401.697 826.8 8332.4
300 150 1419.1 401.302 847.8 7813.9
400 30 1062.44 357.55 519.778 15747.6
400 60 1325.8 400.188 716.9 12853.5
400 90 1330.6 399.033 724.2 12376.7
400 120 1336.7 398.819 735.7 11678.2
400 150 1334.5 397.865 740.5 11471.6
500 30 370.444 337.291 196.667 22734.8
500 60 449.3 379.02 259.6 22136.5
500 90 449.7 378.541 265.3 21952.6
500 120 393.4 337.843 238.7 21682.5
500 150 413.111 326.842 254.667 21292.7
600 30 285.889 342.183 145.667 24378.9
600 60 366.2 383.759 204.2 23608.2
600 90 341.4 346.894 203.8 22529.2
600 120 381.5 383.52 234.1 21686.3
600 150 325.4 340.198 205.4 20457.4
700 30 576.333 349.409 273.889 21739.9
700 60 695.1 391.695 366.8 18721.1
700 90 697.8 391.548 372 16884.2
700 120 698.6 390.752 386.9 16611.8
700 150 689.7 390.154 392.8 15642
800 30 55.25 323.2 29.625 24598.1
800 60 73.8 375.474 47.4 25237.3
800 90 65.7778 330.006 50.7778 23994.9
800 120 69.3333 325.15 60.5556 24696.9
800 150 66.8571 305.883 57.4286 21320.3
900 30 433.889 347.976 219.667 24136.2
900 60 560 388.459 302.3 22551.9
900 90 515.556 341.119 286.667 22534.7
900 120 542 317.129 305.5 20258.1
900 150 518.222 339.109 294 19916.1
1000 30 531.778 344.481 266.667 21225.7
1000 60 573 343.281 323.4 18823.2
1000 90 607.333 331.519 356.444 19477.4
1000 120 649.1 384.362 385.8 18028.3
1000 150 619.333 330.294 380.222 17850.1

TABLE A.20: Static windows - SIM BOIDS 4 agents
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Environment size Window Rollbacks Computation time Replayed Cycles GVTs
200 30 4533.88 824.891 1977.5 16713
200 60 5934.5 931.456 3175.9 4409.6
200 90 5356.7 832.763 2937 1919.1
200 120 5975.4 931.224 3387.6 1248.1
200 150 6007.9 927 3368.8 817.6
300 30 4097.29 784.853 1741 19734.7
300 60 4793 801.123 2472.44 9608.44
300 90 4751 818.493 2575 7665.67
300 120 4769.43 805.029 2724.57 6444.43
300 150 4307.8 744.036 2403.8 5002.4
400 30 3612.44 823.754 1556.56 20730.2
400 60 4582.6 909.271 2393 12805.7
400 90 4218.9 817.245 2383.4 9388.5
400 120 4261.5 814.479 2460.1 8694.5
400 150 4187.8 818.034 2393.3 7095.2
500 30 3122.78 813.804 1333.33 21604.3
500 60 3559.6 813.999 1859.9 13817.9
500 90 3586.56 809.86 2000.56 12777.3
500 120 3619.9 818.62 2040.8 11475.9
500 150 4080.3 904.726 2363.8 11224.3
600 30 3069 797.801 1252.14 23601.3
600 60 3404.2 814.256 1573.5 20166.4
600 90 3450.8 822.996 1650 20262.7
600 120 3412.38 779.606 1673.38 20586.2
600 150 3545.9 828.142 1742.3 18970.8
700 30 2684.67 813.183 1176.33 25068.8
700 60 3101.44 816.094 1716.22 22922
700 90 3093 816.582 1735.9 20707.9
700 120 2987.4 805.722 1680.6 19812
700 150 2902.25 783.551 1636.25 21136
800 30 436 745.508 193.333 26296
800 60 482.4 751.537 255.2 25406.4
800 90 463.333 748.814 258.111 25189.6
800 120 493.3 754.269 286.2 25013.3
800 150 501.111 747.667 325.222 25056.3
900 30 1557.25 764.775 663 26457.6
900 60 1677.4 788.44 801.7 24815.1
900 90 1668 774.931 824 24169.5
900 120 1503.4 704.906 754.2 24819.2
900 150 1589.29 738.749 834.571 23997.7
1000 30 964.6 706.346 437 26366.4
1000 60 1173 732.779 576.429 25740.7
1000 90 1257.6 759.872 637.6 24664.4
1000 120 1245.56 758.581 639.444 24838.4
1000 150 1281.2 760.227 700 24291.5

TABLE A.21: Static windows - SIM BOIDS 8 agents
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Environment size Window Rollbacks Computation time Replayed Cycles GVTs
200 30 19283.5 3106.35 5110 2944.88
200 60 20578.8 3014.64 6189.5 493.5
200 90 19872 2909.36 6143.43 160.143
200 120 20980.6 3053 6454.5 95.4
200 150 23696.1 3469.73 7350.1 69.7
300 30 9855.25 2016.49 3178.5 4252
300 60 12825.8 2226.5 5033.5 1997.67
300 90 10715.7 1732.93 4505.33 1045.67
300 120 10508 1726.19 4492.33 594.333
300 150 12668.8 2053.62 5534.8 389.4
400 30 9424.33 2045.88 3175.83 4053.83
400 60 11227.4 2116.4 4658.71 2612.57
400 90 10980.8 2035 4888.67 1898.33
400 120 10221.8 1842.96 4786.5 1446.5
400 150 10725 1905.72 5066.2 1059.2
500 30 7456.12 1969.26 2731.12 4536.38
500 60 8157 1851.57 3594.17 3531.5
500 90 6842.67 1548.58 3399.67 3146.67
500 120 5284 1088.75 2647 1796
500 150 0 0 0 0
600 30 6711.5 1921.35 2491.75 4609.38
600 60 7528.71 1888.73 3334.14 3952.29
600 90 7350 1824.3 3395.67 3669.67
600 120 7479.2 1791.68 3867.2 3503.2
600 150 7302 1700.96 3952.25 3434.25
700 30 5713.29 1846.64 2149.86 4735.14
700 60 6570.14 1807.27 2996.71 3834.43
700 90 6887.29 1824.4 3394.14 3269.14
700 120 6734.17 1754.78 3453.33 3306.5
700 150 0 0 0 0
800 30 4359.62 1737.47 1691.75 4768.62
800 60 4850.33 1769.78 2154 4494.78
800 90 4595.5 1605.58 2085.83 4219.67
800 120 4535 1492.57 2134.6 3802.2
800 150 4594.6 1544.97 2202 3905
900 30 2719.38 1638.45 1123.5 4884
900 60 3427.3 1862.42 1617.2 4496.8
900 90 3133.6 1660.9 1570.1 4362.9
900 120 3097.88 1606 1618.75 4282.75
900 150 2294 1117.39 1158.33 3640.33
1000 30 5325.12 1802.46 2007.75 4611.62
1000 60 6186.4 1863.01 2692.5 4132.3
1000 90 6129.88 1804.06 2766.88 4076.38
1000 120 5806 1596.26 2689.6 3505.2
1000 150 5156 1552.13 2430.5 3709.25

TABLE A.22: Static windows - SIM BOIDS 16 agents

A.3.2 SIM TILEWORLD

Table A.23: Static windows - SIM TILEWORLD 2 agents

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

20 0.2 30 0 159.861 0 15806.3

20 0.2 60 0 163.807 0 11667.6

Continued over page . . .



A. RESULTS 198

Table A.23 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

20 0.2 90 0 162.669 0 9184.22

20 0.2 120 0 161.535 0 6481.7

20 0.2 150 0 162.938 0 7370.75

20 0.4 30 0 151.489 0 14928

20 0.4 60 0 166.162 0 9960.17

20 0.4 90 0.857143 162.439 1 8556.71

20 0.4 120 0 166.697 0 10451.7

20 0.4 150 0 176.992 0 5659.7

20 0.6 30 5.75 159.572 3.875 16071.5

20 0.6 60 8.6 162.964 8.8 11432.5

20 0.6 90 10.8 177.877 15.2 7525.5

20 0.6 120 12.2222 163.968 20.2222 6581.89

20 0.6 150 13.6 177.743 30 4870

20 0.8 30 1 161.226 0.5 15906.4

20 0.8 60 1.55556 169.142 1.11111 17844.1

20 0.8 90 1.33333 168.361 1.88889 9811.44

20 0.8 120 2.2 178.839 4.8 6716.5

20 0.8 150 1.71429 162.003 3.57143 5668.86

20 1.0 30 29.875 163.248 17 13288.5

20 1.0 60 34 164.485 33.875 10274.4

20 1.0 90 36.875 161.791 46.25 7119.75

20 1.0 120 44.5 165.608 72.4 5046.7

20 1.0 150 52 171.063 96.6667 6413.5

30 0.2 30 29.3333 143.504 17.1667 15360.8

30 0.2 60 31.375 165.134 24.375 11541.5

30 0.2 90 36.4444 156.984 34.8889 8301.11

30 0.2 120 33.1111 157.049 37.6667 6099.67

30 0.2 150 34.8889 159.001 44.6667 4930.44

30 0.4 30 19.5714 151.557 10.8571 15059.7

30 0.4 60 21.3333 163.858 22.1111 13344.1

30 0.4 90 27.7 177.28 35.9 7987.3

30 0.4 120 22.4444 163.104 32.7778 6032.67

30 0.4 150 25.4 161.588 48.4 4476.2

30 0.6 30 50.2 158.63 28.4 14625.4

30 0.6 60 62.7143 172.436 52.8571 10925

30 0.6 90 66.1 177.67 72.7 8821.9

30 0.6 120 67.3 177.64 87.3 4407.7

30 0.6 150 65.7 177.331 99.5 4079

30 0.8 30 0.285714 150.63 0.285714 14437.3
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Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

30 0.8 60 1.2 162.341 1.5 11282.2

30 0.8 90 2 162.242 2.4 7875.8

30 0.8 120 1.4 161.86 2.7 5669.2

30 0.8 150 1.33333 155.608 4.55556 5688.89

30 1.0 30 4 158.209 2.5 16875.7

30 1.0 60 4.77778 164.021 5.33333 12711.2

30 1.0 90 6 163.657 9.55556 8537.56

30 1.0 120 6.6 156.841 11.6 6702.3

30 1.0 150 8.8 177.216 18.5 5695.6

40 0.2 30 2.22222 149.663 1.22222 16392

40 0.2 60 3.375 149.311 3.125 11122

40 0.2 90 3.1 175.569 5.4 8031.4

40 0.2 120 2.7 160.331 6.2 7673.2

40 0.2 150 2.7 175.265 5.6 5293.6

40 0.4 30 3.16667 153.789 1.33333 14577

40 0.4 60 4.57143 170.883 2.85714 13361.7

40 0.4 90 5.2 161.114 5.4 9212.5

40 0.4 120 4 170.513 4.28571 9522

40 0.4 150 4.66667 163.608 5.77778 5117.67

40 0.6 30 0 158.411 0 13288.4

40 0.6 60 0 162.72 0 11722.1

40 0.6 90 0 161.313 0 8677.6

40 0.6 120 0 176.412 0 6561.5

40 0.6 150 0 161.151 0 5478.3

40 0.8 30 9.5 159.059 5.375 14227.5

40 0.8 60 16.4444 163.648 13.8889 13575.7

40 0.8 90 14.5714 166.777 15.7143 9906.29

40 0.8 120 17.5556 166.561 23.6667 7144.89

40 0.8 150 17.4 161.555 23.9 4813.2

40 1.0 30 0 158.491 0 17917.1

40 1.0 60 0 163.77 0 11297.8

40 1.0 90 0 166.854 0 8058

40 1.0 120 0 156.998 0 6798.67

40 1.0 150 0 177.084 0 6405.4

50 0.2 30 36 157.111 21 14417.4

50 0.2 60 40 161.665 40.125 10979.8

50 0.2 90 42 161.071 49.4 6626.5

50 0.2 120 43.5 160.854 59.4 5685.8

50 0.2 150 40.3333 155.742 60.8889 5694.78

Continued over page . . .



A. RESULTS 200

Table A.23 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

50 0.4 30 23.2 156.296 12.8 16446.4

50 0.4 60 25 165.759 22.2222 11958.9

50 0.4 90 25 155.36 26.6 8723.5

50 0.4 120 26.4 160.69 33.9 6728.2

50 0.4 150 25.5 160.242 36.8 4134.2

50 0.6 30 0 150.12 0 18453.9

50 0.6 60 0 163.287 0 11649.3

50 0.6 90 0 157.317 0 9753.12

50 0.6 120 0 165.777 0 5689.14

50 0.6 150 0 175.43 0 5299.1

50 0.8 30 0.888889 157.018 0.555556 15868.1

50 0.8 60 0.857143 161.55 1 12273.1

50 0.8 90 1.77778 156.356 2.33333 7844.22

50 0.8 120 2.2 160.8 3.7 7622.6

50 0.8 150 2 159.415 4.125 5461.75

50 1.0 30 5.875 150.037 3.375 17626.8

50 1.0 60 8.22222 162.799 7.88889 9873.67

50 1.0 90 9.1 161.297 11.6 7734.8

50 1.0 120 9 162.316 12.6667 6849.33

50 1.0 150 8.8 160.517 14.2 4913

60 0.2 30 3.75 157.629 2.25 17757.6

60 0.2 60 3.25 163.738 3.125 12398.8

60 0.2 90 2.22222 152.447 3.44444 7568.44

60 0.2 120 3.33333 161.592 6.22222 8904.11

60 0.2 150 3.6 174.965 7.5 5708.3

60 0.4 30 2.22222 156.91 1.33333 15767.4

60 0.4 60 2.25 155.926 2.125 11015

60 0.4 90 3 155.664 3.8 7457

60 0.4 120 4 160.965 5.4 6239.9

60 0.4 150 4.44444 161.696 7.44444 5698

60 0.6 30 0 157.569 0 15869.5

60 0.6 60 0 157.119 0 14086.1

60 0.6 90 0 175.684 0 8821.7

60 0.6 120 0 165.211 0 7651.22

60 0.6 150 0 155.391 0 7175.75

60 0.8 30 0 153.731 0 16641.2

60 0.8 60 0 168.275 0 13419.8

60 0.8 90 0 158.93 0 8086.89

60 0.8 120 0 160.812 0 6802.9
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60 0.8 150 0 162.333 0 6200.5

60 1.0 30 0 152.819 0 17021

60 1.0 60 0 155.579 0 11906.1

60 1.0 90 0 155.936 0 7628.1

60 1.0 120 0 164.237 0 8272.1

60 1.0 150 0 161.11 0 5519.6

70 0.2 30 9 158.158 5.1 16421

70 0.2 60 11.875 167.692 9.875 13204.2

70 0.2 90 10.5 160.675 10.6 8890.3

70 0.2 120 13.3333 165.169 15.8889 12842.2

70 0.2 150 12.6 175.222 17.8 4558.7

70 0.4 30 2.66667 156.819 1.33333 16894.4

70 0.4 60 4.4 161.073 4.9 13486.1

70 0.4 90 3.8 175.866 6.3 8540.8

70 0.4 120 4.25 156.616 8.625 5921.62

70 0.4 150 4 161.713 8.55556 5127.67

70 0.6 30 3.4 155.871 1.7 15389.2

70 0.6 60 6 162.701 6.14286 12754

70 0.6 90 6.625 163.327 8.875 9712.12

70 0.6 120 5.11111 158.293 9.22222 7156.33

70 0.6 150 6.44444 157.141 13.6667 5569.33

70 0.8 30 12.625 146.498 7 16293.9

70 0.8 60 14.125 160.227 9.375 11877.8

70 0.8 90 13.1 155.928 10.7 9524

70 0.8 120 14.2222 156.123 11.6667 5705.22

70 0.8 150 14.2222 158.476 13.6667 5814.11

70 1.0 30 4.55556 156.813 2.55556 16468.2

70 1.0 60 7.44444 165.677 5.55556 12074.9

70 1.0 90 8.7 175.755 7.5 9376.4

70 1.0 120 7.55556 154.528 8.33333 5685.11

70 1.0 150 7.5 160.416 8.4 5180.4

80 0.2 30 0 157.132 0 13809.1

80 0.2 60 0 160.394 0 12716

80 0.2 90 0 155.36 0 8182

80 0.2 120 0 174.914 0 7880.1

80 0.2 150 0 154.358 0 6942.6

80 0.4 30 0 156.21 0 14836.2

80 0.4 60 0 161.981 0 12185.3

80 0.4 90 0 160.305 0 9361.9
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80 0.4 120 0 160.141 0 8155.7

80 0.4 150 0 159.986 0 4661.3

80 0.6 30 17.5714 159.02 9.71429 14340

80 0.6 60 22.25 156.167 18.25 12150.5

80 0.6 90 21 162.38 19.3333 9755.78

80 0.6 120 28.4 175.554 33.7 6206

80 0.6 150 27.6 175.235 41 5154.5

80 0.8 30 0 156.584 0 18096.9

80 0.8 60 0 157.011 0 9162.5

80 0.8 90 0 163.43 0 10510.8

80 0.8 120 0 160.225 0 6692.2

80 0.8 150 0 154.901 0 6378.25

80 1.0 30 35.625 158.809 20.125 13108.4

80 1.0 60 40.2857 159.449 36.1429 10464.9

80 1.0 90 44.2222 166.503 43.2222 8399.33

80 1.0 120 40.125 163.895 48.5 5922.62

80 1.0 150 44.625 162.961 57.625 5340.62

90 0.2 30 0 150.395 0 15329.5

90 0.2 60 0 160.497 0 10785.9

90 0.2 90 0 155.726 0 8063.67

90 0.2 120 0 161.567 0 5999

90 0.2 150 0 160.022 0 6326.7

90 0.4 30 0 156.572 0 17393.2

90 0.4 60 0 148.81 0 11089

90 0.4 90 0 160.51 0 7961.5

90 0.4 120 0 160.481 0 6845.4

90 0.4 150 0 154.537 0 6104.89

90 0.6 30 12.6 155.702 6.2 19219.5

90 0.6 60 22 162.586 16.1429 12334.9

90 0.6 90 15.6 160.4 11.9 7856.6

90 0.6 120 17 160.354 14.4 6896.8

90 0.6 150 16.2 160.058 14.7 5245.7

90 0.8 30 0 156.099 0 17677.1

90 0.8 60 0 167.891 0 12598.3

90 0.8 90 0 182.576 0 8443.4

90 0.8 120 0 175.41 0 7560.8

90 0.8 150 0 154.813 0 6370.29

90 1.0 30 0 153.969 0 11646.7

90 1.0 60 0 163.535 0 13606
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Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

90 1.0 90 0 161.488 0 8233.56

90 1.0 120 0 167.076 0 6876.5

90 1.0 150 0 156.292 0 6111.4

100 0.2 30 0 155.754 0 16232.3

100 0.2 60 0 167.5 0 12358.1

100 0.2 90 0 175.509 0 9448.5

100 0.2 120 0 160.284 0 8165.4

100 0.2 150 0 164.942 0 4582.33

100 0.4 30 0 156.152 0 17804.9

100 0.4 60 0 162.45 0 11547

100 0.4 90 0 155.544 0 6381.44

100 0.4 120 0 157.637 0 9203.57

100 0.4 150 0 174.834 0 6317.1

100 0.6 30 7.625 157.236 3.875 15930.4

100 0.6 60 7.77778 161.893 4.77778 14482.3

100 0.6 90 7.75 167.166 4.875 8208.38

100 0.6 120 9.1 160.068 7.9 6146.7

100 0.6 150 9.8 174.446 10.2 5368.4

100 0.8 30 0 151.112 0 14111.5

100 0.8 60 0 165.634 0 12420.6

100 0.8 90 0 158.362 0 7488

100 0.8 120 0 160.584 0 6737.1

100 0.8 150 0 161.394 0 6497.44

100 1.0 30 0 149.233 0 13353.3

100 1.0 60 0 161.983 0 11369.1

100 1.0 90 0 161.96 0 11550.3

100 1.0 120 0 160.356 0 7966.8

100 1.0 150 0 175.062 0 4941.2

Table A.24: Static windows - SIM TILEWORLD 4 agents

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

20 0.2 30 76 349.916 40.6667 25123.2

20 0.2 60 103.3 393.162 77.2 24484.2

20 0.2 90 91.7 347.526 89 23828.2

20 0.2 120 97.7778 343.321 122.778 21239.3

20 0.2 150 107.5 347.054 145.375 23482.8

Continued over page . . .



A. RESULTS 204

Table A.24 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

20 0.4 30 70.4444 350.901 38.8889 25282.3

20 0.4 60 93.3 395.977 79.1 24264.2

20 0.4 90 98.4286 345.764 110.571 25203.6

20 0.4 120 109.6 394.136 136.5 22243.3

20 0.4 150 111.7 392.99 164.4 21626.4

20 0.6 30 49.5 337.591 27.875 24975.2

20 0.6 60 65.8 393.631 60 24885.7

20 0.6 90 57.9 349.406 67.3 23635.9

20 0.6 120 68.8889 358.128 97.4444 25882.1

20 0.6 150 62.7778 341.032 105.889 23299.3

20 0.8 30 23 326.777 13.2857 26586.7

20 0.8 60 28.2222 342.498 30 24616

20 0.8 90 32.75 334.574 46.125 25684.9

20 0.8 120 33.4286 323.979 63 23516.6

20 0.8 150 37.7 347.587 82.8 22737.5

20 1.0 30 52.25 342.724 32 25384.6

20 1.0 60 64.5 355.966 66.8 25142.2

20 1.0 90 72 356.075 103.3 25027.6

20 1.0 120 80.3 368.332 140.8 23843.1

20 1.0 150 83.6 353.327 174.9 22311.9

30 0.2 30 67.5 327.831 36.625 24674.9

30 0.2 60 88.9 340.962 65.3 23465.6

30 0.2 90 94.7143 333.937 89.8571 23289.4

30 0.2 120 93.625 339.3 113 24297.6

30 0.2 150 100.143 324.471 132.143 20719.7

30 0.4 30 73.3333 343.471 39 24682

30 0.4 60 91.1 386.959 65.4 25016.6

30 0.4 90 80.7 343.837 68.8 24489.2

30 0.4 120 72.375 348.223 75.75 26075.4

30 0.4 150 80 333.667 92.4444 23357.3

30 0.6 30 91 302.278 48.6 25835.2

30 0.6 60 111 345.815 72 23768.1

30 0.6 90 120.571 331.306 93.7143 25551.3

30 0.6 120 133.125 343.788 141.125 23913.4

30 0.6 150 136.875 342 158.375 22594.5

30 0.8 30 66.875 337.334 36.5 26463.8

30 0.8 60 65.1111 337.916 55 23502.2

30 0.8 90 69.875 330.506 81.875 22548

30 0.8 120 80.25 333.621 105.5 23473
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Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

30 0.8 150 84.75 356.491 126.375 23195.9

30 1.0 30 39.625 336.334 21.875 24297

30 1.0 60 52.5556 339.258 48.3333 23728.2

30 1.0 90 52.3333 323.897 60 26794

30 1.0 120 68.8 346.306 99.1 22773.3

30 1.0 150 69.875 325.019 125.125 21325.5

40 0.2 30 30.75 327.216 15.375 26908.6

40 0.2 60 31.8889 328.123 20 25429.6

40 0.2 90 34 378.204 27.9 24731.5

40 0.2 120 35.1429 302.97 36.1429 24828.1

40 0.2 150 33.1111 325.607 38.5556 23642.6

40 0.4 30 69.5556 342.683 38.5556 25463.8

40 0.4 60 79.9 342.823 64.4 24943.9

40 0.4 90 83 343.731 84.8 23530.5

40 0.4 120 76.25 324.65 93.75 20547.1

40 0.4 150 78.3333 337.727 115.667 20539.1

40 0.6 30 56.5556 344.733 31 24925.4

40 0.6 60 70.8889 337.2 69 22192.2

40 0.6 90 69.75 330.576 89.875 23297.1

40 0.6 120 79.625 343.197 120.125 22365.1

40 0.6 150 92.9 384.316 165.8 21271.7

40 0.8 30 20.5556 341.77 11.1111 25745.3

40 0.8 60 28.8 385.744 22.6 25784.2

40 0.8 90 29.7778 350.506 29.6667 26175.8

40 0.8 120 29.7 356.269 39.2 25701.7

40 0.8 150 32.6667 345.156 52.5556 24239.7

40 1.0 30 63.5556 345.273 32.2222 25201

40 1.0 60 72.4444 339.493 61.2222 23738.2

40 1.0 90 71.25 328.272 73.25 24718.8

40 1.0 120 77.1 386.852 83.4 23928

40 1.0 150 73 336.201 92.3333 24113.9

50 0.2 30 7.33333 334.663 3.44444 25890

50 0.2 60 7 328.398 5.22222 24501.3

50 0.2 90 7.33333 325.381 6.22222 24371.8

50 0.2 120 7.22222 326.823 10.2222 25514.4

50 0.2 150 8 321.069 12.5714 27117.6

50 0.4 30 77.4286 328.231 38.1429 25774.7

50 0.4 60 97.3 349.335 66 25241

50 0.4 90 105.7 337.829 85.3 24777.5
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50 0.4 120 103.111 329.139 90.4444 24211.9

50 0.4 150 93.1111 333.084 93.1111 22082.6

50 0.6 30 76.75 343.43 39.5 25783.1

50 0.6 60 88.2222 344.554 71.6667 24440

50 0.6 90 95.7143 341.261 97 24554.1

50 0.6 120 103.4 339.337 128.6 23476.3

50 0.6 150 107.625 317.52 151.625 22157

50 0.8 30 104 328.534 55.125 24192.9

50 0.8 60 121.222 330.637 106.889 23098.2

50 0.8 90 131.444 337.25 156.667 21148.9

50 0.8 120 124.125 320.161 173.5 20200.4

50 0.8 150 124.5 313.655 198.833 18422.7

50 1.0 30 78.125 331.959 44 24257.5

50 1.0 60 90.875 325.536 80.75 23416.9

50 1.0 90 91.5 345.137 103 23148.1

50 1.0 120 94.3333 335.69 124.444 23782.9

50 1.0 150 95.75 321.389 138.5 22926.2

60 0.2 30 46.8889 336.391 20.4444 24684.3

60 0.2 60 58.4 379.32 34.1 24797.3

60 0.2 90 48.625 324.474 36.125 25315.5

60 0.2 120 59 328.252 49.8889 24724.8

60 0.2 150 59 334.796 58.875 25415.4

60 0.4 30 106.875 323.766 55 24012.8

60 0.4 60 153.6 378.068 103.1 23902.1

60 0.4 90 138.5 336.262 109.75 24566.4

60 0.4 120 145.5 317.366 129.125 22948.6

60 0.4 150 124.429 301.257 123.857 23350.1

60 0.6 30 6.28571 312.174 3.57143 27138.6

60 0.6 60 10.625 317.589 8 26038.6

60 0.6 90 13.5 378.54 12.8 25206.4

60 0.6 120 10.8889 326.149 11.8889 24192.9

60 0.6 150 12.2222 325.796 14.8889 24416.6

60 0.8 30 23.5556 337.107 12.3333 25766.2

60 0.8 60 27.8 379.785 20.8 25211

60 0.8 90 22.7778 341.301 18.3333 25795.3

60 0.8 120 23.3333 329.324 23.2222 25887.7

60 0.8 150 20 325.897 23.2857 25750.7

60 1.0 30 26.2222 339.773 12.7778 25616.2

60 1.0 60 30.2 341.359 23.3 25018.1
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60 1.0 90 29 320.009 31.75 25184.5

60 1.0 120 31.1111 331.71 43 25465

60 1.0 150 32.5 320.751 46 23959.4

70 0.2 30 19.3333 337.556 10 25562.8

70 0.2 60 23.2222 330.426 18.4444 25368.8

70 0.2 90 25.125 319.215 24.25 26394.1

70 0.2 120 26.5714 308.029 33.7143 23779.1

70 0.2 150 29.1429 304.991 41.2857 24741.6

70 0.4 30 70.2222 335.236 35.4444 24816.2

70 0.4 60 85.2 378.166 58.9 24848.8

70 0.4 90 78.5 336.158 68.4 25629.5

70 0.4 120 78.1429 324.383 75.7143 23905.6

70 0.4 150 81.875 326.877 92.125 22278.8

70 0.6 30 91.1111 336.974 46.3333 25312.3

70 0.6 60 82 319.147 55 22724

70 0.6 90 95.5714 326.18 76 22405.4

70 0.6 120 116.2 337.255 116.9 23484.9

70 0.6 150 112.778 326.359 125.667 23508.8

70 0.8 30 87.875 326.671 46.25 23742.5

70 0.8 60 92.875 337.855 68.5 23791.8

70 0.8 90 99.2222 344.87 96.4444 23973.2

70 0.8 120 100.667 329.543 98 25396.8

70 0.8 150 107 330.303 125.571 24374

70 1.0 30 33.4444 335.96 17.1111 25367.9

70 1.0 60 30.6667 329.066 20 23709.6

70 1.0 90 38.7 336.471 32.9 24616.9

70 1.0 120 40.125 323.779 43.125 25198.5

70 1.0 150 42.4444 327.053 46.6667 25325

80 0.2 30 0 334.742 0 26113.1

80 0.2 60 0 335.118 0 26352.9

80 0.2 90 0 349.94 0 26809.7

80 0.2 120 0 342.473 0 27575.2

80 0.2 150 0 333.719 0 27267.6

80 0.4 30 3.11111 334.666 1.66667 25651.2

80 0.4 60 6.125 323.569 5.25 22480.2

80 0.4 90 6.25 340.651 7.375 26008.2

80 0.4 120 6.875 322.924 10 25654.2

80 0.4 150 7.5 333.762 13 24890.6

80 0.6 30 22.75 344.124 11.5 27194.9
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80 0.6 60 24.1111 326.959 18.1111 25284

80 0.6 90 22.9 336.265 23 25022.5

80 0.6 120 27.75 315.069 31.5 25595.9

80 0.6 150 25.7778 342.028 34.5556 25362.7

80 0.8 30 68 335.41 35.3333 25186.4

80 0.8 60 76.8 337.64 58 26323.3

80 0.8 90 81.6667 329.253 75.8889 25161.1

80 0.8 120 81.6 336.531 85.1 24969.6

80 0.8 150 83 328.163 99.2222 24393.7

80 1.0 30 42.75 326.541 20.75 26774.5

80 1.0 60 51.4 379.208 34.4 25587.6

80 1.0 90 43.2 336.81 32.2 24302.1

80 1.0 120 46.4444 327.989 44.4444 25246.1

80 1.0 150 49.9 335.334 51 23638.7

90 0.2 30 1.33333 333.258 0.666667 26130.3

90 0.2 60 2.4 375.961 1.6 25923.1

90 0.2 90 2.44444 324.24 2.33333 27000.9

90 0.2 120 2.85714 328.553 1.42857 27589

90 0.2 150 2.44444 322.33 3.33333 24903.9

90 0.4 30 1.77778 334.898 0.888889 25834.3

90 0.4 60 2.4 336.683 1.7 25654.3

90 0.4 90 2.3 339.896 1.9 25797.5

90 0.4 120 1.6 335.165 2 26415.8

90 0.4 150 1.71429 338.72 0.857143 25966.3

90 0.6 30 12.5 322.185 6.625 25367.4

90 0.6 60 14.8889 325.892 11.7778 25157.9

90 0.6 90 12.9 349.458 11.9 26815.5

90 0.6 120 12.75 316.246 12.75 25201.5

90 0.6 150 14.875 312.909 20 22889.5

90 0.8 30 63.8889 339.072 32.7778 24964.9

90 0.8 60 72.6 344.112 48.8 23672.5

90 0.8 90 87.5 377.084 70.7 24271.8

90 0.8 120 78.8571 324.716 81.4286 25260.1

90 0.8 150 83.25 333.859 91.875 25185.4

90 1.0 30 4.55556 337.478 2.55556 26120.9

90 1.0 60 4.7 337.981 5 25515.5

90 1.0 90 6.875 325.771 6.375 26029

90 1.0 120 7 314.947 10.625 24953.8

90 1.0 150 4.44444 343.097 9.77778 26038.2
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100 0.2 30 6.55556 333.174 3.88889 25749

100 0.2 60 8.3 375.772 5.9 25710

100 0.2 90 8.5 374.79 8.4 25300.2

100 0.2 120 7.25 315.67 10 25922.8

100 0.2 150 8.22222 324.36 11.5556 25850.9

100 0.4 30 5.88889 333.319 3.44444 25503.9

100 0.4 60 11.3 375.989 7.6 25527.4

100 0.4 90 10.7 334.467 10 25069.4

100 0.4 120 11.6 333.55 13.1 26219.5

100 0.4 150 10.5556 324.626 13.8889 23979

100 0.6 30 24.7778 334.052 12.6667 25448

100 0.6 60 28.2 333.955 22 25829.6

100 0.6 90 32.4286 324.419 29.7143 26144.6

100 0.6 120 35.125 333.902 38.875 26584.1

100 0.6 150 30.8571 320.07 43.4286 27152.1

100 0.8 30 22.1111 334.312 11.2222 25387.6

100 0.8 60 26.2 336.251 16.1 25164.6

100 0.8 90 24.8 349.542 20.1 26586.2

100 0.8 120 25.7 334.322 23.5 25964.4

100 0.8 150 23.375 326.445 23.625 25117.6

100 1.0 30 27 327.105 13.875 26803.8

100 1.0 60 30 328.681 20.2222 25448.6

100 1.0 90 29.5 351.592 25 26622.5

100 1.0 120 29.1111 328.839 26.4444 25915.9

100 1.0 150 30 323.03 28.5714 27679.9

Table A.25: Static windows - SIM TILEWORLD 8 agents

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

20 0.2 30 289.143 755.646 145.143 17387.7

20 0.2 60 312.625 761.365 216.875 16256.1

20 0.2 90 340.444 775.493 335.667 16093

20 0.2 120 330.714 739.064 387.857 15414.7

20 0.2 150 360.625 758.638 525 15010.6

20 0.4 30 271.444 803.462 132.889 17299.6

20 0.4 60 318.556 803.02 232.222 16607

20 0.4 90 344.4 806.75 347 15937.1
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Table A.25 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

20 0.4 120 365 754.451 427.571 14751.1

20 0.4 150 356.222 781.353 481.333 14610.9

20 0.6 30 213.5 800.341 113.125 17253.1

20 0.6 60 273.7 809.287 224.3 16367.5

20 0.6 90 307.4 804.953 329.4 15376.6

20 0.6 120 318.667 786.826 441.778 14673.3

20 0.6 150 361.2 795.178 586.8 14377.9

20 0.8 30 104.889 805.003 59.5556 17291.9

20 0.8 60 129.125 790.794 123.625 16751.8

20 0.8 90 130.333 796.531 168.667 16487.3

20 0.8 120 140.25 779.365 215.375 16117.4

20 0.8 150 140.167 722.825 249.833 15507

20 1.0 30 221.875 815.707 114.75 16928.5

20 1.0 60 248.556 812.023 181.667 15589.3

20 1.0 90 274.3 806.279 276.1 14660

20 1.0 120 297.667 804.738 397.667 14827.7

20 1.0 150 328.125 770.291 486.875 13563.2

30 0.2 30 289 753.687 139.857 17218.9

30 0.2 60 320.286 748.274 199.429 16542.6

30 0.2 90 332.875 751.029 256.75 15822.1

30 0.2 120 350 751.833 322.444 15209.2

30 0.2 150 361.889 752.634 396.222 15247.2

30 0.4 30 232.286 745.756 117.857 16907.4

30 0.4 60 273.889 763.671 198.444 16016.1

30 0.4 90 264.5 745.759 228.25 15920.4

30 0.4 120 284.125 742.926 284.75 15447.6

30 0.4 150 294.2 759.434 364.7 14938.1

30 0.6 30 215.444 789.447 104.778 17243.3

30 0.6 60 242.75 769.569 170 16448.4

30 0.6 90 252.7 780.583 232.9 15749.9

30 0.6 120 248 728.123 273.429 15339.9

30 0.6 150 260 731.233 354 15179.4

30 0.8 30 205.5 786.754 103.875 17246.5

30 0.8 60 265.444 793.68 204.444 16552.8

30 0.8 90 294.125 767.889 296.5 15199.1

30 0.8 120 300 759.038 376.25 15031.5

30 0.8 150 311 764.788 469.25 14797

30 1.0 30 245.286 776.866 130.571 16789.6

30 1.0 60 269.714 776.237 199 16260.9
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Table A.25 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

30 1.0 90 298.889 787.409 274.556 15692.6

30 1.0 120 309.75 762.099 339.5 14708.2

30 1.0 150 317 781.102 419 14727.3

40 0.2 30 235.125 743.683 106.75 17241

40 0.2 60 257.857 714.707 151.571 16486

40 0.2 90 269.143 722.383 185.429 16455.9

40 0.2 120 224.167 687.018 173.833 15907

40 0.2 150 247 698.545 222.5 15816.3

40 0.4 30 278.875 762.034 141 16957.8

40 0.4 60 307.875 763.856 210.25 16163.5

40 0.4 90 335.111 756.548 294.556 15578.3

40 0.4 120 302.571 756.827 278.571 15601.3

40 0.4 150 316.667 694.808 313.5 15205.8

40 0.6 30 279.125 759.985 135.625 17198.9

40 0.6 60 331.2 769.484 223.2 15928.2

40 0.6 90 345.2 761.71 282.5 15765.2

40 0.6 120 334.143 726.374 316.714 15872.3

40 0.6 150 341.625 748.763 408.25 15575.8

40 0.8 30 255 723.83 131.6 17451.6

40 0.8 60 323.8 714.236 255.8 16183.8

40 0.8 90 248.5 444.87 254.5 15369

40 0.8 120 277.333 599.227 327.667 17517.7

40 0.8 150 354 670.465 498.75 15148.8

40 1.0 30 247 783.852 123.333 17483

40 1.0 60 275.625 772.886 184.375 16636.5

40 1.0 90 294.556 778.157 254.444 16295.7

40 1.0 120 309.3 776.547 325.7 15891

40 1.0 150 314.75 762.379 377.5 15648.6

50 0.2 30 70.5 737.097 33.5 17761.5

50 0.2 60 79.5714 727.221 54.1429 17424.9

50 0.2 90 90.4286 722.629 74.7143 16743

50 0.2 120 84.2857 715.817 68.1429 16642.3

50 0.2 150 86.5714 700.099 86.1429 16022.6

50 0.4 30 182.75 736.335 91.125 17414

50 0.4 60 213.75 740.83 144.375 17016.6

50 0.4 90 221.667 734.668 175.222 16046.9

50 0.4 120 234.571 706.296 220 16387

50 0.4 150 229 723.494 243.125 16350.8

50 0.6 30 165.556 755.482 78.4444 17360
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Table A.25 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

50 0.6 60 184.222 756.773 114.556 16910.1

50 0.6 90 179.3 753.061 137.3 16601.3

50 0.6 120 192.875 735.717 176.625 16314.5

50 0.6 150 196.571 719.974 198.714 16180.7

50 0.8 30 280.75 758.274 139.875 17483.4

50 0.8 60 321.6 771.706 230.8 16189.5

50 0.8 90 334.222 757.14 288.667 15664.8

50 0.8 120 310.667 710.26 293.333 15512

50 0.8 150 328.875 749.004 380.375 15246

50 1.0 30 90.1429 735.946 45.1429 17629.3

50 1.0 60 109.6 761.617 70.2 16457.9

50 1.0 90 112.5 759.788 86.5 16187.5

50 1.0 120 108.429 726.991 99 16251.3

50 1.0 150 110.778 746.486 110.889 15907.9

60 0.2 30 109.778 743.456 50.4444 17508.7

60 0.2 60 122.556 747.234 69.7778 16866.9

60 0.2 90 114.444 736.113 78.7778 16787.3

60 0.2 120 130.111 729.522 110.667 16427.3

60 0.2 150 108.5 692.245 101.333 16055.7

60 0.4 30 119.75 731.515 56.125 17592.2

60 0.4 60 138.857 713.107 85 17234.7

60 0.4 90 129.375 734.446 85.5 16710.1

60 0.4 120 141 718.875 102 16605.4

60 0.4 150 122.333 688.355 99.1667 16693.7

60 0.6 30 160 726.5 72.2857 17579.3

60 0.6 60 180.333 694.357 108.5 16527.2

60 0.6 90 176.5 711.403 129.167 17035.7

60 0.6 120 164.667 692.29 136.333 16187.3

60 0.6 150 197.625 735.653 180.125 16288.5

60 0.8 30 187.667 702.755 89.1667 17220

60 0.8 60 248 751.481 157.444 16823.1

60 0.8 90 242.5 730.342 185.875 16506

60 0.8 120 241.75 738.455 219.5 16355.1

60 0.8 150 234.333 697.898 241.833 15957.5

60 1.0 30 125.5 742.739 60.75 17411.6

60 1.0 60 145.25 746.396 84 17027.8

60 1.0 90 150.222 743.277 111.333 16060.9

60 1.0 120 127.714 723.421 107.429 16013.9

60 1.0 150 150.556 750.86 148.333 16148.4
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Table A.25 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

70 0.2 30 87.4444 740.414 37.6667 17578.3

70 0.2 60 108 825.921 53.7 16914.5

70 0.2 90 100.5 748.85 61.3 16855.7

70 0.2 120 94.375 713.712 69.25 16679.2

70 0.2 150 102 729.916 81.2222 16774.4

70 0.4 30 93.4444 741.002 45 17797.2

70 0.4 60 116.6 828.224 69 17050.3

70 0.4 90 110.3 738.593 71.6 16482.8

70 0.4 120 99.875 726.52 72.75 16854.1

70 0.4 150 103.625 715.83 86.25 16293.4

70 0.6 30 117.889 741.996 51.3333 17268.2

70 0.6 60 146.1 828.534 73.9 16926.1

70 0.6 90 125.4 750.355 70.5 16543.1

70 0.6 120 131.6 738.34 84.4 16408.4

70 0.6 150 129.625 727.485 89 16807.2

70 0.8 30 142.714 718.487 65.5714 17151.3

70 0.8 60 159 737.913 91.3333 16490.9

70 0.8 90 164.111 735.711 107.889 16133.6

70 0.8 120 168 735.06 133 16445.3

70 0.8 150 158.571 721.247 148.857 16335.7

70 1.0 30 79 722.051 38.1429 17228.7

70 1.0 60 93.6667 742.796 64.5556 16499.6

70 1.0 90 94.4444 736.149 80.8889 16310.3

70 1.0 120 99 732.403 102 16335.1

70 1.0 150 93 677.165 93.3333 15855

80 0.2 30 75.25 727.691 32 17409.5

80 0.2 60 84.6667 733.59 48.6667 17319.6

80 0.2 90 82.6 740.796 55.1 16618.6

80 0.2 120 92.875 715.399 68.625 16691.1

80 0.2 150 85.1111 727.049 73.6667 16598.9

80 0.4 30 25.75 681.024 11.125 16107.8

80 0.4 60 39.6667 693.042 20 15616.4

80 0.4 90 37.8889 696.776 23.1111 15887.8

80 0.4 120 39.6 774.079 25.7 15108.4

80 0.4 150 38.7778 692.127 29.6667 15304.4

80 0.6 30 162.875 734.303 78.125 17715.9

80 0.6 60 212.286 722.613 134 16915.4

80 0.6 90 190.75 723.576 131.875 16318.4

80 0.6 120 180.667 699.29 133.833 17074.5
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Table A.25 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

80 0.6 150 183.714 718.074 147.286 16430.1

80 0.8 30 116.429 717.699 54.1429 17589.6

80 0.8 60 133.75 724.727 75.875 16721.6

80 0.8 90 140.125 731.28 100.875 16991.5

80 0.8 120 122.8 664.49 91.2 16455

80 0.8 150 143.444 725.844 130.889 16394.9

80 1.0 30 121.5 732.221 56.5 17400.5

80 1.0 60 134.375 721.951 82.25 16591.1

80 1.0 90 152.778 730.832 112.667 16064

80 1.0 120 150.714 716.58 127.714 16533.7

80 1.0 150 153.714 701.359 144.714 16405.6

90 0.2 30 57.4444 735.092 25.1111 18015.3

90 0.2 60 61.5 739.35 33 16917.7

90 0.2 90 65.2222 729.228 37.6667 17000.7

90 0.2 120 58.625 720.835 38.625 17366

90 0.2 150 58.4444 722.626 47.6667 16855

90 0.4 30 86.4286 716.56 39.5714 17685

90 0.4 60 97 734.434 53.2222 16703.9

90 0.4 90 99.25 730.389 64.125 16930.6

90 0.4 120 103.111 726.881 73.4444 16380.7

90 0.4 150 96.1111 735.96 75.1111 17092

90 0.6 30 72.5714 715.281 36.5714 17601

90 0.6 60 84.25 736.702 50.25 17252

90 0.6 90 87 735.74 66.7778 17191.6

90 0.6 120 82 727.415 67.25 16921.2

90 0.6 150 80 685.135 47.5 16835.5

90 0.8 30 77 701.518 37.1667 17091.7

90 0.8 60 64.5 632.84 34.75 16661.5

90 0.8 90 91.6667 682.51 59.1667 16166.8

90 0.8 120 88 676.057 62.3333 15719.3

90 0.8 150 83.5 690.803 70.5 16105.3

90 1.0 30 60.5714 720.59 28.5714 17561

90 1.0 60 84.1111 742.286 60.6667 16747.3

90 1.0 90 85.5556 747.122 81.1111 16694.9

90 1.0 120 77.25 623.562 75 16457.2

90 1.0 150 76.3333 696.338 94.1667 16928.8

100 0.2 30 26.75 671.852 9.625 16457.8

100 0.2 60 28.8889 686.403 16.1111 15845.9

100 0.2 90 32.2222 685.217 16.8889 15498.3
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Table A.25 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

100 0.2 120 39.1 767.365 23.9 15218.3

100 0.2 150 33 689.229 19.7778 15752.9

100 0.4 30 50.875 725.357 25.5 17794.2

100 0.4 60 52.5 740.508 32.1 16833.2

100 0.4 90 46.8889 725.442 33.7778 16649.6

100 0.4 120 58.7143 697.916 47.7143 16402

100 0.4 150 42 709.256 40.5 16736.2

100 0.6 30 51.5 430.736 25.5 17517

100 0.6 60 67.6667 702.56 45.6667 16916.7

100 0.6 90 72.5 624.163 54.75 17409

100 0.6 120 29.5 407.144 18.5 15714

100 0.6 150 80.8 665.18 79 16806.8

100 0.8 30 20.4444 700.346 10.6667 16493.7

100 0.8 60 21.25 686.205 13.875 15706.2

100 0.8 90 24.2222 690.892 20 15471.1

100 0.8 120 26.6 776.114 26.5 15196

100 0.8 150 25.7 702.709 30.9 15519

100 1.0 30 151.667 742.321 74.1111 17869.1

100 1.0 60 163.111 737.51 95.3333 17070.9

100 1.0 90 193.3 826.309 132.4 16730.8

100 1.0 120 160.375 717.539 124.125 16434.4

100 1.0 150 165.125 728.503 127.625 16952.9

Table A.26: Static windows - SIM TILEWORLD 10 agents

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

20 0.2 30 389.125 968.626 198.5 19060.5

20 0.2 60 470.1 970.849 339.8 17441.9

20 0.2 90 494 957.168 448.333 17195.4

20 0.2 120 506 952.396 564.889 16665

20 0.2 150 487.143 932.036 636.429 17757.7

20 0.4 30 246.333 915.97 124.833 19059.7

20 0.4 60 321.111 970.99 231.444 18041

20 0.4 90 375.5 1082.38 342.1 17628.1

20 0.4 120 352.75 944.435 389 17425.2

20 0.4 150 359.111 949.947 447.889 16731.4
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Table A.26 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

20 0.6 30 287 989.284 149.429 18874.6

20 0.6 60 387.9 1117.25 298.2 17264.6

20 0.6 90 410.4 1112.34 406.6 16929.4

20 0.6 120 397.4 995.625 483.1 16386

20 0.6 150 465.3 1098.04 687.6 15643.5

20 0.8 30 222.857 1004.11 118.857 19740.1

20 0.8 60 319.6 1116.16 261.1 17822.8

20 0.8 90 350 1106.71 384.2 17162.3

20 0.8 120 336.778 982.811 468 16954

20 0.8 150 375.5 988.003 635 15898.8

20 1.0 30 215.286 1002.83 116.571 18781.4

20 1.0 60 280.6 1035.55 262.7 17475

20 1.0 90 311.9 1019.03 390.2 16668

20 1.0 120 321.5 969.416 495.5 15404.6

20 1.0 150 346.778 979.524 606.667 15243.7

30 0.2 30 309.286 940.119 153.857 18705

30 0.2 60 391.7 968.968 255.4 17853.1

30 0.2 90 440.9 1073.34 353.4 17626.8

30 0.2 120 426.25 933.33 403.5 16906.4

30 0.2 150 438.9 957.242 467 16872.9

30 0.4 30 264.5 953.378 124.25 19169.1

30 0.4 60 286.222 948.266 173.222 17720.8

30 0.4 90 307 958.702 223.7 17684.3

30 0.4 120 307.571 905.9 252 17638.9

30 0.4 150 330.222 938.38 326.556 17131.8

30 0.6 30 270.25 963.59 136.125 18955.8

30 0.6 60 378.9 1084.98 274.3 17732.2

30 0.6 90 358 968.923 328.8 16999.4

30 0.6 120 370 954.403 423.778 17120.9

30 0.6 150 387.444 949.862 532.556 16594.2

30 0.8 30 205.375 965.939 105.125 18543.8

30 0.8 60 217.1 973.422 146.2 17397.8

30 0.8 90 242 954.9 207.889 16924.6

30 0.8 120 246.875 934.222 266 16963.9

30 0.8 150 258.1 961.531 341.1 16741.6

30 1.0 30 171 957.612 88.875 18912.4

30 1.0 60 220.6 962.72 165.2 17219.3

30 1.0 90 195 908.139 165 16664.1

30 1.0 120 254.125 929.874 266.125 16630.5
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Table A.26 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

30 1.0 150 254.125 922.372 312.75 16588

40 0.2 30 447.75 929.178 220.25 19259.9

40 0.2 60 520.375 913.808 344.625 18111.4

40 0.2 90 575.375 909.462 476.875 17489.6

40 0.2 120 435.333 688.69 389 17231

40 0.2 150 497.25 746.028 553.75 15549.8

40 0.4 30 431 949.237 207.125 18530.8

40 0.4 60 518.375 955.729 352.75 18205.6

40 0.4 90 506.857 906.426 413.286 17043.6

40 0.4 120 532.5 901.467 531.167 18074.2

40 0.4 150 473.5 765.69 528.75 14952

40 0.6 30 207.875 942.94 104.625 18909.8

40 0.6 60 249.3 1059.06 177.5 18096.5

40 0.6 90 270.3 1054.03 238.1 17566.7

40 0.6 120 246.6 943.003 269.8 17244.9

40 0.6 150 245.1 942.833 304.7 17193.7

40 0.8 30 203.375 963.499 98.625 19170.1

40 0.8 60 229.889 954.453 142.222 17709.7

40 0.8 90 248.333 951.759 193.778 17439.2

40 0.8 120 229 916.647 205.857 17091

40 0.8 150 259 935.662 276 16902.9

40 1.0 30 188.375 944.524 88.375 18592.4

40 1.0 60 226.8 1062.62 135.3 17632.6

40 1.0 90 231.5 1059.85 167.7 17686

40 1.0 120 215.3 948.258 180.9 16976.5

40 1.0 150 225.889 932.318 233.111 17157

50 0.2 30 198.625 928.766 99.25 19334.9

50 0.2 60 208.6 947.152 128.5 18213.9

50 0.2 90 209 933.264 149.333 18287.7

50 0.2 120 184.167 868.275 141.667 18435.5

50 0.2 150 202.625 912.09 183.875 18044.6

50 0.4 30 280.375 922.059 143.25 19246.5

50 0.4 60 330.5 934.881 229.3 18328

50 0.4 90 306 885.821 261 17800.7

50 0.4 120 292.6 827.828 277.8 17522.6

50 0.4 150 202.625 912.09 183.875 18044.6

50 0.6 30 268.875 933.067 134.625 19322.8

50 0.6 60 320.875 914.756 203.125 18020.1

50 0.6 90 310.143 883.576 225.714 17216.9
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Table A.26 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

50 0.6 120 315.5 851.96 266.833 17400.2

50 0.6 150 275 813.286 258 17010

50 0.8 30 306.75 945.961 151.375 18939.4

50 0.8 60 394 1056.51 253.6 17490.3

50 0.8 90 350.333 931.213 262.111 17316

50 0.8 120 378.444 936.476 382.111 17278.6

50 0.8 150 349.333 865.218 382.667 16812.2

50 1.0 30 265.625 954.836 134.5 19178.2

50 1.0 60 316.444 954.726 203.222 18229

50 1.0 90 313.889 951.383 237.667 18392

50 1.0 120 320.875 935.075 281 17327.5

50 1.0 150 313.667 935.606 314.222 17408.6

60 0.2 30 148.5 916.227 66.875 19573.8

60 0.2 60 167.8 931.091 88.5 18284.1

60 0.2 90 163.125 905.809 97 17914.8

60 0.2 120 164.667 864.185 103 17832.7

60 0.2 150 178.5 903.489 133 17948.6

60 0.4 30 147.5 923.835 70.75 19222

60 0.4 60 190.6 1039.56 122.2 18362.8

60 0.4 90 169.667 919.261 133.222 17898.7

60 0.4 120 155.571 872.436 147.429 17288.4

60 0.4 150 169.571 886.651 169.286 17939.7

60 0.6 30 271.429 913.477 133.714 19178.4

60 0.6 60 277.75 929.095 177.375 18475.2

60 0.6 90 339.6 1046.56 266.7 17896.4

60 0.6 120 313.333 935.184 268.444 17872.9

60 0.6 150 324.125 911.3 325.125 17872.2

60 0.8 30 223.571 909.561 102 18590.9

60 0.8 60 294.9 948.974 176.5 18232.6

60 0.8 90 317.5 1047.03 225.3 17606.7

60 0.8 120 257 870.817 200.167 17545.2

60 0.8 150 280.333 933.741 247.778 17753.1

60 1.0 30 203 926.75 96.125 18995.6

60 1.0 60 235.3 940.266 142 17868.7

60 1.0 90 239.8 934.119 184.7 17698.5

60 1.0 120 235.143 877.659 202.571 17016.6

60 1.0 150 266.4 928.536 294.3 17231.7

70 0.2 30 228.375 918.764 107 19451.1

70 0.2 60 253.222 917.838 155.778 18314.2

Continued over page . . .
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Table A.26 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

70 0.2 90 255.125 901.804 186.375 17953.2

70 0.2 120 245.5 891.944 191.5 17590.4

70 0.2 150 255.75 889.229 214.875 17583.4

70 0.4 30 148.5 929.062 72.875 19361.2

70 0.4 60 198.2 1056.86 127.3 16734.4

70 0.4 90 185.222 923.628 129.889 17922.7

70 0.4 120 161.429 871.809 132.143 16865.7

70 0.4 150 170.125 892.534 149.25 17588

70 0.6 30 188 922.62 91 19565.4

70 0.6 60 229.3 1038.91 133.7 18308.7

70 0.6 90 230.1 1035.54 147.4 17980.4

70 0.6 120 238 1031.6 169.9 18034.4

70 0.6 150 202.9 926.205 164.4 17601.5

70 0.8 30 142 907.993 65.5714 19096.7

70 0.8 60 180.3 938.01 109.3 18208.3

70 0.8 90 199.5 1037.84 144.8 17870

70 0.8 120 193.8 929.013 162.4 17604.7

70 0.8 150 206.1 1030.57 200.1 17516.9

70 1.0 30 198.5 921.273 93.625 18698.8

70 1.0 60 236.2 934.759 142.6 18031.1

70 1.0 90 247.667 915.024 179 17613.2

70 1.0 120 248 911.623 204.333 17517.8

70 1.0 150 217.2 812.952 173.4 16894.8

80 0.2 30 40.75 916.035 17.625 18983.1

80 0.2 60 43.3 925.373 23.7 18273.8

80 0.2 90 45.1 923.678 30 17873

80 0.2 120 46.8889 904.329 33.2222 17916.4

80 0.2 150 52.25 898.739 38.75 17825.9

80 0.4 30 136.875 918.793 65.625 19267.6

80 0.4 60 157.9 932.268 93.8 18253.9

80 0.4 90 177.8 1031.14 121.8 18103.1

80 0.4 120 154.714 874.891 112.857 17525.6

80 0.4 150 169.8 921.018 150.1 17641.8

80 0.6 30 77.75 920.824 36.375 19162.1

80 0.6 60 87.7 933.646 52 18017.9

80 0.6 90 94.7 930.711 64.9 18097.6

80 0.6 120 95.3 924.726 81.7 17637.2

80 0.6 150 102.2 925.789 100.5 18066.2

80 0.8 30 351.714 899.587 171.714 19128.4

Continued over page . . .
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Table A.26 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

80 0.8 60 410 931.626 276.6 18133.5

80 0.8 90 399.714 880.503 286.714 17480.9

80 0.8 120 402 897.379 323 17301.9

80 0.8 150 396.667 844.477 347.5 17057

80 1.0 30 105.875 918.539 49.25 19307.2

80 1.0 60 121 932.338 69.9 17984.7

80 1.0 90 140.7 1030.68 92.6 17340.3

80 1.0 120 132 911.996 92.5556 17457.7

80 1.0 150 142.5 1024.28 121.8 17624.9

90 0.2 30 69.5 912.997 30.25 19437.2

90 0.2 60 82.6 927.82 47.5 18507.9

90 0.2 90 84.6667 919.248 52.1111 18355.4

90 0.2 120 85.8889 902.646 62 17727.6

90 0.2 150 90.8 1019.73 74.4 17814.3

90 0.4 30 82.375 917.711 40.75 19744.6

90 0.4 60 93.5 931.094 60.3 18574.3

90 0.4 90 94.1 928.265 71.3 18239.6

90 0.4 120 94.2222 904.216 78.1111 17632.4

90 0.4 150 94.7778 908.244 89.4444 18028.6

90 0.6 30 150.5 917.788 70.25 19338.6

90 0.6 60 184.556 924.916 105.778 18427.7

90 0.6 90 186.889 922.843 127.111 18497.2

90 0.6 120 188.625 902.91 145 17596.5

90 0.6 150 191.571 888.73 168.571 17899.4

90 0.8 30 139.75 915.389 67.375 19234.2

90 0.8 60 168.3 1032.13 107.6 18333.4

90 0.8 90 175.3 1028.72 130.9 17765.5

90 0.8 120 180.9 1025.63 156.5 17979.4

90 0.8 150 173.5 917.518 172 17700.8

90 1.0 30 83.125 921.959 39.875 19074.2

90 1.0 60 102.9 943.999 63.8 18106.4

90 1.0 90 107.6 1036.28 78 18011.9

90 1.0 120 108.3 926.215 90.9 17639

90 1.0 150 111.7 1028.66 107.9 17748.8

100 0.2 30 93.375 918.1 42.75 19391.6

100 0.2 60 115.2 1033.53 57.5 18555.7

100 0.2 90 112.3 1030.7 65.9 18382.5

100 0.2 120 105.8 926.074 70.4 18203.2

100 0.2 150 101 929.512 71.6 18352.6

Continued over page . . .
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Table A.26 – Continued

Environment size Creation probability Window Rollbacks Computation Time Replayed Cycles GVTs

100 0.4 30 99.75 918.22 47.5 19229.8

100 0.4 60 119.778 917.604 73.1111 17874.1

100 0.4 90 139.4 1032.09 102.3 18325.7

100 0.4 120 127.7 922.64 108.1 18158.3

100 0.4 150 129.571 870.449 112.857 17914.4

100 0.6 30 76.25 914.543 35.875 19218.2

100 0.6 60 88.8889 918.263 59.5556 18337.3

100 0.6 90 90.5 925.661 69.3 18247.7

100 0.6 120 94.2 923.534 83.5 18026.8

100 0.6 150 91.4 920.17 92.7 18101

100 0.8 30 117.5 917.678 53.375 19389.4

100 0.8 60 151.6 1034.08 84.8 18217.4

100 0.8 90 134.8 923.745 85.8 17951.4

100 0.8 120 147.9 921.022 105.7 17629.7

100 0.8 150 132.222 905.087 106.444 17696.8

100 1.0 30 71.375 917.077 34 19398

100 1.0 60 105.3 1034.43 59.8 18257

100 1.0 90 107 1030.36 72.1 18071.1

100 1.0 120 93.2222 905.689 79.5556 17580.4

100 1.0 150 101.5 882.217 97.375 17522.9
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A.4 Critical Accesses

A.4.1 SIM BOIDS

Environment size Rollbacks Computation time (secs) Replayed Cycles GVTs
200 592.1 164.974 364.5 107
300 4 155.208 8 7288.7
400 329.7 161.61 210.1 2823.7
500 152.4 158.349 98 3695.3
600 454.1 163.586 280.7 1266.8
700 7.4 138.883 14.4 4199.6
800 0 137.299 0 8335.56
900 3.33333 139.44 7.33333 3985.44
1000 0 138.773 0 4459.1

TABLE A.27: Critical access - SIM BOIDS 2 agents

Environment size Rollbacks Computation time (secs) Replayed Cycles GVTs
200 1916.4 383.279 1047.8 930.8
300 1340.2 368.323 803.9 4954.6
400 1273.6 363.498 700.6 7607
500 342 298.756 192 13482.1
600 398.7 345.515 280.2 12322
700 720 357.879 420.8 9506.5
800 67 281.15 63.4286 14883.9
900 591.3 347.239 349.4 12029
1000 565.7 321.995 339.3 12250.6

TABLE A.28: Critical access - SIM BOIDS 4 agents
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Environment size Rollbacks Computation time (secs) Replayed Cycles GVTs
200 5811.2 889.062 3247.4 764.4
300 4633.43 772.46 2672.57 3574.86
400 3962.12 758.946 2234.12 4465.75
500 3371.62 730.12 1833.12 6895.38
600 3049.71 742.863 1412.29 14011.3
700 2703.6 682.784 1460.8 11875.4
800 494.875 672.1 273.875 14912.1
900 1622.17 656.283 813.5 13186.5
1000 1215.2 714.661 655.5 15383.2

TABLE A.29: Critical access - SIM BOIDS 8 agents

Environment size Rollbacks Computation time (secs) Replayed Cycles GVTs
200 22034.8 3310.04 7056.2 150.2
300 16602.6 2882.34 7390.1 486.8
400 14345.1 2684.88 6634.7 847.3
500 10400.9 2347.16 5451.5 1567.1
600 10033.6 2681.81 4509.4 2301.9
700 7905.2 2198.56 3967.1 2046.1
800 5985.9 2305.36 2620.1 2623.7
900 3597.1 2019.98 1781 2483.3

1000 7924.9 2491.17 3515.9 2531.2

TABLE A.30: Critical access - SIM BOIDS 16 agents
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A.4.2 SIM TILEWORLD

Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles GVTs
20 0.2 0 140.686 0 3942.1
20 0.4 2 159.372 5.8 4126
20 0.6 14.2222 143.696 31.3333 2827
20 0.8 4 149.405 8.2 3358.6
20 1.0 36.6 147.015 75.5 1952.3
30 0.2 50.3333 141.672 67.1111 2948.22
30 0.4 26.8889 143.624 50.5556 2513.89
30 0.6 54.8 146.602 92.4 2937.4
30 0.8 0.8 141.035 2.7 2714.6
30 1.0 7.6 160.218 18.3 3774.9
40 0.2 3.44444 132.938 9.11111 4349
40 0.4 5.6 140.461 7.8 4053.3
40 0.6 0 158.109 0 4454.1
40 0.8 12.6667 144.218 25.1111 3101.33
40 1.0 0 160.064 0 3174
50 0.2 43.3 142.478 59.9 3387.4
50 0.4 20.3333 140.609 26.5556 4327.56
50 0.6 0 140.473 0 3585.7
50 0.8 1.2 140.485 2.1 3393.6
50 1.0 5.77778 133.843 11.7778 3524
60 0.2 3.66667 143.161 7.77778 5477.56
60 0.4 2 143.372 4.5 5986.8
60 0.6 0 146.192 0 4926.22
60 0.8 0 143.365 0 4031.3
60 1.0 0 140.556 0 3393.1
70 0.2 11.8889 142.137 21.5556 5238.67
70 0.4 8 140.787 18 5866.67
70 0.6 7.9 139.376 13.8 3948.3
70 0.8 19.5 140.275 23.1 4639.9
70 1.0 5.8 156.637 8.8 4868.4
80 0.2 0 142.612 0 5549.9
80 0.4 0 139.305 0 4980.9
80 0.6 34.6 143.647 38.9 3867.7
80 0.8 0 156.229 0 5317.5
80 1.0 42 157.403 59 3843.1
90 0.2 0 156.084 0 5161.3
90 0.4 0 143.493 0 6111.5
90 0.6 6 139.761 6.8 4776.7
90 0.8 0 156.925 0 5435.1
90 1.0 0 139.102 0 4921.4

100 0.2 0 156.386 0 5379
100 0.4 0 155.413 0 5515.3
100 0.6 15.7778 133.832 15.5556 4581.67
100 0.8 0 141.327 0 5971.2
100 1.0 0 139.52 0 4870.9

TABLE A.31: Critical access - SIM TILEWORLD 2 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles GVTs
20 0.2 91.7 373.759 137.8 3065.9
20 0.4 99.9 376.279 145.7 2754.8
20 0.6 59.3 393.749 107.2 2402.2
20 0.8 36.4 394.809 89.7 2284.4
20 1.0 64.4 407.801 101.4 1599.2
30 0.2 99 318.963 142.889 4335.78
30 0.4 60.1 324.53 70.7 3092
30 0.6 140.889 332.034 186 2523.33
30 0.8 90.7 335.561 140.5 2710.1
30 1.0 60.2 330.904 93.1 2169.6
40 0.2 20.1111 317.441 24.2222 5169
40 0.4 76.2 323.38 94.3 2691.1
40 0.6 64.3 368.455 101.6 2926.8
40 0.8 29.7 339.683 51.6 2097.3
40 1.0 71.1 385.108 83.4 2038.8
50 0.2 7 293.753 9.44444 4988.44
50 0.4 77.8 313.025 68.9 4190.8
50 0.6 102.4 355.475 153.4 3022.2
50 0.8 116.333 327.487 162.667 2965.44
50 1.0 67.6 367.87 75.2 2644.6
60 0.2 54.3333 310.751 56.3333 4443.44
60 0.4 89.2222 306.239 104.667 3813.56
60 0.6 5.11111 300.108 7.33333 3471.11
60 0.8 18.625 309.447 17.75 2903.5
60 1.0 34.4444 317.53 56 2813.78
70 0.2 16.1 315.278 18.9 3727.6
70 0.4 77.9 308.356 94.5 4792.3
70 0.6 103.5 315.301 127.4 3813.3
70 0.8 104 314.139 120.375 4991.5
70 1.0 41.1111 300.969 42.7778 3159.11
80 0.2 0 308.88 0 5889.11
80 0.4 3.77778 313.823 4 4565.44
80 0.6 21.625 300.284 26.375 4146.12
80 0.8 71.9 309.129 73.6 4283.8
80 1.0 54.2 311.851 65.1 3627.6
90 0.2 2.44444 304.666 4.88889 7164.33
90 0.4 3.2 308.386 5.1 4088
90 0.6 9.875 292.371 10.75 5187.62
90 0.8 67.8889 292.913 85.6667 4954.33
90 1.0 6.5 318.104 11 3923.3

100 0.2 6.7 304.735 8.5 5906.5
100 0.4 12.3 303.663 14.9 6710.1
100 0.6 26.2222 310.119 34 5656.11
100 0.8 25.8 305.777 27.5 5353.3
100 1.0 38.8889 314.256 33.7778 4346.67

TABLE A.32: Critical access - SIM TILEWORLD 4 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles GVTs
20 0.2 238.1 539.669 322.7 3000.3
20 0.4 203.3 638.693 276 2686.3
20 0.6 144.3 663.124 193.6 1973.8
20 0.8 258.2 717.739 391 1749.8
20 1.0 170.3 659.937 257.1 1612.5
30 0.2 214.8 590.171 254.8 4004.5
30 0.4 186.8 624.461 257.4 2842.3
30 0.6 305.8 571.09 393.8 1866.8
30 0.8 204.3 680.925 299 1852.3
30 1.0 149.8 671.958 203.7 1878.2
40 0.2 177.9 524.576 189 4101.1
40 0.4 110.7 599.688 116.7 3199.1
40 0.6 193.7 624.768 228.3 2190.5
40 0.8 166.3 552.447 227.1 2347.4
40 1.0 58.5 659.566 90.9 2039.6
50 0.2 179.3 580.766 192.5 3829.3
50 0.4 130 588.745 138.4 3226.9
50 0.6 64.8889 532.242 66.6667 2569.89
50 0.8 79.5 608.822 100 2646.6
50 1.0 58.1 634.232 76.2 2059.7
60 0.2 68.6 567.735 78 4521.2
60 0.4 102.3 581.852 90.6 3443.3
60 0.6 76.7 526.082 68.9 2871
60 0.8 69.7 536.928 81.2 2845.5
60 1.0 78.6 618.951 83.4 1898
70 0.2 116.4 566.731 101.7 4191.1
70 0.4 89.5 577.887 96.7 3644.4
70 0.6 102.9 510.083 90 3689.4
70 0.8 92.4 585.865 83.6 2830.1
70 1.0 90.9 595.874 98.2 2737.2
80 0.2 103.3 578.564 103.7 3718.4
80 0.4 51.3 569.698 54.4 4185.3
80 0.6 76.5 579.773 70.8 3866.7
80 0.8 38.3 536.548 44.8 2706
80 1.0 32.3 530.186 37.8 3137
90 0.2 17 494.446 15.9 6034.7
90 0.4 76.1 560.522 63.4 4932.9
90 0.6 20.3 579.971 17.8 3454
90 0.8 26.2 573.042 23.9 3605.2
90 1.0 29.5 583.531 30.3 3005.8

100 0.2 22.9 559.837 21.1 5112.3
100 0.4 22.6 561.815 14.8 4856.3
100 0.6 46 564.563 38 4569.7
100 0.8 42.8 580.873 31.9 3273.8
100 1.0 86.3 578.384 76.7 3359.4

TABLE A.33: Critical access - SIM TILEWORLD 6 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles GVTs
20 0.2 351.7 960.051 449.8 1653.2
20 0.4 399.2 1290.67 506.3 1265.2
20 0.6 359 1524.82 530.2 1339.7
20 0.8 146.1 1369.06 247.5 1484.1
20 1.0 255 1099.87 383.333 1176.67
30 0.2 370.5 980.455 434.7 1779
30 0.4 311.3 1134.77 348.3 1191.8
30 0.6 309.8 1272.12 390.2 1158.5
30 0.8 279.444 1089.78 373.222 1144.44
30 1.0 341 1365.5 419 1164.14
40 0.2 260.333 819.679 226.667 1486.11
40 0.4 303 786.66 305 1157
40 0.6 324.667 814.65 351.333 1179.17
40 0.8 209 474.436 199 699
40 1.0 291.556 1124.46 356 980.778
50 0.2 81.4444 825.631 65.1111 1454
50 0.4 214.6 865.502 208.1 1228.9
50 0.6 149 623.423 175.667 912
50 0.8 203 634.32 245 878
50 1.0 127.9 1108.73 126 897.9
60 0.2 121.667 804.1 107.556 1340.78
60 0.4 143.4 915.068 134.1 1213.2
60 0.6 126.333 643.32 114.333 1201.33
60 0.8 202.167 784.853 183.833 928.5
60 1.0 82 719.16 78.5 703
70 0.2 91 794.69 63.1 1636.4
70 0.4 97.6667 788.841 78 1400.78
70 0.6 108.3 851.521 81.1 1132.3
70 0.8 93.5 660.01 73.75 749.5
70 1.0 95.25 660.788 105.5 750.5
80 0.2 79.2 790.472 64.3 1542.6
80 0.4 36 826.834 26.7778 1252.67
80 0.6 177.25 802.413 168 1369.88
80 0.8 155.8 941.981 149.2 1125.9
80 1.0 146.1 853.516 131.3 1138.1
90 0.2 67.8 872.914 54.4 1522.7
90 0.4 90.5 797.093 83.2 1531.4
90 0.6 87.1 812.191 78.3 1389.8
90 0.8 108.222 832.37 105.222 1258.11
90 1.0 83.5 854.512 89.3 1216.2

100 0.2 30.7 870.992 19.1 1696.8
100 0.4 55.7 762.414 52.5 1804.1
100 0.6 78.3333 783.059 66 1294.89
100 0.8 21.625 795.903 30.125 1200
100 1.0 175.8 911.443 152.4 1184.6

TABLE A.34: Critical access - SIM TILEWORLD 8 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles GVTs
20 0.2 541.3 1381.98 698.6 1726.6
20 0.4 411 1615.21 491.9 1661.9
20 0.6 440 1689.23 633.429 1242.14
20 0.8 172 832.095 245.5 872
20 1.0 323.8 2387.24 459.2 1642.2
30 0.2 417.3 1352.06 529.4 2152.7
30 0.4 328.2 1484.21 344.8 1578.5
30 0.6 364.222 1430.24 400 1624.44
30 0.8 274.6 1754.21 347.8 1220.4
30 1.0 279.4 1710.51 387.8 1402.3
40 0.2 495.833 947.447 538.5 1445.67
40 0.4 456.4 939.858 462.2 1362.8
40 0.6 114 604.825 137 823
40 0.8 287 1931.56 337.7 1455.6
40 1.0 273.6 2036.8 293.2 1331.7
50 0.2 211.125 1022.54 190 1709
50 0.4 315.167 977.055 331.5 1082.33
50 0.6 248.25 897.227 237.75 1008.5
50 0.8 379 1352.42 456.778 1341
50 1.0 372.1 1915.76 338 1449.8
60 0.2 202.9 1148.68 164.8 1580.2
60 0.4 162 968.308 157.8 1361
60 0.6 247.8 925.176 233.8 1189.8
60 0.8 245.5 892.648 247.75 915.75
60 1.0 237.75 942.31 247.75 748
70 0.2 264 1021.52 204.333 1538.56
70 0.4 162.375 1035.6 156.875 1331.5
70 0.6 167.714 980.447 130 1408.29
70 0.8 124 879.253 138.5 938
70 1.0 139 759.227 130.667 746.667
80 0.2 45.2 1027.63 33.1 1584.3
80 0.4 150.429 940.729 158.857 1347.43
80 0.6 96.625 1062.66 87.375 1231
80 0.8 431.125 1023.97 396.25 1192.62
80 1.0 75 783.223 56 777.667
90 0.2 88.7 1138.03 76.1 1511.2
90 0.4 105.8 1130.78 88.3 1654.8
90 0.6 176 1030.42 126.7 1473.3
90 0.8 163.7 1021.06 167 1656.7
90 1.0 63.75 838.633 69.5 842.25

100 0.2 113.5 1033.2 95.1 1721.8
100 0.4 120.889 1003.69 112 1651.67
100 0.6 87.3333 995.49 80.6667 1304.78
100 0.8 145.8 1033.23 115.5 1558.4
100 1.0 81.6 1082.02 67.3 1249

TABLE A.35: Critical access - SIM TILEWORLD 10 agents
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A.5 Decision theoretic

A.5.1 SIM BOIDS

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 106.4 156.7307 54.4
300 12.4 157.65667 220.3
400 74.3 161.7698 222.7
500 35.9 163.87525 275.6
600 83.9 151.5956 115.6
700 12 159.69502 188
800 0 143.706 0
900 13.7 169.80964 411.4

1000 0 143.704 0

TABLE A.36: Decision theoretic - SIM BOIDS 2 agents

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 680.3 308.3206 366.6
300 534.6 331.7843 598.7
400 473.9 334.2134 609.6
500 84.9 267.5713 96
600 184.5 324.4981 622.1
700 269.2 326.0763 645.1
800 66.3 347.35783 916.2
900 140.8 293.6184 311.5

1000 237.4 348.6323 867.1

TABLE A.37: Decision theoretic - SIM BOIDS 4 agents
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Environment size Rollbacks Computation time (secs) Replayed Cycles
200 2675.5 684.287 1133.1
300 2534.1 719.828 1470.8
400 2236.2 730.708 1648.2
500 2226.7 802.151 2344.2
600 1902.2 776.421 2125.1
700 1571.8 703.756 1540.7
800 378.7 753.431 2265.1
900 1240.7 834.6314 2764.5

1000 650.2 747.5568 2114.1

TABLE A.38: Decision theoretic - SIM BOIDS 8 agents

Environment size Rollbacks Computation time (secs) Replayed Cycles
200 12108 1929.428 3551.1
300 8619.8 1785.913 3789.2
400 7481.5 1730.178 3636.4
500 8224.9 2090.241 6673.6
600 4906.5 1566.214 3033
700 6070.1 2199.563 7987.2
800 4043 2077.294 7356.5
900 3790.1 2685.907 12941.9

1000 5215.7 1971.157 6240.9

TABLE A.39: Decision theoretic - SIM BOIDS 16 agents
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A.5.2 SIM TILEWORLD

Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 0 145.556 0
20 0.4 1.6 160.698 37.5
20 0.6 16.4 177.202 96.3
20 0.8 5 157.242 94.6
20 1.0 51.8 172.054 219.5
30 0.2 41.7 172.448 215.1
30 0.4 31.7 166.339 204.8
30 0.6 69.5 172.685 268
30 0.8 4 162.237 92.8
30 1.0 10.5 158.403 99.9
40 0.2 4.9 160.301 154.9
40 0.4 6.4 150.862 57.5
40 0.6 0 145.318 0
40 0.8 22.3 174.965 225.8
40 1.0 0.8 156.173 66.8
50 0.2 45.5 171.953 282
50 0.4 28.1 170.969 245
50 0.6 3.2 166.941 91.5
50 0.8 2.4 146.634 17.9
50 1.0 11.8 159.581 89.8
60 0.2 4 160.751 148.1
60 0.4 6.8 162.548 177.1
60 0.6 0.6 152.082 49.1
60 0.8 0 145.18 0
60 1.0 0 145.4 0
70 0.2 11.4 166.386 173.3
70 0.4 4.9 154.075 96
70 0.6 6.2 170.102 105.4
70 0.8 10.2 172.638 87.6
70 1.0 10.2 158.997 147.3
80 0.2 0 144.056 0
80 0.4 0 144.304 0
80 0.6 28.5 171.629 220.6
80 0.8 0 144.484 0
80 1.0 45.3 153.752 97.2
90 0.2 0 144.189 0
90 0.4 0 144.528 0
90 0.6 13.1 155.894 124.6
90 0.8 0 144.683 0
90 1.0 0 144.389 0

100 0.2 0 144.37 0
100 0.4 0 144.132 0
100 0.6 7.9 155.037 57.5
100 0.8 0 144.952 0
100 1.0 0 144.518 0

TABLE A.40: Decision theoretic - SIM TILEWORLD 2 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 119.7 364.443 701.3
20 0.4 133.6 347.78 542.5
20 0.6 91.3 357.312 572
20 0.8 54.7 325.369 309.6
20 1.0 106.8 372.916 665.7
30 0.2 114.3 322.528 396.9
30 0.4 82.7 319.588 366.4
30 0.6 155.3 321.71 407.2
30 0.8 103.5 340.556 493.7
30 1.0 88.3 347.164 451.5
40 0.2 28.1 301.631 214.9
40 0.4 92.6 356.884 630.4
40 0.6 104.4 353.37 657.1
40 0.8 39.3 343.484 417.8
40 1.0 84.2 327.685 352.6
50 0.2 10.6 300.4 170
50 0.4 74.2 322.158 406.9
50 0.6 115.8 352.053 688.5
50 0.8 159 350.55 674.7
50 1.0 113.8 344.679 590
60 0.2 45.6 313.637 280.4
60 0.4 126.8 323.311 479.4
60 0.6 12.4 307.657 116.1
60 0.8 22.2 297.04 129.5
60 1.0 48.4 333.652 499.1
70 0.2 24.9 327.734 230.1
70 0.4 83.7 352.897 679.6
70 0.6 132.1 362.211 689.2
70 0.8 133.2 334.324 538.7
70 1.0 36.5 311.885 239.4
80 0.2 1.1 285.245 67.1
80 0.4 7.4 321.303 86.6
80 0.6 28 308.524 230.4
80 0.8 77 358.224 409.7
80 1.0 58.5 319.146 406.2
90 0.2 2.8 283.4 71.4
90 0.4 2 279.748 25.7
90 0.6 16.4 318.726 229
90 0.8 74.1 332.401 424.5
90 1.0 9.6 291.457 102

100 0.2 7 297.3 138.1
100 0.4 10.3 309.482 136.4
100 0.6 32.5 315.114 350.6
100 0.8 23.8 304.46 257
100 1.0 30.9 300.357 194.9

TABLE A.41: Decision theoretic - SIM TILEWORLD 4 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 343.5 563.965 1349.6
20 0.4 256.8 534.008 1125.5
20 0.6 191.2 479.334 574.8
20 0.8 317 516.669 1325.38
20 1.0 270.5 560.534 1237.8
30 0.2 231.8 534.095 1134.7
30 0.4 231.1 533.777 1144.4
30 0.6 371.4 529.626 1521.8
30 0.8 263.429 500.76 1375.29
30 1.0 218.6 540.719 924
40 0.2 243.4 541.871 1134.7
40 0.4 146.8 507.849 700.9
40 0.6 236.9 534.799 1124.8
40 0.8 261.1 573.042 1262.2
40 1.0 97.8 540.737 1170.6
50 0.2 211.6 570.738 1307.8
50 0.4 146.8 543.203 1076.4
50 0.6 72 518.431 858.6
50 0.8 116.3 524.353 861.1
50 1.0 105 554.368 1162.8
60 0.2 83.9 525.281 848.3
60 0.4 115.1 516.829 825.4
60 0.6 110.7 521.144 894.8
60 0.8 100.3 501.652 869.3
60 1.0 103.1 495.941 693.3
70 0.2 88.3 537.04 719
70 0.4 106.4 517.312 995.2
70 0.6 108 520.61 938.7
70 0.8 90.8 492.346 668.8
70 1.0 111.8 539.311 1044
80 0.2 109.5 489.571 792.9
80 0.4 66.8 557.375 961.8
80 0.6 58 498.376 617.4
80 0.8 51.3 473.662 461.8
80 1.0 53.2 470.55 476.8
90 0.2 27.3 485.756 472.8
90 0.4 85.1 478.344 696.1
90 0.6 24.2 479.919 485.7
90 0.8 37.9 492.565 464.2
90 1.0 35.3 507.941 581.2

100 0.2 22.3 449.229 230.1
100 0.4 17.1 437.416 218.9
100 0.6 43.6 491.742 579.4
100 0.8 33.1 442.549 272.6
100 1.0 96.9 494.818 672.9

TABLE A.42: Decision theoretic - SIM TILEWORLD 6 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 407 593.856 1478
20 0.4 437.5 693.73 1524.9
20 0.6 241 375.46 932.5
20 0.8 211.857 663.737 1351.43
20 1.0 153.5 390.511 578
30 0.2 402.75 656.287 1431
30 0.4 371.9 684.01 1746.7
30 0.6 342.6 679.886 1750
30 0.8 373.571 636.224 1613.71
30 1.0 376.375 695.099 1575.5
40 0.2 301 761.905 1712.7
40 0.4 412.222 675.767 1645.33
40 0.6 444.4 723.096 1751.3
40 0.8 485 723.992 1878.89
40 1.0 396.889 715.682 2048.78
50 0.2 109.5 591.271 840.3
50 0.4 253.1 646.667 1373.2
50 0.6 292.9 728.898 1786.7
50 0.8 408.4 687.433 1799.9
50 1.0 146 579.386 710.556
60 0.2 161.9 640.887 1244.4
60 0.4 181 722.964 1582.7
60 0.6 225.9 736.566 1481.4
60 0.8 302.4 738.527 1823.1
60 1.0 146.7 650.032 1210.5
70 0.2 111.3 671.653 1222.8
70 0.4 91.2 590.507 852.1
70 0.6 101.2 657.54 898.5
70 0.8 146.25 620.565 1190.88
70 1.0 120.7 612.531 1100.1
80 0.2 84.5556 581.441 889.222
80 0.4 197.658 633.911 1198
80 0.6 195.889 634.544 1201.33
80 0.8 172.4 640.95 1180.5
80 1.0 160.1 638.373 1300.6
90 0.2 48.875 550.457 612
90 0.4 91.2 618.52 1028.2
90 0.6 108.875 583.763 740.25
90 0.8 92.25 559.914 764.125
90 1.0 112.5 646.211 1193.6

100 0.2 60.18 3.965 556.577
100 0.4 64.25 578.526 724
100 0.6 69 553.693 582.2
100 0.8 32 537.75 690.2
100 1.0 188.7 656.515 1025.4

TABLE A.43: Decision theoretic - SIM TILEWORLD 8 agents
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Environment size Creation Prob Rollbacks Computation time (secs) Replayed Cycles
20 0.2 598.833 818.135 2397
20 0.4 427 713.135 1566
20 0.6 349.5 516.633 1484.5
20 0.8 467.625 851.355 1848.38
20 1.0 234.5 482.162 1181
30 0.2 499.125 827.1 1882.12
30 0.4 424.4 905.714 1926.3
30 0.6 438 807.469 1735.75
30 0.8 420.4 982.916 2330
30 1.0 311.333 740.722 1148
40 0.2 713.667 890.976 2635.78
40 0.4 648.5 843.282 2054
40 0.6 286.444 776.228 1512.22
40 0.8 345 944.235 1997.4
40 1.0 326.4 883.143 1559.5
50 0.2 327.1 967.766 2487.9
50 0.4 502.9 974.004 2549.5
50 0.6 430.8 842.508 1849
50 0.8 482.667 841.873 2048.44
50 1.0 381.167 720.989 1630.5
60 0.2 257 931.384 1739.3
60 0.4 225.7 925.355 1750.9
60 0.6 408.4 894.892 1940.9
60 0.8 358.111 826.781 2031.11
60 1.0 328.2 915.572 2007.4
70 0.2 271.1 793.864 1402.1
70 0.4 271.2 914.738 1636.1
70 0.6 252.5 902.488 1897.3
70 0.8 254.2 886.284 1699.8
70 1.0 360.3 947.038 2223.1
80 0.2 48.6 763.121 494.2
80 0.4 214.8 930.624 1767.5
80 0.6 112.1 836.188 1269.6
80 0.8 516.1 831.831 1913.1
80 1.0 159.8 817.392 1215.9
90 0.2 92.7 817.063 968.6
90 0.4 135.2 832.574 1207.6
90 0.6 205.8 868.146 1464.8
90 0.8 211 869.784 1727.4
90 1.0 124 794.042 793.1

100 0.2 103.2 789.345 929.1
100 0.4 196.7 840.971 1483.5
100 0.6 110.5 808.005 970.8
100 0.8 177.7 845.046 1317
100 1.0 117.5 867.115 1560

TABLE A.44: Decision theoretic - SIM TILEWORLD 10 agents
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APPENDIX B

KERNEL OUTPUT

B.1 Artificial traces

B.1.1 One read two write

Agent: agent2 Real: 14:45:24.507 virtual: 709
Agent: agent2 Real: 14:45:24.622 virtual: 722
Agent: agent2 Real: 14:45:24.742 virtual: 732
Agent: agent2 Real: 14:45:24.849 virtual: 744
Agent: agent2 Real: 14:45:24.958 virtual: 750
Agent: agent2 Real: 14:45:25.071 virtual: 759
Agent: agent2 Real: 14:45:25.186 virtual: 773
Agent: agent2 Real: 14:45:25.307 virtual: 793
Agent: agent2 Real: 14:45:25.425 virtual: 813
Agent: agent2 Real: 14:45:25.541 virtual: 827
Agent: agent2 Real: 14:45:25.659 virtual: 847
Agent: agent2 Real: 14:45:25.765 virtual: 862
Agent: agent2 Real: 14:45:25.878 virtual: 885
Agent: agent2 Real: 14:45:25.998 virtual: 893
Agent: agent2 Real: 14:45:26.112 virtual: 914
Agent: agent2 Real: 14:45:26.219 virtual: 929
Agent: agent2 Real: 14:45:26.331 virtual: 940
Agent: agent2 Real: 14:45:26.449 virtual: 954
Agent: agent2 Real: 14:45:26.560 virtual: 968
Agent: agent2 Real: 14:45:26.680 virtual: 984
Agent: agent2 Real: 14:45:26.795 virtual: 1002
Agent: agent2 Real: 14:45:26.910 virtual: 1019
Agent: agent2 Real: 14:45:27.020 virtual: 1034
Agent: agent2 Real: 14:45:27.136 virtual: 1049
Agent: agent2 Real: 14:45:27.239 virtual: 1057
Agent: agent2 Real: 14:45:27.348 virtual: 1067
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Agent: agent2 Real: 14:45:27.457 virtual: 1076
Agent: agent2 Real: 14:45:27.572 virtual: 1092
Agent: agent2 Real: 14:45:27.692 virtual: 1100
Agent: agent2 Real: 14:45:27.795 virtual: 1113
Agent: agent2 Real: 14:45:27.911 virtual: 1133
Agent: agent2 Real: 14:45:28.022 virtual: 1144
Agent: agent2 Real: 14:45:28.137 virtual: 1151
Agent: agent2 Real: 14:45:28.249 virtual: 1172
Agent: agent2 Real: 14:45:28.363 virtual: 1186
Agent: agent2 Real: 14:45:28.476 virtual: 1202
Agent: agent2 Real: 14:45:28.593 virtual: 1210
Agent: agent2 Real: 14:45:28.706 virtual: 1225
Agent: agent2 Real: 14:45:28.816 virtual: 1245
Agent: agent2 Real: 14:45:28.932 virtual: 1258
Agent: agent2 Real: 14:45:29.048 virtual: 1277
Agent: agent2 Real: 14:45:29.162 virtual: 1296
Agent: agent2 Real: 14:45:29.279 virtual: 1311
Agent: agent2 Real: 14:45:29.390 virtual: 1324
Agent: agent2 Real: 14:45:29.504 virtual: 1333
Agent: agent2 Real: 14:45:29.628 virtual: 1341
Agent: agent2 Real: 14:45:29.745 virtual: 1354
Agent: agent2 Real: 14:45:29.857 virtual: 1370
Agent: agent2 Real: 14:45:29.959 virtual: 1385
Agent: agent2 Real: 14:45:29.959 virtual: 1385
Agent: agent3 Real: 14:45:26.295 virtual: 662
Agent: agent3 Real: 14:45:26.455 virtual: 683
Agent: agent3 Real: 14:45:26.626 virtual: 702
Agent: agent3 Real: 14:45:26.790 virtual: 712
Agent: agent3 Real: 14:45:26.955 virtual: 731
Agent: agent3 Real: 14:45:27.122 virtual: 744
Agent: agent3 Real: 14:45:27.284 virtual: 751
Agent: agent3 Real: 14:45:27.457 virtual: 761
Agent: agent3 Real: 14:45:27.627 virtual: 772
Agent: agent3 Real: 14:45:27.786 virtual: 786
Agent: agent3 Real: 14:45:27.954 virtual: 803
Agent: agent3 Real: 14:45:28.123 virtual: 822
Agent: agent3 Real: 14:45:28.288 virtual: 838
Agent: agent3 Real: 14:45:28.456 virtual: 859
Agent: agent3 Real: 14:45:28.625 virtual: 873
Agent: agent3 Real: 14:45:28.777 virtual: 887
Agent: agent3 Real: 14:45:28.937 virtual: 897
Agent: agent3 Real: 14:45:29.106 virtual: 909
Agent: agent3 Real: 14:45:29.285 virtual: 915
Agent: agent3 Real: 14:45:29.463 virtual: 935
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Agent: agent3 Real: 14:45:29.620 virtual: 949
Agent: agent3 Real: 14:45:29.786 virtual: 970
Agent: agent3 Real: 14:45:29.943 virtual: 979
Agent: agent3 Real: 14:45:30.101 virtual: 996
Agent: agent3 Real: 14:45:30.268 virtual: 1008
Agent: agent3 Real: 14:45:30.424 virtual: 1019
Agent: agent3 Real: 14:45:30.589 virtual: 1031
Agent: agent3 Real: 14:45:30.749 virtual: 1054
Agent: agent3 Real: 14:45:30.930 virtual: 1072
Agent: agent3 Real: 14:45:31.079 virtual: 1088
Agent: agent3 Real: 14:45:31.237 virtual: 1103
Agent: agent3 Real: 14:45:31.399 virtual: 1122
Agent: agent3 Real: 14:45:31.561 virtual: 1134
Agent: agent3 Real: 14:45:31.714 virtual: 1152
Agent: agent3 Real: 14:45:31.880 virtual: 1161
Agent: agent3 Real: 14:45:32.041 virtual: 1172
Agent: agent3 Real: 14:45:32.210 virtual: 1186
Agent: agent3 Real: 14:45:32.367 virtual: 1197
Agent: agent3 Real: 14:45:32.529 virtual: 1209
Agent: agent3 Real: 14:45:32.699 virtual: 1226
Agent: agent3 Real: 14:45:32.838 virtual: 1241
Agent: agent3 Real: 14:45:33.002 virtual: 1260
Agent: agent3 Real: 14:45:33.154 virtual: 1272
Agent: agent3 Real: 14:45:33.319 virtual: 1288
Agent: agent3 Real: 14:45:33.474 virtual: 1299
Agent: agent3 Real: 14:45:33.634 virtual: 1302
Agent: agent3 Real: 14:45:33.791 virtual: 1311
Agent: agent3 Real: 14:45:33.955 virtual: 1320
Agent: agent3 Real: 14:45:34.118 virtual: 1342
Agent: agent3 Real: 14:45:34.278 virtual: 1357

Real Inter: 114982 Virtual Inter: 13
Real Inter: 119980 Virtual Inter: 10
Real Inter: 106972 Virtual Inter: 12
Real Inter: 108982 Virtual Inter: 6
Real Inter: 113001 Virtual Inter: 9
Real Inter: 114945 Virtual Inter: 14
Real Inter: 120999 Virtual Inter: 20
Real Inter: 117970 Virtual Inter: 20
Real Inter: 116977 Virtual Inter: 14
Real Inter: 117968 Virtual Inter: 20
Real Inter: 105982 Virtual Inter: 15
Real Inter: 112998 Virtual Inter: 23
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Real Inter: 119973 Virtual Inter: 8
Real Inter: 113982 Virtual Inter: 21
Real Inter: 106965 Virtual Inter: 15
Real Inter: 76005 Virtual Inter: -267
Real Inter: 36011 Virtual Inter: 278
Real Inter: 117950 Virtual Inter: 14
Real Inter: 6003 Virtual Inter: -271
Real Inter: 104988 Virtual Inter: 285
Real Inter: 65988 Virtual Inter: -266
Real Inter: 53991 Virtual Inter: 282
Real Inter: 109973 Virtual Inter: -272
Real Inter: 4989 Virtual Inter: 290
Real Inter: 115251 Virtual Inter: 17
Real Inter: 44728 Virtual Inter: -288
Real Inter: 64996 Virtual Inter: 303
Real Inter: 101976 Virtual Inter: -290
Real Inter: 13985 Virtual Inter: 305
Real Inter: 102992 Virtual Inter: 8
Real Inter: 45003 Virtual Inter: -306
Real Inter: 63969 Virtual Inter: 316
Real Inter: 109049 Virtual Inter: 9
Real Inter: 102 Virtual Inter: -315
Real Inter: 114827 Virtual Inter: 331
Real Inter: 54998 Virtual Inter: -320
Real Inter: 64974 Virtual Inter: 328
Real Inter: 93986 Virtual Inter: -314
Real Inter: 8984 Virtual Inter: 327
Real Inter: 115996 Virtual Inter: 20
Real Inter: 42997 Virtual Inter: -330
Real Inter: 67983 Virtual Inter: 341
Real Inter: 100973 Virtual Inter: -322
Real Inter: 14004 Virtual Inter: 329
Real Inter: 111989 Virtual Inter: 21
Real Inter: 38981 Virtual Inter: -334
Real Inter: 74986 Virtual Inter: 348
Real Inter: 92987 Virtual Inter: -327
Real Inter: 19997 Virtual Inter: 343
Real Inter: 116991 Virtual Inter: 8
Real Inter: 31991 Virtual Inter: -337
Real Inter: 80977 Virtual Inter: 352
Real Inter: 71058 Virtual Inter: -338
Real Inter: 38923 Virtual Inter: 358
Real Inter: 115967 Virtual Inter: 13
Real Inter: 5020 Virtual Inter: -361
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Real Inter: 110997 Virtual Inter: 380
Real Inter: 57969 Virtual Inter: -368
Real Inter: 55987 Virtual Inter: 387
Real Inter: 116981 Virtual Inter: 15
Real Inter: 6005 Virtual Inter: -396
Real Inter: 105006 Virtual Inter: 409
Real Inter: 73256 Virtual Inter: -389
Real Inter: 40692 Virtual Inter: 398
Real Inter: 115978 Virtual Inter: -384
Real Inter: 7995 Virtual Inter: 392
Real Inter: 116978 Virtual Inter: 13
Real Inter: 40992 Virtual Inter: -384
Real Inter: 70982 Virtual Inter: 400
Real Inter: 85993 Virtual Inter: -391
Real Inter: 15975 Virtual Inter: 406
Real Inter: 137 Virtual Inter: 0
Real Inter: 141874 Virtual Inter: -389
Real Inter: 166967 Virtual Inter: 12
Real Inter: 155968 Virtual Inter: 11
Real Inter: 164975 Virtual Inter: 12
Real Inter: 159967 Virtual Inter: 23
Real Inter: 180977 Virtual Inter: 18
Real Inter: 149961 Virtual Inter: 16
Real Inter: 157285 Virtual Inter: 15
Real Inter: 162662 Virtual Inter: 19
Real Inter: 161959 Virtual Inter: 12
Real Inter: 152987 Virtual Inter: 18
Real Inter: 165962 Virtual Inter: 9
Real Inter: 160979 Virtual Inter: 11
Real Inter: 168978 Virtual Inter: 14
Real Inter: 156997 Virtual Inter: 11
Real Inter: 161929 Virtual Inter: 12
Real Inter: 169989 Virtual Inter: 17
Real Inter: 138979 Virtual Inter: 15
Real Inter: 163968 Virtual Inter: 19
Real Inter: 151968 Virtual Inter: 12
Real Inter: 164979 Virtual Inter: 16
Real Inter: 154960 Virtual Inter: 11
Real Inter: 160271 Virtual Inter: 3
Real Inter: 156670 Virtual Inter: 9
Real Inter: 163974 Virtual Inter: 9
Real Inter: 162971 Virtual Inter: 22
Real Inter: 159972 Virtual Inter: 15
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Real mean: 97712.6 real std dev: 51566.9
Virtual median: 14 virtual average dev: 160.8
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